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Abstract

Being able to measure the spatial motion of arbitrary objects with high accuracy

and low latency is vital for numerous higher level tasks in many fields of application.

These include, but are not limited to: robotic perception, medical navigation and

mixed reality systems. Such measurements are typically obtained by consecutively

estimating the object’s pose, i.e. its location and orientation in three-dimensional

space, relative to a known frame of reference. The most successful are approaches

based on optical sensors, such as digital cameras. But despite the large amount of

literature and actively conducted research on this issue, fast, robust and accurate

3D object pose estimation still remains a key challenge in computer vision.

This dissertation presents novel approaches to visual 3D object pose estimation from

2D images. The particular feature of the proposed solutions is that they operate in

real-time while only requiring a single (monocular) camera. The main parts of this

work describe an innovative active infrared LED marker-based system as well as a

novel algorithm for passive markerless pose estimation, both developed within the

course of this thesis. For the marker-based approach, two original, nearly co-planar

LED patterns are proposed. These enable high-speed, single-image pose estima-

tion of multiple markers as well as robustly avoiding common pose ambiguities.

The proposed markerless method presents a novel combination of region-based and

direct photometric pose estimation. It is enabled by a new numerical pose optimiza-

tion strategy derived for the region-based part as well as an innovative statistical

object segmentation model. The overall approach thereby significantly improved

the robustness towards challenging conditions, such as dynamic lighting, cluttered

backgrounds, different object appearances, occlusions and fast and complex motion,

compared to the state of the art. It is furthermore the first capable of estimating the

poses of multiple arbitrarily textured objects in real-time on a commodity laptop.

In addition to this, a new complex dataset dedicated to the task of monocular object

pose tracking has been created and made publicly available.

Both proposed pose estimation solutions are extensively evaluated in numerous ex-

periments, including the proposed as well as another popular public dataset. It is

also shown that these solutions have been successfully applied in various practical

scenarios, where they have enabled a variety of new problem solving opportunities.
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Zusammenfassung

Die präzise und unmittelbare Vermessung der räumlichen Bewegung von Objekten

(Trajektorien), ist eine essentielle Grundlage für die Lösung zahlreicher abstrak-

terer Probleme in diversen Anwendungsbereichen. Dazu gehören unter anderem:

Robotik, medizinische Navigation und Mixed-Reality-Systeme. Derartige Trajekto-

rien werden typischerweise durch fortlaufende Bestimmung der Pose des Objekts,

d.h. seiner dreidimensionalen Position und Orientierung, relativ zu einem Bezugs-

system berechnet. Am erfolgreichsten sind dabei optische Ansätze, die Sensoren,

wie z.B. Digitalkameras, nutzen. Die schnelle, stabile und genaue Posenbestimmung

von 3D-Objekten, bleibt jedoch trotz umfassender Literatur und aktiver Forschung

zu diesem Thema, eine der größten Herausforderungen des maschinellen Sehens.

Diese Dissertation präsentiert neuartige Verfahren zur Posenbestimmung von 3D-

Objekten aus 2D-Bildern. Das Besondere an diesen Ansätzen ist, dass sie in Echtzeit

und mit nur einer einzigen (monokularen) Kamera funktionieren. Der Hauptteil

beschreibt ein neues, aktives System, basierend auf Infrarot-LED-Marken, sowie

einen neuartigen Algorithmus zur passiven markenlosen Posenbestimmung, die im

Rahmen dieser Arbeit entwickelt wurden. Für den markenbasierten Ansatz werden

zwei innovative LED-Muster vorgestellt. Diese ermöglichen Hochgeschwindigkeits-

Posenbestimmung von mehreren Marken aus einem einzigen Bild sowie die zu-

verlässige Vermeidung von üblicherweise auftretenden Mehrdeutigkeiten. Die ent-

wickelte markenlose Methode ist eine neuartige Kombination aus regionenbasierten

und direkten, photometrischen Ansätzen. Diese wird ermöglicht durch eine neue nu-

merische Posenoptimierung sowie ein innovatives, statistisches Segmentierungsmo-

dell. Das Gesamtverfahren ist aktuell das stabilste gegenüber Bedingungen, wie z.B.

dynamisches Licht, überladene Hintergründe, unterschiedliche Objektoberflächen,

Verdeckungen und schnelle und komplexe Bewegungen. Es ist außerdem das erste

Verfahren, das die Posen mehrerer beliebig texturierter Objekte auf einem Laptop in

Echtzeit berechnet. Zusätzlich wurde ein neuer, komplexer Datensatz für monoku-

lares Objektposen-Tracking erstellt und der Community zur Verfügung gestellt.

Beide Verfahren werden in zahlreichen Experimenten, inklusive des eigenen und

eines weiteren populären Datensatzes, evaluiert. Weiterhin wird gezeigt, dass die

Methoden bereits erfolgreich in verschiedenen realen Szenarien eingesetzt wurden.
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1
Introduction

1.1 Measuring Spatial Motion

How can we accurately measure spatial motion? This dissertation aims to answer

that question by presenting computer vision approaches involving novel algorithms

for computing the absolute location and orientation of objects over time (the so-

called trajectory) in three-dimensional space (Figure 1.1).

Figure 1.1: An illustration of a measured trajectory of a thrown frisbee. The spatial
position and orientation at each point in time is depicted by coordinate axes. Here,
as in the rest of the thesis, the colors indicate the three different principal axes,
i.e. X (red), Y (green) and Z (blue) of the coordinate frame of the captured object.

Being able to determine exact trajectories of a moving object is a requirement for

many higher level tasks in numerous areas of application. These include, but are

not limited to, robotic perception [BMAK14, SHN+15, MKCK17], medical navi-

gation [BASJ17, ZYCY17, AOH+18] and mixed reality systems [WLT16, MUS16,

1



2 Introduction

(a) (b) (c)

Figure 1.2: Exemplary applications for real-time object pose estimation1. The first
image shows an experimental setup from [PDG17], where a robot arm is trying to
snatch an object from another robot arm which simultaneously tries evade these at-
tempts (a). The second image was taken from of a dataset of the Robotic Instrument
Segmentation Sub-Challenge which is part of the Endoscopic Vision Challenge2. It
shows three instruments during robotic assisted minimally invasive surgery overlaid
with the provided ground truth colored segmentation masks (b). The third image
illustrates the capabilities of the Zappar ZapBox 3, a low-cost, versatile mixed reality
kit for the Google Cardboard4 based on passive markers (c).

MIS17] (see Figure 1.2). It is for example necessary to control the servo motors

of a robot whenever it is supposed to grasp, catch or manipulate things, especially

when they are moving simultaneously. It is also one of the core tasks to enable au-

tonomous driving where navigation involves constantly estimating the locations of

other vehicles or people. Medical navigation on the other hand is a prime example

for applications where precise monitoring of spatial motion is needed. Here it can

be used to capture the instruments of a surgeon in order to ensure precise operation

and detect false positioning. In a similar way, this is currently also becoming more

relevant in industrial assembly, where it is desired to autonomously supervise manu-

facturing steps, specifically the handling of components and tools and thereby reduce

production faults. Finally, in the growing field of mixed reality systems and appli-

cations it can be used to augment individual objects with additional information

or virtual modifications even when they are manipulated or moving independently

from the rest of the scene (e.g. objects held in hand or a chair moved within a room).

1Thanks to the authors of [PDG17], the Robotic Instrument Segmentation Sub-Challenge com-
mittee and Zappar for kindly providing these images which remain entirely their property.

2The Endoscopic Vision Challenge: https://grand-challenge.org/site/endovis/
3The ZapBox mixed reality kit: https://www.zappar.com/zapbox/
4Google’s Cardboard: https://vr.google.com/cardboard/
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Here, such technology also allows to turn any captured object into a motion-based

input device in order to interact with the system in a natural way.

All of the given examples are time-critical, meaning that they require the measure-

ment result to be provided in real-time without delay along with the movement. Of

course there are other scenarios in which runtime is not essential. In sports therapy

for example, where captured motion sequences are usually reviewed and analyzed

by the athlete or trainer retrospectively. But in order to cover the full range of

practical application scenarios, it becomes clear that dedicated solutions must be

able to operate on-line and in real-time.

Measuring or even describing spatial motion is an arbitrarily complex problem that

depends on the object type of interest and the desired degree of abstraction. For

many motion capturing problems it is suitable to describe objects as either rigid

bodies, articulated or deformable soft-bodies. Rigid bodies are usually solid objects

of which deformation is neglected, e.g. statues, buildings, planes or most 3D printed

parts. Articulated objects such as trains, skeletons or scissors are usually modeled by

multiple rigid objects each connected to at least one other by a joint. In contrast to

this, living creatures, cloth or plants are deforming in a non-rigid manner with high

complexity. These are therefore the hardest to capture and are typically modeled

as soft-bodies. Nonetheless with regard to the previously mentioned desired degree

of abstraction, an object can be modeled in different ways for recovering its spatial

motion. A human being for example can either be idealized as a rigid body in

form of a bounding box to only get a rough estimate of its spatial position and

orientation. However, when it is required to measure posture changes, a person can

also be represented with an articulated skeleton. By describing a human in form

of a deformable soft-body, for example allows to recover even more details such as

facial impressions or other deformation of the skin surface. This dissertation has

a strong focus on real-time performance and measurement robustness. The rest of

this thesis therefore focusses exclusively on handling rigid bodies in order to reduce

the complexity with regard to the object type. Here, the so-called pose of the object

changes only within six degrees-of freedom (6DOF ), three for each the position and

the orientation.

Over the last decades many approaches and sensors have been developed for captur-



4 Introduction

ing the spatial motion of rigid bodies. The following will give a very brief summary

of four such commonly used motion tracking technologies. For a more complete

overview the reader is advised to refer to [WF02]. For measuring the orientation

and acceleration of an object so-called inertial measurement units (IMUs) are widely

used and are nowadays integrated in every smartphone and many other technical de-

vices. These incorporate a gyroscope, an accelerometer and a compass. While IMUs

provide an easy way to obtain robust relative rotation data they cannot be used to

determine accurate absolute orientation, due to the accumulating measurement drift

that is inherent to these kinds of sensors. This furthermore makes it generally hard

to use them for relative position estimation over a longer period of time, as this

involves integrating the already drift afflicted accelerometer data twice [NPM13].

The pose of a rigid object can also be estimated by using ultra sonic technology.

Here at least three ultrasound sensors (i.e. microphones) and one emitter are needed

in order to obtain the absolute position of that source. Based on this, absolute

rotation can be obtained by using a minimum of three such emitters in a rigid

compound. However, these must be processed sequentially with regard to the speed

of sound, which limits the maximum measurement frequency and makes filtering

necessary. Since it is based on sound, the technology is furthermore relatively limited

in range and prone to interfering noise, which restricts it from being used in many

environments.

Another alternative are magnetic systems that measure the local magnetic field vec-

tor at the sensor. Here, using e.g. three orthogonally oriented magnetometers in a

rigid sensor unit allows to obtain the absolute orientation with respect to the ex-

citation. In this context, it is popular to actively induce excitations by e.g. using

a multicoil source unit. By energizing three of its coils in sequence and measuring

the magnetic field vector at each magnetometer, the position of the sensor unit de-

vice can also be measured with respect to the source unit. The main downside of

this technology is however, that the magnetic field is affected by ferromagnetic and

conductive material in the environment. Distorting objects can potentially act as

unwanted source units and should therefore be avoided in the working volume or

must be modeled appropriately. Such systems are furthermore limited in range of

operation by the inverse cubic falloff of the magnetic fields with respect to the dis-

tance from the source, which has an according negative impact on the measurement
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accuracy.

With regard to physical constraints, optical methods are essentially only limited by

the speed of light when it comes to transmission time and working volume. In the

simplest case, when only using a single camera the absolute pose of a rigid object

can be estimated from only four 3D points and their corresponding 2D projections

into the image plane, as explained in detail in Section 2.2. Here the main problem

are visual occlusions, meaning that something blocks the line of sight between the

object of interest and the optical sensor, which must be handled appropriately. But

despite this constraint, the advantages predominate, which is why optical tracking

systems are probably the most widely employed for the task of pose estimation

(e.g. robotics, automotive, medical navigation and mixed reality systems) nowadays.

Optical systems can be divided into active and passive systems. Passive systems

use just the natural light that is currently present in the scene to detect either high

contrast artificial so-called fiducials or natural structures. In contrast, active systems

use additional light sources to facilitate the detection of specially designed fiducials.

For this, they usually work with infrared light to minimize the influence of ambient

lighting. Optical tracking systems often determine the three-dimensional position

of a ball-like fiducial based on two or more camera images and triangulation in so-

called stereo setups. However, here all cameras have to be calibrated and registered

in a rigid setup in advance, which is a complex and time-consuming process and

requires a lot of expertise. While motion capturing can then be done very efficiently

utilizing epipolar constraints, it requires the fiducials always to be seen by (at least)

two cameras, and all cameras to remain static at runtime. In some applications, this

may not always be guaranteed and a system based on the image of just a monocular

(meaning single) camera is needed. Hence, this work focusses exclusively on pose

estimation with a single camera.

1.2 Monocular Pose Estimation

Estimating the pose of an object with only a single monocular camera is the most

generic and elegant optical approach. Especially in the constantly growing fields of

mixed reality and robotics, object pose estimation is typically only one of many com-
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Camera 1

Camera 2

Object

Figure 1.3: An illustration of the different modalities available for pose estimation
using a single monocular camera compared to a two camera stereo setup. A single
camera (depicted in blue) essentially only sees the contour (blue dots) and a flat
projection of everything within the silhouette (blue line) of the object. By including
a second camera (depicted in orange) all parts of the object’s surface that are visible
to both cameras (orange contour) can potentially be spatially reconstructed using
triangulation (dashed black lines), providing a depth modality in addition to the 2D
images.

plex tasks that must all be computed simultaneously in real-time on often battery

powered hardware. Therefore low runtime and power consumption of dedicated solu-

tions are crucial aspects for them to be practical in such scenarios. In particular the

latter can be achieved by using as few sensors as possible e.g. only a single camera.

Also, as for most other computer vision problems, such monocular approaches are

usually the most convenient compared to e.g. multi-camera stereo systems because

they keep calibration requirements to a minimum and suffer least from visibility

issues. Once the camera is calibrated, there is no constraint to remain in place,

meaning that both the object and the camera can be moving freely at runtime. In

the context of robotics this is for example attractive in grasping scenarios when the

camera is attached to an arm of a robot. It also becomes relevant in mixed-reality re-

ality systems, e.g. when a hand-held object shall be augmented with virtual content



1.2. Monocular Pose Estimation 7

in a head mounted display or on the screen of a mobile device.

When using more than one camera, triangulation can be used in order to compute

spatial surface reconstructions of the scene at runtime [MSKS05]. This additional

modality can be used along with their 2D images to simplify the task of pose es-

timation (see Figure 1.3). This is not possible in case of a single camera, meaning

that the object’s pose must be computed from only 2D images. Thus monocular

approaches are always based on minimizing the difference between the true 2D pro-

jection of the object in the current image and an estimated synthetic 2D projection

of a 3D model abstraction of that object, that is parametrized by the sought pose.

Given such a 3D model, it is possible to render arbitrary artificial 2D projections by

freely choosing the pose. Whenever the object is in the field of view of the camera,

the image shows a real projection of it under its true pose relative to the camera. If

the estimated pose equals this actual pose, the difference between the synthetic and

the true projection is assumed to be minimal. Due to this strategy, monocular pose

estimation is usually solved in two coarse steps. First the object is segmented from

the background in the current image. This segmentation is then used in the sec-

ond step for the actual pose estimation, by aligning the model with it, as explained

above.

The problem of pose estimation can further be separated into pose tracking (also

known as recursive pose estimation) and pose detection. In case of tracking, the

object is assumed to be seen in a sequence of consecutive images such as video

footage. Here, the motion of the object is assumed to be relatively small between

two consecutive frames. Here, only the pose difference from one frame to the next has

to be determined, which is why tracking typically can be performed more efficiently

than detection. The main downside of pure pose tracking algorithms is the need for

manual initialization at the beginning and re-initialization after tracking loss to get

a coarse pose estimate to start from.

This leads to the problem of pose detection, where the object’s pose has to be esti-

mated from a single image without any prior pose knowledge. This lack of informa-

tion makes pose detection generally more complex and computationally demanding

compared to pose tracking. To obtain generic, robust real-time pose estimation so-

lutions, tracking thus has to be combined with reliable detection, which provides a
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(a) (b)

Figure 1.4: An illustration of the functionality of the ARToolkit. Two different
AR-markers where used in this example (a). The live pose estimation result allows
to render virtual objects (here a torus and a sphere) overlaid to the camera image
with respect to the position and orientation of each marker (b).

starting solution whenever tracking is lost, e.g. in cases of strong occlusion, rapid

movement or when the object leaves the camera’s field of view.

Another popular approach to resolve the pose detection problems is to attach artifi-

cial fiducials or markers to the objects of interest. Their visual appearance is specif-

ically designed in ways that they can easily and quickly be located in images and

thereby simplify the task of pose detection. In many cases they thus enable tracking

by detection, meaning that their absolute pose can be computed in each single im-

age in real-time from scratch without exploiting temporal continuity assumptions.

Over the years, numerous different both active [NF05, SSBJ06, YZY10, HHC+11a,

FMSS14] and passive [KB99, Fia05, AHH10, Ols11, BART11, RSI12, HSZ+13] mark-

ers have been developed.

One of the earliest and still most popular works on real-time monocular marker-
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(a) (b) (c)

Figure 1.5: Failure cases of the ARToolkit. In case of motion blur the edges of
the marker smear and cannot be detected anymore (a). The marker is required to
be fully visible in each image such that even small occlusions by fingers cause the
detection to fail (b). In its original form the contrast-based segmentation strategy
is furthermore prone to inhomogeneous or poor lighting (c).

based pose estimation was presented in [KB99] within the context of augmented

reality (AR). They introduced passive planar square fiducials with a printed black

and white pattern, so-called AR-markers (see Figure 1.4). Back then the system

impressively demonstrated the vast potential for this kind of technology and sparked

a lot of interest in the field of research. The well-kown related software library called

the ARToolkit5 has ever since been improved and advanced in numerous successive

approaches. Even nowadays it is still widely used in research as a prototypical

solution to pose estimation.

This ongoing popularity can probably be explained by the easy accessibility of the

overall approach. For one, it only requires a single camera on the hardware side and

even works with a standard webcam. The passive markers can easily be reproduced

by printing or even drawing them on paper and require no additional lighting, which

makes it very low-cost. Also even when executed on weak hardware (e.g. a mobile

phone) and using multiple markers simultaneously their poses can be estimated in

real-time. But despite their easy application AR-markers come with significant dis-

advantages. Their detection is based on high contrast edges in the image as well as

overall high intensity contrast between the black and the white areas of the marker.

The first is prone to motion blur caused by fast marker or camera movement which

render the edges to appear unsharp or slurred in the image (Figure 1.5). The latter

5The ARToolkit: https://artoolkit.org/
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is often violated by poor or inhomogeneous lighting which causes the segmentation

to fail. They are furthermore not robust to occlusions, meaning that not even small

parts are allowed to be covered in order for the pose estimation to work. While some

of these problems can be overcome by the use of active lighting (see Section 3.2) or

more recent and advanced passive marker approaches [SSS+17], another constraint

that is inherent to all planar markers is that they can only be detected when their

front side is visible which limits the viewing angles to a maximum of 180◦ in all

directions. Also related to the planarity are so-called pose ambiguities that cause

inaccuracies from certain perspectives as explained in Section 3.2.5. Finally and

probably most importantly, although fiducials often enable highly robust and accu-

rate pose estimation, having to attach any kind of marker to the objects at all is

undesirable or even impossible in many application scenarios. For example in case of

sports therapy, where ergonomics might be affected or for tracking objects in public

environments such as cars or planes that cannot be modified beforehand.

Thus, over the last couple of decades a large variety of markerless monocular pose

estimation methods have been proposed that differ in terms of image representation

and the corresponding model abstraction of the objects. In this work, these ap-

proaches are divided into three coarse categories: firstly, point-based methods using

so-called natural image features (see Chapter 3, Section 3.3), secondly, region-based

methods using the object’s silhouette (see Chapter 4) and thirdly, direct photo-

metric methods that minimize the pixels’ intensity differences between two views

(see Chapter 5). Especially for markerless approaches, the biggest challenges arise

from diverse object surface properties (e.g. reflectance, transparency), partial or to-

tal occlusions of the object, varying or poor lighting conditions and cluttered or

dynamic background that make object segmentation an almost arbitrarily complex

problem in general. An extensive survey of different strategies to handle these condi-

tions is presented in [LF05] and Chapters 3, 4 and 5 additionally contain particular

overviews of more recent related work.

For the sake of completeness it should also be mentioned, that starting in 2010

with the release of Microsofts Kinect so-called depth sensors emerged in the con-

sumer market. Their availability simultaneously lead to a large interest in computer

vision research involving this kind of technology, and also in the context of ob-

ject pose estimation. For many scenarios these sensors are a suitable alternative
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(a) (b) (c)

Figure 1.6: A visualization of the sensor data of an RGB-D camera (here a Microsoft
Kinect V2 that uses time-of-flight technology). The sensor simultaneously provides
images from a color camera (a), a monochrome camera extended with an infrared
pass filter (b) and distance (or depth) estimate for each pixel computed from the
active lighting (c). Here the depth of a pixel is represented by its grey value, where
higher brightness means larger distance. Note that the sensor is unable to measure
depth for the scene outside the windows (indicated by black pixels), due to the range
limitation.

to purely monocular systems, especially since they are manufactured in form of a

single portable device that can be held in hand which enables them to be used

in dynamic setups as well. Along with live color images these sensors potentially

provide simultaneous real-time depth measurements for each pixel (see Figure 1.6).

Thus, they are often referred to as RGB-D (red, green blue, depth) sensors in lit-

erature. RGB-D measurements are achieved by combining the color camera with

a monochrome camera and an infrared emitter in a rigid compound. Here infrared

light is actively projected onto the observed scene using either a structured light

pattern or time-of-flight technology [SH16].

Like in stereo camera systems the additional dense (meaning per pixel) depth modal-

ity input simplifies the image processing complexity in general and often leads to

overall more robust results. Therefore in recent years, research on optical pose esti-

mation has mainly focused on RGB-D sensors for both tracking [CC13, RPMR13,

RPK+14, KMB+14, KTIN17, RPK+17, TNT17] and detection [HHC+11b, HLI+12,

BKM+14, KMT+16]. Although these methods usually outperform those only based

on monocular RGB image data, they are limited in distance to the sensor and

struggle with sunlight, due to the physical constraints caused by the active infrared
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lighting. They could for example not be used in order to capture a plane in the sky

and can in general not be used in outdoor environments, due to their dependence on

the weather. Thus, RGB-D sensors and methods relying on them are not included in

this work which focusses exclusively on pure monocular solutions to keep the prior

limitations determined by the employed hardware to a minimum.

1.3 Selected Publications

The real-time methods developed within the course of this dissertation contribute to

the progression of monocular object pose estimation. We started out by developing

a novel system based on active infrared markers. By equipping the camera with an

infrared filter the image segmentation complexity was kept to a minimum, which

allowed to focus mainly on improving the robustness of the pose estimation. Here we

designed a novel nearly co-planar marker pattern in order to resolve pose ambiguities

which are inherent to many other marker-based methods. The complete system

enables tracking by detection of multiple active markers simultaneously at high

frame rates (a single marker can be tracked within ∼1 ms). To our knowledge it is

still superior in terms of runtime and precision to other purely monocular systems:

High-Speed and Robust Monocular Tracking [TSSS15].

Based on the current state of the art for real-time markerless pose estimation, we

then developed an improved region-based algorithm. In contrast to the marker-

based approach, it is capable of tracking the poses of multiple objects without mod-

ifications using prior shape knowledge. While at first adapting an existing image

segmentation approach, here the main focus was again on improving the robustness

and accuracy of the pose optimization as well as reducing the runtime. The re-

sulting so-called Gauß-Newton-like optimization strategy enabled region-based pose

tracking of multiple objects in real-time and handling even strong mutual occlusions:

Real-Time Monocular Segmentation and Pose Tracking of Multiple Objects [TSS16].

In succeeding work we extended the system by replacing the previous segmentation

strategy by a more sophisticated approach based on temporally consistent, local

color histograms. It improved tracking robustness in case of heterogenous objects,
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cluttered backgrounds and arbitrary occlusions significantly. This furthermore lead

to a novel object descriptor which enabled region-based pose detection that can be

used in conjunction with tracking to recover from temporary tracking losses. This

resulted in the first complete real-time, region-based object pose estimation system:

Real-Time Monocular Pose Estimation of 3D Objects using Temporally Consistent

Local Color Histograms [TSS17].

Based on the advances presented in the two conference papers [TSS16, TSS17], we

proposed a further improved version of our region-based pose tracking approach in a

more detailed article, that was submitted to a journal. This work was done in coop-

eration with Daniel Cremers from the Technical University of Munich. Together we

developed a novel systematic derivation of a true Gauß-Newton scheme. This was

previously missing in [TSS16] for the Gauß-Newton-like method, which was origi-

nally discovered by empirical studies. In this work, we further introduced a newly

created dataset dedicated to the task of passive monocular object pose estimation

and made it publicly available to the community. We also used it in this article

to demonstrate the improvements achieved by the derived Gauß-Newton optimiza-

tion: A Gauss-Newton Approach to Real-Time Monocular Multiple Object Tracking

[TSSC18].

1.4 Thesis Outline

Following this introduction, Chapter 2 presents an overview of all basic mathe-

matical and algorithmic concepts and introduces the corresponding notation used

throughout the rest of the thesis. It starts by showing how to model and parametrize

the spatial motion of a rigid body. It goes to by explain the fundamental principle

of projective geometry. This includes the introduction of a mathematical model of

a real camera and the calibration of the corresponding parameters. Based on this,

it is shown how synthetic images can be rendered with respect to the intrinsic prop-

erties of a real camera. The chapter concludes with explaining the mathematical

concept of parametric numerical optimization forming the basis for pose tracking

and refinement.
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Next are three main chapters on different object pose estimation approaches includ-

ing respective related work. Chapter 3 deals with pose estimation methods based

on so-called 2D-to-3D point correspondences. It gives a detailed description and

evaluation of the active marker system developed in [TSSS15]. This includes im-

age segmentation, correspondence finding, pose estimation and a strategy to semi-

automatically reconstruct the 3D model of the markers. In addition to this, an

overview of related passive methods based on so-called natural features is provided.

Chapter 4 is about so-called region-based pose estimation that uses a silhouette and

contour abstraction of the object in the images. It starts by describing the general

concept of region-based pose estimation, introduces a corresponding cost function

and then presents the system proposed in [TSS16, TSS17, TSSC18]. Here the main

parts cover different approaches to statistical object segmentation, robust level-set-

based pose optimization and a strategy for combined region-based pose detection

and tracking based on the proposed object descriptor. The chapter concludes with

an extensive experimental evaluation of the developed approach within the dataset

introduced in [TSSC18] as well as another popular dataset.

Chapter 5 then describes how modern so-called direct photometric methods can

be applied to object pose tracking. It first explains the concept of direct image

alignment and introduces a corresponding photometric cost function. Subsequently,

it is shown how this can be optimized with respect to the object’s pose parameters.

Based on this, a novel combined region-based and direct photometric cost function

for object pose estimation is introduced. Enabled by the proposed region-based

strategy, it is derived how this combined cost function can be efficiently optimized in

a joint fashion. Another experimental evaluation in the proposed dataset eventually

demonstrates how this combined approach leads to further significant improvement

compared to the previously presented purely region-based solution.

Finally, the thesis concludes with Chapter 6. It contains a summary of the achieved

contributions, current and potential practical applications of the developed pose

estimation systems and future research directions based on this work.



2
Background Theory

This chapter provides an overview of notation and basic concepts used throughout

this thesis. It starts by introducing the two fundamental sets of transformations

that are involved when estimating the pose of a moving 3D object from 2D cam-

era images based on [MSKS05]. The first being rigid body motion also known as

Euclidian motion that models how an object moves (Section 2.1) and the second

being projective geometry that describes how a 2D camera image of a 3D object is

formed (Section 2.2). The latter also includes geometric camera calibration and it is

explained how to use the derived camera model in order to render synthetic views of

an object model as if they were captured by a real camera. The chapter concludes

with an overview of selected numerical optimization methods (Section 2.3), that

are typically used in the context of monocular pose estimation on the basis of the

previously introduced concepts.

2.1 Rigid Body Motion

When a rigid object moves in front of a camera its pose changes within six degrees

of freedom (6DOF), namely three for rotation about the X-, Y - and Z-axis and

three for translation along these axes. A pose can thus be seen as a so-called rigid

15



16 Background Theory

body transform from one Cartesian coordinate frame of reference to another, that

preserves distances as well as orientations. Such a displacement can be denoted by

g : R3 → R3; g(X)
.
= RX + t, (2.1)

with

X
.
=

XY
Z

 ∈ R3, R
.
=

r11 r12 r13

r21 r22 r23

r31 r32 r33

 ∈ SO(3) and t
.
=

txty
tz

 ∈ R3,

where R applies the rotational part of the transformation to the coordinates of a 3D

point X and t the translation. Here the rotation R is represented as a 3× 3 matrix

being an element of the special orthogonal group

SO(3)
.
=

{
R ∈ R3×3

∣∣∣∣ R>R = RR> = I3×3, det(R) = +1

}
,

that contains all three-dimensional orientation-preserving linear transformations,

with I3×3 being the 3× 3 identity matrix.

Let a vector between two arbitrary points X and X′ be defined as

a
.
= X−X′ =

a1

a2

a3

 ∈ R3,

and the Euclidian distance between any two points be given by the L2-norm ‖a‖2

of their corresponding vector, g preserves distances if

‖a‖2 = ‖X−X′‖2 = ‖g(X)− g(X′)‖2, ∀a ∈ R3, (2.2)

and orientations when

g(a× a′) = g(a)× g(a′), ∀a, a′ ∈ R3, (2.3)

meaning that the cross product of any two vectors a and a′ is preserved. Given the
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0m

Xm
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Figure 2.1: A rigid body transform gcm from the model frame M to the camera
frame C defined by the rotation matrix Rcm and the translation vector tcm.

group properties of the SO(3), it is immediate to show that (2.1) satisfies both (2.2)

and (2.3), and therefore performs a rigid body transformation.

In case of monocular pose estimation this displacement typically describes the rela-

tive position and orientation of a model coordinate frame M to the camera coordi-

nate frame C

Xm = [Xm, Ym, Zm]> 7→ gcm(Xm) = Xc = [Xc, Yc, Zc]
>,

where the subscript indicates their affiliation to the respective frame of reference

(see Figure 2.1). Note that using this notation the subscript of gcm furthermore

indicates that transformation is performed in direction from model to camera which

is written as

Xc = gcm(Xm)
.
= RcmXm + tcm, (2.4)

where tcm is now explicitly the translation of the origin of the coordinate frame

M relative to that of C and Rcm describes the relative orientation from M to C.
Inverting the direction of the transformation such that a point Xc given in the

camera is mapped to its coordinates in the model frame as

g−1
cm(Xc) = R>cm(Xc − tcm) = R>cmXc −R>cmtcm

.
= gmc(Xc), (2.5)
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leads to

Xm = gmc(Xc)
.
= RmcXc + tmc,

with Rmc = R>cm and tmc = −R>cmtcm. Since any rigid body transform always

describes the relative relationship between two coordinate frames, it becomes clear

that knowing the pose of an object relative to the camera one can directly derive

the pose of the camera relative to the object from it, regardless of which is moving.

It is thus an arbitrary choice of design which direction is assumed to be estimated

directly. In this work the term object pose always refers to the rigid body transform

gcm of the modelM into the camera C, i.e. the object’s pose relative to the camera.

In contrast to the pure rotational case, the full rigid body transformation in its

current form is not linear but affine, as can be seen in (2.4). Such an affine transfor-

mation may be converted to a linear one by using homogeneous coordinates. Simply

appending a ”1” to the coordinates of any point X ∈ R3 yields a corresponding

point

X̃
.
=

[
X

1

]
=


X

Y

Z

1

 ∈ R4, (2.6)

embedded in a hyperplane in R4. Using this notation (2.4) can now be rewritten in

linear form as

X̃c = g̃cm(X̃m) = TcmX̃m =

[
Rcm tcm

0> 1

][
Xm

1

]
=

[
RcmXm + tcm

1

]
,

where g̃cm is the homogenous representation of the rigid body transform gcm applied

by the homogenous matrix Tcm. Transformation in the opposite direction can now

simply be performed by matrix inversion as

X̃m = g̃mc(X̃c) = T−1
cm X̃c = TmcX̃c,

since

T−1
cm = Tmc =

[
Rcm tcm

0> 1

]−1

=

[
R>cm −R>cmtcm

0> 1

]
=

[
Rmc tmc

0> 1

]
,
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which applies the same inverse transformation as previously shown for the affine

representation in (2.5).

Hence, from now on any rigid body transform will be utilized in form of its homo-

geneous 4× 4 matrix representation

T
.
=


r11 r12 r13 tx

r21 r22 r23 ty

r31 r32 r33 tz

0 0 0 1

 ∈ SE(3), (2.7)

being an element of the special Euclidean Group

SE(3)
.
=

{
T =

[
R t

0> 1

]
∈ R4×4

∣∣∣∣ R ∈ SO(3), t ∈ R3

}
,

that describes the space of all possible rigid body transforms i.e. 6DOF poses in

R3. This further enables combining rigid body transformations between multiple

coordinate frames in form of a simple matrix multiplication, e.g. Tda = TdcTcbTba.

So far this section has only considered static rigid body transforms at a single point

in time from one coordinate frame to another. In cases where either the object,

the camera or both are moving this relative transform changes over time t along a

continuous path. It thereby describes a trajectory Tcm(t) : R 7→ SE(3), that can be

modeled by rigid body motion. Within monocular pose estimation, the pose along

the path can potentially be determined at any time tk that coincides with a video

frame captured by the camera. Here, a sequence of images is denoted by I(tk),

with k = 0, . . . , l being the frame index and I(tl) being the current live camera

image. Hence, a trajectory is represented as a time-discrete sequence of rigid body

transforms

Tcm(tk) ∈ SE(3), tk ∈ R, k = 0, . . . , l,

each pose corresponding to a frame (here meaning image) with index k (see Fig-

ure 2.2). With Xm(t0) being the model coordinates in its initial configuration, its

coordinates with respect to the camera in a frame k are then given by X̃c(tk) =

Tcm(tk)X̃m(t0). Given such a trajectory the pose change that occurred between two
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C

M(t1)

M(t2)

M(t3)

Tcm(t1)Tcm(t2)

Tcm(t3)

Tcc(t2, t1)
Tcc(t3, t2)

Figure 2.2: Rigid body motion over time. The trajectory is visualized at the three
consecutive points in time t1, t2 and t3 that could correspond to camera frames.
Both the inter-frame pose changes Tcc(tk, tk−1) as well as the individual complete
rigid body transforms Tcm(tk) are illustrated in relation to the camera C.

consecutive frames k and k − 1 is described by

Tcc(tk, tk−1)
.
= Tcm(tk)Tcm(tk−1)−1 = Tcm(tk)Tmc(tk−1), ∀k = 1, . . . , l,

which recursively maps model coordinates X̃c(tk−1) = Tcm(tk−1)X̃m(t0) given with

respect to a frame k − 1 to those in the next as

X̃c(tk) = Tcc(tk, tk−1)X̃c(tk−1), ∀k ∈ 1, . . . , l,

with Tcc(t1, t0) = Tcm(t1) since Tcm(t0) = I4×4. Given this notation, the object’s

pose in the current live frame Tcm(tl) can now be written in form of a composition

of consecutive rigid body transforms achieved by simple matrix concatenation as

Tcm(tl) = Tcc(tl, tl−1) . . . Tcc(t3, t2)Tcc(t2, t1)Tcm(t1),

describing the entire trajectory up to the current frame.

With regard to the introduction chapter, this means that in case of pose detection

each Tcm(tk) is estimated directly from scratch without knowing the pose in the
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preceding frame Tcm(tk−1), whereas for tracking only the inter-frame pose change

from the previous to the current frame Tcc(tl, tl−1) has to be determined. Thus,

tracking is often also referred to as recursive pose estimation.

2.1.1 Parametrization of Rigid Body Motion

Although homogeneous 4× 4 matrices T ∈ SE(3) are a convenient pose representa-

tion for applying, combining and inverting rigid body transforms, they are not an

ideal parametrization of the 6DOF that they describe. Each T ∈ SE(3) has sixteen

entries (2.7) of which only twelve contain the actual pose information. The nine

entries of R ∈ SO(3) describe the 3DOF of the rotation and the three entries of

t ∈ R3 the other 3DOF of the translation. While t is already a minimal represen-

tation for translation, R is not for rotation. Its nine entries are not free and must

satisfy properties of the SO(3) which impose six independent constraints on them.

Therefore, the space of three-dimensional rotation should ideally also be represented

by three parameters as the other six are redundant. Such a minimal representation

for rotation can be derived with help of an alternative notation of the cross product,

as shown in the following.

The cross product of two vectors a, b ∈ R3 is commonly denoted by a × b ∈ R3.

This definition of the cross product is linear in both its arguments and can thus

be represented by a linear map from R3 to R3 in form of a skew-symmetric matrix

denoted by

â
.
=

 0 −a3 a2

a3 0 −a1

−a2 a1 0

 ∈ R3×3,

that allows for the cross product to be expressed by âb = a × b. Therefore, the

cross product defines an isomorphic (one-to-one) map between any vector a and a

corresponding 3× 3 skew-symmetric matrix â for which it holds

â = −â>. (2.8)

Note that a matrix A ∈ R3×3 is skew-symmetric if and only if A = â for any vector

a ∈ R3.
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Given this, next a trajectory of pure rotational motion R(t) : R 7→ SO(3) is consid-

ered. Here, the constraint

R(t)R(t)> = I3×3 (2.9)

must always be satisfied. Computing the derivative of (2.9) with respect to time t

by applying the product rule yields

dR(t)

dt
R(t)> +R(t)

dR(t)>

dt
= 0

and therefore
dR(t)

dt
R(t)> = −

(
dR(t)

dt
R(t)>

)>
, (2.10)

which shows that dR(t)
dt
R(t)> must be a 3 × 3 skew-symmetric matrix, accord-

ing to (2.8). This then further implies that there must exist a vector w(t) =

[ω1(t), ω2(t), ω3(t)]> ∈ R3, such that

dR(t)

dt
R(t)> = ŵ(t).

Right hand multiplication of both sides with R(t) yields

dR(t)

dt
= ŵ(t)R(t), (2.11)

and thus
dR(t0)

dt
= ŵ(t0),

assuming R(t0) = I3×3. Hence a skew-symmetric matrix gives a first-order approxi-

mation to a rotation matrix around I3×3 as

R(t0 + dt) ≈ I3×3 + ŵ(t0)dt.

The space of all skew-symmetric matrices denoted by

so(3)
.
=

ŵ =

 0 −ω3 ω2

ω3 0 −ω1

−ω2 ω1 0

 ∈ R3×3

∣∣∣∣ w ∈ R3

 , (2.12)
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thus also describes the tangent space at the identity of the rotation group SO(3).

Note that the SO(3) is a Lie group and thus so(3) is called its Lie algebra. More

details on the structure of Lie groups can be found in [MLS94]. For any R(t) 6= I3×3,

the tangent space at R(t) is simply so(3) transported to R(t) by a multiplication

by R(t) on the right, as indicated by (2.11). This further means that any rotation

matrix R ∈ SO(3) locally only depends on three parameters (ω1, ω2, ω3). This local

approximation can eventually be used to obtain the desired representation of the

rotation group, as explained in the following.

In order to show that in fact every rotation matrix in SO(3) can be represented by a

vector in R3, it is first assumed that ŵ(t) is constant i.e. ŵ(t) = ŵ in (2.11), which

yields
dR(t)

dt
= ŵR(t). (2.13)

Since the product of R(t) with any vertex X ∈ R3 at an initial time t0 gives X at a

later time t as

X(t) = R(t)X(t0), (2.14)

R(t) can be interpreted as the state transition matrix for the ordinary differential

equation (ODE)
dX(t)

dt
= ŵX(t). (2.15)

Now assuming R(0) = I3×3 is the initial condition for (2.13), with t0 = 0, the unique

solution to (2.15) is then given by

X(t) = eŵtX(0), (2.16)

where eŵt or exp(ŵt), is the matrix exponential

eŵt = I3×3 + ŵt+
(ŵt)2

2!
+ · · ·+ (ŵt)n

n!
+ . . . . (2.17)

Hence, with regard to (2.14) and (2.16) it must hold

R(t) = eŵt. (2.18)

It can directly be verified that eŵt is in fact a rotation matrix, by showing that it
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satisfies both group properties of the SO(3) as(
eŵt
)−1

= e−ŵt = eŵ>t =
(
eŵt
)>

and

det
(
eŵt
)

= e0 = +1,

since det(eA) = etrace(A) for any square matrix A ∈ Rn×n with trace(A)
.
=
∑n

i=1 aii.

A physical interpretation of (2.18) is that if ‖w‖2 = 1, it simply describes a rotation

around w ∈ R3 by an angle of t radians, which will thus from now on be denoted

by θ. In general θ can be absorbed into w, resulting in

R = exp(ŵ), (2.19)

for w = θ[ω1, ω2, ω3]> with arbitrary norm ‖w‖2 = θ. Hence, from now on whenever

explicitly denoted as θw or θŵ, it is implied that ‖w‖2 = 1. This means that the

matrix exponential (2.17) defines a map from the space so(3) to SO(3) as,

exp : so(3)→ SO(3); ŵ 7→ eŵ, (2.20)

called the exponential map. The expression (2.18) was obtained by assuming that

w(t) in (2.11) is constant. However, it remains to show that in fact every rotation

matrix R ∈ SO(3) can be expressed in exponential form, i.e that there exists a (not

necessarily unique) θw ∈ R3 such that R = exp(θŵ). For this, the inverse of the

exponential map is denoted by

θŵ = log(R).

It can be shown by construction that for any R 6= I3×3 the corresponding so-called

exponential coordinates θw are given by

θ = cos−1

(
trace(R)− 1

2

)
, w =

1

2 sin(θ)

r32 − r23

r13 − r31

r21 − r12

 . (2.21)

If and only if R = I3×3, then θ = 0. In this case w is not determined and can there-
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fore be chosen arbitrarily. This now explicitly means that every three-dimensional

rotation can be realized by rotating around a fixed axis w by a certain angle θ. Thus

θw is also often called the axis-angle representation of rotation.

While (2.21) can be used to directly obtain the exponential coordinates θw from

a given R, there is not yet a closed form solution to the matrix exponential (2.17)

in order to compute R efficiently from a given θw. Such a solution can be derived

knowing that if ‖w‖2 = 1, then the powers of ŵ can be reduced by the two formulae

ŵ2 = ww> − I3×3 and ŵ3 = −ŵ,

which is immediate to verify. Hence (2.17) with t = θ can be simplified as

eθŵ = I3×3 +

(
θ − θ3

3!
+
θ5

5!
− . . .

)
ŵ +

(
θ2

2!
− θ4

4!
+
θ6

6!
− . . .

)
ŵ2,

where the two sets of brackets contain the Taylor series for sin(θ) and 1− cos(θ), re-

spectively. Thus the matrix exponential can now be written and explicitly computed

in closed form as

exp(θŵ) = I3×3 + ŵ sin(θ) + ŵ2 (1− cos(θ)) , (2.22)

for ‖w‖2 = 1, which is commonly known as Rodrigues’ formula. Given this formula

it is immediate to see that adding 2π to the norm θ of any w would result in the

same rotation matrix, or in general

R = exp(θŵ) = exp((θ + 2kπ)ŵ), ∀k ∈ Z.

Therefore there are infinitely many exponential coordinates to a given rotation ma-

trix, which means that the exponential map exp : so(3)→ SO(3) is not a one-to-one

mapping. Furthermore the exponential map is not commutative, meaning that

eŵ1eŵ2 6= eŵ2eŵ1 6= eŵ1+ŵ2 , for ŵ1, ŵ2 ∈ so(3), unless ŵ1ŵ2 = ŵ2ŵ1.

The three dimensional exponential coordinates provide an unconstrained and min-

imal parametrization of the 3DOF described by the rotation matrix and together

with the translation vector they seem like an overall ideal representation of a 6DOF
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pose. In fact when it comes to pose optimization or tracking there is an even more

useful way to represent full rigid body motion, that extends the idea of exponential

coordinates to the SE(3). Building up on the results for rotational motion, the rest

of the section will introduce a similar representation for full rigid body motion which

will be used extensively throughout this thesis.

Given a trajectory T (t) : R→ SE(3) that describes the continuous motion of a rigid

body as

T (t) =

[
R(t) t(t)

0> 1

]
∈ R4×4,

one can first look at the structure of the matrix

dT (t)

dt
T−1(t) =

[
dR(t)
dt

dt(t)
dt

0> 0

][
R>(t) −R>(t)t(t)

0> 1

]

=

[
dR(t)
dt
R>(t) dt(t)

dt
− dR(t)

dt
R>(t)t(t)

0> 0

]
∈ R4×4,

in analogy with the pure rotational case. From (2.10) it is known that dR(t)
dt
R>(t) is

a skew-symmetric matrix, which means that there exists a ŵ(t) ∈ so(3) such that

ŵ(t) = dR(t)
dt
R>(t). By further defining

v(t)
.
=
dt(t)

dt
− ŵ(t)t(t)

and

ξ̂(t)
.
=
dT (t)

dt
T−1(t),

the above equation can be rewritten as

ξ̂(t) =

[
ŵ(t) v(t)

0> 0

]
∈ R4×4.

This then gives
dT (t)

dt
=

(
dT (t)

dt
T−1(t)

)
T (t) = ξ̂(t)T (t), (2.23)

where ξ̂ can be interpreted as the “tangent vector” along the curve of T (t), that
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thus gives a first-order approximation to a rigid body transform around I4×4 as

T (t+ dt) ≈ T (t) + ξ̂(t)T (t)dt =
(
I4×4 + ξ̂(t)dt

)
T (t).

A 4× 4 matrix of the form

ξ̂
.
=


0 −ω3 ω2 v1

ω3 0 −ω1 v2

−ω2 ω1 0 v3

0 0 0 0

 ∈ se(3),

is called a twist. The set of all twists is denoted by

se(3)
.
=

{
ξ̂ =

[
ŵ v

0> 0

]
∈ R4×4

∣∣∣∣ ŵ ∈ so(3), v ∈ R3

}
,

which is also called the tangent space (or Lie algebra) of the SE(3). Each twist

ξ̂ ∈ se(3) is parametrized by a six-dimensional vector

ξ
.
=

[
w

v

]
= [ω1, ω2, ω3, v1, v2, v3]> ∈ R6,

the so-called twist coordinates. Here, w is usually referred to as the angular velocity

and v as the linear velocity, which indicates their relation to either the rotational

or the translational part of the full rigid body motion.

Based on this, in the following it will now be derived how in fact every rigid body

transform can be represented by such vector of twist coordinates. For this, again

first a special case is considered, where ξ̂(t) is assumed to be constant i.e. ξ̂(t) = ξ̂

in (2.23), yielding
dT (t)

dt
= ξ̂T (t).

As previously in (2.13) T (t) can now be interpreted as a state transition matrix of

a linear ODE which can be integrated to give

T (t) = eξ̂tT (0).
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When also assuming the initial condition T (0) = I4×4 it holds

T (t) = eξ̂t,

with the twist exponential being

eξ̂t = I4×4 + ξ̂t+
(ξ̂t)2

2!
+ · · ·+ (ξ̂t)n

n!
+ . . . . (2.24)

Just as in (2.19) t can again be absorbed into ξ̂, giving

T = exp(ξ̂).

Similar to the previous notation θw the rotation angle θ can now also be factored

out of any twist coordinate vector with w 6= 0 as

θξ = θ[ω1, ω2, ω3, v1, v2, v3]> ∈ R6,

such that ‖w‖2 = 1, which is indicated by the notation θξ and θξ̂ in the following.

This illustrates one of the main advantages of twist coordinates, being that in case

of any rotation R 6= I3×3, θ provides a one-parametric coupling of the rotational

with the translational component of the corresponding rigid body motion. This

property will be of great use in the rest of the thesis whenever it comes to numerical

optimization with respect to the object’s pose. By using this notation and exploiting

additional properties of the matrix exponential, it can be shown that there exists a

closed form solution to (2.24) which is given by

exp(θξ̂) =

[
exp(θŵ) (I3×3 − exp(θŵ))ŵv + ww>vθ

0> 1

]
, if θ 6= 0, (2.25)

and otherwise simply

exp(ξ̂) =

[
I3×3 v

0> 1

]
, if θ = 0,

where in the first case exp(θŵ) can be computed using Rodrigues’ formula (2.22).

Clearly in both cases the matrix exponential of a twist results in a rigid body
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transformation and therefore defines an exponential map from the space se(3) to

SE(3) as,

exp : se(3)→ SE(3); ξ̂ 7→ eξ̂.

Thus, a twist ξ̂ ∈ se(3) is also called the exponential coordinates for SE(3), like

ŵ ∈ so(3) is for SO(3). As before, the question arises whether this holds without

the assumption of ξ̂ being constant, i.e. if there exist (not necessarily unique) twist

coordinates ξ such that T = exp(ξ̂), for every T ∈ SE(3). The answer is again

yes, which can also be shown by construction of the inverse of the exponential map

denoted by ξ̂ = log(T ).

As previously shown in (2.21), given any T ∈ SE(3) one can always determine θw

from the rotation matrix R ∈ SO(3) therein. If R 6= I3×3, i.e. θ 6= 0 the twist

coordinates can be determined as

θξ =

[
θw

θv

]
, with v =

(
(I3×3 −R)(ŵ + ww>θ)

)−1
t,

resolved from t = (I3×3 − exp(θŵ))ŵv + ww>vθ in (2.25). Otherwise, if R = I3×3,

i.e. θ = 0 the twist coordinates are simply

ξ =

[
0

t

]
= [0, 0, 0, tx, ty, tz]

>.

The physical interpretation of this is that the rigid body motion between any two

arbitrary rigid body transforms can be realized as a rotation around a particular

axis in space and a translation along that axis, which is also known as Chasles’

theorem [Bal98, MLS94].

This section concludes by demonstrating how twists can be used in order to linearly

interpolate the rigid body motion that occurred between two frames. In general by

scaling any twist ξ̂ = log(T ) by a factor λ ∈ [0, 1] the matrix exponential exp(λξ̂)

interpolates linearly between the initial configuration exp(0ξ̂) = I4×4 and the final

configuration exp(1ξ̂) = T . Now with regard to inter-frame rigid body motion,

let ξ̂(t2, t1) = log(Tcc(t2, t1)) be the twist representation of the pose change that

occurred between the two consecutive frames at t1 and t2 (see Figure 2.3). By
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Tcm(t1)

Tcm(t2)

exp
(
λξ̂(t2, t1)

)
Tcm(t1)

λ = 1

λ = 0.5

λ = 0

Figure 2.3: Linear interpolation of rigid body motion using twists. A single pa-
rameter λ can be used to interpolate a 6DOF motion path between the two rigid
body transforms Tcm(t1) and Tcm(t2) by linearly scaling the twist ξ̂(t2, t1), that
parametrizes the inter-frame motion Tcc(t2, t1). This visualizes the one-parametric
coupling of the rotation with the translation within the twist coordinates.

multiplying it on the right, the matrix exponential is transported to Tcm(t1) as

exp
(
λξ̂(t2, t1)

)
Tcm(t1).

Accordingly the above expression results in Tcm(t1) for λ = 0 and Tcm(t2) for λ = 1

respectively, meaning that by changing λ one can obtain a continuous 6DOF motion

path between any two rigid body transforms i.e. estimated poses.

2.1.2 Other Representations of Rotation

The so(3) and the se(3) are optimal representations for interpolating between orien-

tations and rigid body transforms respectively. However they are not very intuitively

applicable for constructing a specifying pose. Especially with regard to rotation, the

axis-angle representation θw is not very descriptive when trying to realize a desired

rotation of e.g. 76 degrees around the X-axis and 43 degrees around the Y -axis to ob-

tain a view of an object from that perspective. For such purposes a more descriptive
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Rx(π/2) Ry(π/2) Rz(π/2)

Figure 2.4: A visualization of the rotation described by matrices Rx(α), Ry(β) and
Rz(γ) corresponding to the Euler angles. Here each matrix rotates around the
respective principal axis by an Euler angle of 45◦.

parametrization that also defines a mapping from R3 to SO(3) are the well-known

Euler angles denoted by α, β, γ (see Figure 2.4). Here, α is the angle of rotation

around the X-axis e1
.
= [1, 0, 0]> expressed by the matrix

Rx(α)
.
= exp(αê1) =

1 0 0

0 cos(α) − sin(α)

0 sin(α) cos(α)

 ∈ SO(3),

β the angle of rotation around the Y -axis e2
.
= [0, 1, 0]> expressed by the matrix

Ry(β)
.
= exp(βê2) =

 cos(β) 0 sin(β)

0 1 0

− sin(β) 0 cos(β)

 ∈ SO(3),

and γ the angle of rotation around the Z-axis e3
.
= [0, 0, 1]> expressed by the matrix

Rz(γ)
.
= exp(γê3) =

cos(γ) − sin(γ) 0

sin(γ) cos(γ) 0

0 0 1

 ∈ SO(3),

where e1, e2, e3 are the principal axes of the Cartesian coordinate system in R3. The

angles α, β, γ are also often referred to as “roll”, “pitch” and “yaw”. In the context

of monocular pose estimation the optical axis orthogonal to the image plane of the
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camera is commonly chosen to be e3 as explained in the following Section 2.2. Thus,

here γ is also called the in-plane rotation while α, β are called the outer image plane

rotation. Given these three corresponding matrices it can be shown that for every

R ∈ SO(3) there exist e.g. so-called ZYX Euler angles γ, β, α such that

R(γ, β, α) = Rz(γ)Ry(β)Rx(α) ∈ SO(3).

In general the order of multiplication of the three matrices can be chosen in multi-

ple ways, meaning that for example given a rotation matrix R(γ1, β1, α1) from ZYX

Euler angles there also exist YXZ Euler angles β2, α2, γ2 such that R(γ1, β1, α1) =

R(β2, α2, γ2). In total there are twelve unique sequences of proper Euler angles,

namely XYX , XYZ , XZX , XZY , YXY , YXZ , YZX , YZY , ZXY , ZXZ , ZYX and

ZYZ . This ambiguity is one of two main downsides of the Euler angles represen-

tation. The other is that there are instances of this representation that result in

singularities. For example, the ZYX Euler angles become singular when β = π/2.

The presence of such singularities along with the rotation sequence ambiguity make

them a bad parametrization choice with regard to rigid body motion. Thus in

this work Euler angles will exclusively be used whenever it is required to construct

specific static views of an object (e.g Section 4.6.2).

Finally, for the sake of completeness, the popular concept of representing spatial

rotation with unit quaternions will be briefly explained in the following. For this,

given that complex numbers can be defined as C .
= R + Ri with i2 = −1, the set of

all quaternions can simply be defined as H .
= C+Cj, with j2 = −1 and i · j = −j · i.

In the following an arbitrary quaternion is then denoted by

q
.
= (qw,qv) = (qw, [qx, qy, qz]

>) ∈ H, qw, qx, qy, qz ∈ R,

where qw is the scalar real component and qv the vector of the three imaginary

components such that q = qw + qxi+ (qy + qzi)j = qw + qxi+ qyj + qzij. The set of

all unit quaternions is then denoted by

S3 .
= {q ∈ H | ‖q‖2 =

√
q2
w + q2

x + q2
y + q2

z = 1},

forming a special subgroup that embeds the rotation group SO(3) in the quaternion
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field H. In fact any unit quaternion q can be rewritten as

q = (qw,qv) =

(
cos

(
θ

2

)
, sin

(
θ

2

)
w

)
∈ S3,

describing a rotation by angle θ around an axis w, with ‖w‖2 = 1. Thus, any given

R = exp(θŵ) ∈ SO(3) can be associated with a unit quaternion q(R) ∈ S3. It can

be shown that this association preserves the group structure between SO(3) and S3

as

q(R>) = q−1(R), q(R1R2) = q(R1)q(R2), ∀R,R1, R2 ∈ SO(3),

and that it is genuine, meaning that different rotation matrices are associated with

different unit quaternions. In the opposite direction, given a unit quaternion q =

(qw,qv) the corresponding rotation matrix R(q) = exp(θŵ) is determined by the

angle θ = 2 cos−1(qw) and the axis w = qv/ sin(θ/2), if θ 6= 0 and w = [0, 0, 0]>

otherwise. Therefore, R(q) could then be computed using Rodrigues’ formula.

Alternatively, in the context of unit quaternions a different closed form solution is

commonly used to compute this conversion to the corresponding rotation matrix

directly from q as

R(q) =

1− 2(q2
y + q2

z) 2(qxqy − qzqw) 2(qxqz + qyqw)

2(qxqy + qzqw) 1− 2(q2
x + q2

z) 2(qyqz − qxqw)

2(qxqz − qyqw) 2(qyqz + qxqw) 1− 2(q2
x + q2

y)

 ∈ SO(3),

without having to first explicitly extract the axis-angle representation. According

to the above formula it becomes clear that R(q) = R(−q), meaning that always

two unit quaternions q and −q correspond to the same rotation matrix. There-

fore, compared to the exponential coordinates, where infinitely many (all related by

periodicity) exist for each rotation matrix, by using unit-quaternions there is less re-

dundancy in the representation. Both quaternions and exponential coordinates are

singularity free and provide smooth interpolations between two rotations, whereas

for quaternions the constraint to be of unit length must always be enforced in order

to remain within the S3. This constraint along with requiring four instead of three

parameters are the main drawbacks compared to the unconstrained exponential co-

ordinates, especially when it comes to numerical optimization [Gra98].
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2.2 Projective Geometry

Recovering the pose of a 3D object from a 2D image can be seen as the inverse

problem of understanding how an image of that object is formed. Therefore in

order to be able to solve the actual pose estimation problem, first a mathematical

model of image formation is needed, that describes how the 3D geometry of objects

projects into the camera and eventually results in an image of them.

In this work an image (also called a frame with regard to an image sequence) is

denoted by I, in general defined on a compact image domain Ω ⊂ R2. In case of a

common camera Ω is a planar, rectangular region representing the 2D image sensor.

Points within the image are denoted by

x
.
=

[
x

y

]
∈ R2.

Therefore I is a function of image intensities

I : Ω ⊂ R2 → Rk; x 7→ I(x),

where k is the number of so-called intensity channels. For instance, in case of an

RGB color camera image, I : Ω → R3, the vector of red, green and blue intensities

i.e. the color at each point x in the image is given by y = I(x) = [r, g, b]> ∈ R3.

In case of a monochrome (e.g. grayscale) camera image, I : Ω → R, l = I(x) ∈ R
gives the brightness or luminance at that image point represented in form of a single

intensity channel. In the rest of the thesis the number of channels of a given image

will be made clear in the respective context whenever necessary.

In practice the image domain of a digital image is discretized such that Ω = [0, w−
1]×[0, h−1] ⊂ Z2 represents a 2D array of w×h pixels (see Figure 2.5). Thus w ∈ Z+

is the image width, i.e. the number of pixels per image row, and h ∈ Z+ is the image

height i.e. the number of pixel rows. The coordinate origin of the image plane is

typically in its top left corner in relation to the coordinate frames of most digital

screens. Each pixel contains a k-dimensional vector of discretized intensities. For

images captured by a digital camera, each intensity channel is commonly mapped to
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Figure 2.5: An example of a digital RGB color camera image I of 640× 512 pixels
(a). An image patch of 13 × 13 pixels is marked by a green outline that is shown
in detail in (b) and (c). Here the RGB intensity values are depicted as an overlay
for each pixel in the original color image patch (b) as well as the luminance for the
same pixels after a grayscale conversion (c).

an interval of integers [0, 255] ⊂ Z using 8-bit quantization. Note that this intensity

discretization does not necessarily apply to all types of image used in this work,

e.g. synthetically generated images (see Section 2.2.4).

The pixel intensity describes the light energy falling onto the corresponding area

of the imaging sensor integrated over time (determined by the shutter speed of the

camera). Apart from the shutter speed and the area of the pixel region the intensity

also depends on the scene (meaning the objects and the lighting) in front of the

camera as well as the camera’s optics. In general a camera is composed of a set of

lenses that direct light within the optical system by means of diffraction, refraction

and reflection. This makes it very complex to model mathematically in order to

be physically correct. Therefore, in this work (as mostly done in computer vision)

the camera is modeled by a so-called ideal pinhole camera, that is a suitable trade

off between physical correctness and mathematical simplicity within the context of

object pose estimation. Here, only the refraction of a single lens with an infinitely

small circular aperture (the hole) is considered for light propagation. In reality,

when the aperture decreases to zero the amount of light going through the lens

would also become zero. Thus, the pinhole model will just be considered a good

geometric approximation of a well-focussed camera (see Figure 2.6).
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X′c

Z ′c

x′c

o

f1

f2

Figure 2.6: The pinhole camera model in a schematic 2D side view in parallel to the
optical axis. In this example two object points Xc and X′c project into the image
plane shown at two different focal lengths f1 and f2. In case of the smaller focal
length f1 both projections xc and x′c are within the image plane whereas for the
larger focal length f2, the ray going through X′c and o does not intersect with the
image plane.

2.2.1 The Pinhole Camera Model

A pinhole camera is defined by an axis, called the optical axis and a plane perpen-

dicular to that axis, called the focal plane. At the intersection of the optical axis

with the focal plane is the optical center o (the hole) which all rays are forced to go

through. In this model the image plane is behind the optical center at a distance f ,

called the focal length. Here the optical axis is the Zc-axis of the camera coordinate

frame of reference C with o being its origin. A projected point xc in the image plane

that corresponds to a point Xc given with respect to the camera frame of reference

is then simply determined by the intersection of the ray going trough Xc and o with

the image plane. The coordinates of xc are thus given by

xc = −f Xc

Zc
, yc = −f Yc

Zc
, (2.26)

which is called ideal perspective projection and hence xc = [xc, yc]
> are called ideal

image coordinates. Accordingly the pinhole camera model has one parameter, the



2.2. Projective Geometry 37

o

Xc

Yc

Zc
xc

yc
f

xc

Xc

Figure 2.7: An example 3D visualization of the frontal pinhole camera model under
the assumption of ideal perspective projection.

focal length f , that implicitly determines the field of view of the camera. Since the

image plane is assumed to be of limited size, the focal length determines at which

angle of entry a ray still intersects with it. In general it holds, the smaller the

focal length, the larger the field of view of the camera and vice versa. Due to the

negative sign in each equation of (2.26) the projection of any object appears flipped

in both axes in the image plane. This can be eliminated by flipping the image by

(xc, yc) 7→ (−xc,−yc), which is equivalent to placing the image plane in front of the

optical center (i.e. Zc = +f) instead of behind it (i.e. Zc = −f) as previously shown

(see Figure 2.7).

With this small tweak the model turns into a more convenient so-called frontal pin-

hole camera, which will be used throughout the rest of this thesis. Within this model

the coordinates of image point xc = [xc, yc]
> corresponding to Xc = [Xc, Yc, Zc]

> are

then given by

xc = f
Xc

Zc
, yc = f

Yc
Zc
, (2.27)

with the optical axis being the Zc-axis of the camera C, its Xc-axis and its Yc-axis

are chosen in parallel direction to the edges of the image plane and the optical center

o being its origin. Note that the principal axes of C are typically depicted with Yc

pointing downwards and Xc pointing to the right (see Figure 2.7), such that their
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directions coincide with the coordinate frame of the digital image intensity array

(shown in Figure 2.5).

In the previous section it was shown how to transform model points into the camera

frame of reference under rigid body motion in linear form as X̃c = TcmX̃m using

the homogeneous representation of both the transformation as well as the 3D co-

ordinates. After having performed this rigid body transformation into the camera,

the homogeneous representation X̃c is no longer needed for subsequent transforma-

tions with regard to image formation. In this work the notation Xc = (X̃c)3×1 is

used in order to simply drop the homogeneous component and thereby obtain the

corresponding 3D point, whenever required.

In analogy to the homogeneous representation of 3D points in (2.6), the same nota-

tion

x̃
.
=

[
x

1

]
=

xy
1

 ∈ R3,

is used to represent any 2D point x = [x, y] in homogeneous form. Given this, the

formulae in (2.27) describing ideal perspective projection of a 3D point Xc can then

also be expressed in linear form as

Zcx̃c = Zc

xcyc
1

 = Zc

f
Xc

Zc

f Yc
Zc

1

 =

f 0 0

0 f 0

0 0 1


Xc

Yc

Zc

 , (2.28)

by using homogeneous coordinates. This leads to the definition of the 3× 3 homo-

geneous matrix

Kf
.
=

f 0 0

0 f 0

0 0 1

 ∈ R3×3.

In order to obtain the 2D coordinates in the image plane, perspective projection is

denoted by

xc = π (Zcx̃c) ∈ R2,
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where the so-called projection map

π : Rn 7→ Rn−1; a 7→ π(a) = [a1/an, . . . , an−1/an]>, ∀a ∈ Rn, (2.29)

where an 6= 0, applies perspective division by the last entry and de-homogenization,

e.g. π(X) = [X/Z, Y/Z]>.

Here it becomes clear that all points on the line through Xc and o project to the

same xc, regardless of their distance to the camera. Therefore in homogeneous

representation, only the direction of x̃c is important. As given in (2.28), xc can be

represented by Zcx̃c for any non-zero Zc ∈ R \ {0}, where any such vector uniquely

determines the intersection of the ray with the image plane at Zc = f . Therefore

Zc ∈ R+ is also often called the depth of the image point xc, which is usually

unknown when only given a 2D image. When f is known it can be normalized to 1.

In this case the projection of a 3D point Xc in the image plane at Zc = 1 is simply

given by xc = π(Xc), which are then called normalized ideal image coordinates.

So far, the (normalized) ideal image coordinates xc are specified with respect to an

image plane within the camera coordinate frame C, with its origin being located at

the principal point (i.e. the intersection of the Zc-axis with the image plane). How-

ever, as shown in Figure 2.5 the measurements of a digital camera are given with

respect to the image coordinate frame of the pixel array with its origin located in

the top-left corner. Thus in order to model the complete projection of 3D point to a

pixel the relationship between normalized coordinates xc = [xc, yc]
> and coordinates

within the pixel array, simply denoted by x = [x, y]>, must be established (see Fig-

ure 2.8). Assuming xc and yc are specified in terms of metric units (e.g. millimeters),

then they can be scaled to pixel coordinates by[
xs

ys

]
=

[
sx 0

0 sy

][
xc

yc

]
,

where the scaling matrix that depends on the size of a pixel (in metric units) in xc

and yc direction. While the pixels of current cameras are usually square, meaning

sx ≈ sy, in general they can have an aspect ratio of sx/sy 6= 1. In case of the pixels
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(0, 0) x

y

(cx, cy) xs

ys

x

(0c, 0c)
xc

yc

xc

pixel coordinates

normalized coordinates

Figure 2.8: The 2D coordinate frame transformation from normalized image coor-
dinates xc to pixel coordinates x within a digital camera image.

not being rectangular, a more general form is given by[
xs

ys

]
=

[
sx sθ

0 sy

][
xc

yc

]
,

with a so-called skew factor sθ, proportional to cot(θ), where θ is the angle between

the xs- and ys-axes. However, in practice this factor is neglectable due to the

increased production quality of today’s digital cameras and will thus be considered

sθ = 0 in the following. Since xs and ys are still specified relative to the principal

point, next the origin of the frame of reference must be translated to the top left

corner by

x = xs + cx, y = ys + cy,

in order to arrive at the final pixel coordinates. Here cx and cy are the coordinates

(in pixels) of the principal point relative to the digital image reference frame. The

above steps of coordinate scaling and translation can be expressed by a single linear

transformation as

x̃
.
=

xy
1

 =

sx 0 cx

0 sy cx

0 0 1


xcyc

1

 ,
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where x̃ = [x, y, 1]> is the homogeneous representation of the actual image coordi-

nates in pixels (see again Figure 2.8). This linear transformation leads to a definition

of another homogeneous 3× 3 matrix

Ks
.
=

sx 0 cx

0 sy cy

0 0 1

 ∈ R3×3,

that can directly be combined with the previous projection model (2.28). As a

result, a more realistic projection model is obtained, that describes the complete

transformation from a 3D point Xc in camera coordinates to the corresponding

pixel coordinates x in a digital image I as

Zc

xy
1

 =

sx 0 cx

0 sy cy

0 0 1


f 0 0

0 f 0

0 0 1


Xc

Yc

Zc

 ,
expressed in homogeneous form. The combination of Ks and Kf is called the cali-

bration matrix or intrinsic parameter matrix

K
.
= KsKf =

sx 0 cx

0 sy cy

0 0 1


f 0 0

0 f 0

0 0 1

 =

fx 0 cx

0 fy cy

0 0 1

 ∈ R3×3,

as it contains all parameters that are “intrinsic” to a particular camera. Here,

the geometric interpretation of fx = fsx and fy = fsy is the size of unit length

in horizontal and vertical pixels respectively, whereas cx and cy are the x- and y-

coordinates of the principal point measured in pixels.

These four intrinsic parameters can be obtained by the process of camera calibration

(see Section 2.2.3). When K is known, the normalized ideal image coordinates xc

corresponding to given pixel coordinates x can be obtained by a simple inversion of

K as

x̃c = K−1x̃, (2.30)
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where K−1 can be computed explicitly by

K−1 .
=


1
fx

0 − cx
fx

0 1
fy
− cy
fy

0 0 1

 ∈ R3×3.

Furthermore, when also the depth of a pixel is known the above equation can be

extended in order to obtain the corresponding 3D point Xc in the camera via so-

called back-projection as

Xc = Zcx̃c = ZcK
−1x̃, (2.31)

which can eventually be transformed back to its model coordinates X̃m = T−1
cm X̃c,

assuming that the rigid body transform between C and M is known as well.

To summarize, the overall image formation starting with a 3D point Xm in model

coordinates is captured by

x = π(K(TcmX̃m)3×1), (2.32)

where x are the resulting 2D pixel coordinates within an image I giving rise to the

corresponding intensity I(x).

2.2.2 Radial Lens Distortion

While the parameters in K describe the linear properties of the camera, there are

also non-linear effects in images mostly caused by distortions of the lens along radial

directions. These radial distortions become more significant for small focal lengths

i.e. cameras with a large field of view, causing straight lines in the scene to appear

curved in the image (see Figure 2.9). Thus, in order to increase the reliability

and accuracy of computer vision algorithms involving such images (e.g. 6DOF pose

estimation) these distortions must be removed and therefore modeled appropriately.

In general the relationship between distorted xd = [xd, xd]
> and undistorted pixel

coordinates x = [x, y]> is described by

x = c + f(r) (xd − c) ,
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(a) (b) (c)

Figure 2.9: Digital images of a scene captured by the same camera with different
focal lengths. As expected, the image captured with a focal length of ∼4 mm yields
significantly more radial distortion (a) than the image captured with a focal length of
∼10 mm (b). The distortion coefficients can be used in order to rectify (or undistort)
the images by removing the radial distortion (here shown for image (a)) (c).

with respect to the distance r = ‖xd − c‖2 to the principal point c = [cx, cy]
>,

which is considered the center of distortion. The distortion correction factor f(r) is

commonly modeled by a fourth degree polynomial

f(r) = 1 + k1r + k2r
2 + k3r

3 + k4r
4,

where k1, k2, k3 and k4 are the so-called distortion coefficients that also belong to

the intrinsic parameters in addition to K.

2.2.3 Camera Calibration

The previous sections have shown how the projection of 3D points to pixels is mod-

eled by the intrinsic parameters of the camera. These consist of fx, fy, cx and cx

defining the intrinsic matrix K as well as the distortion coefficients k1, k2, k3 and

k4. Therefore, in order to be able to compute accurate 3D measurements from a

2D digital image by inverting this image formation process, these intrinsic param-

eters have to be known. For monocular pose estimation it is valid to assume that

the optics of the camera remain unchanged during the entire time of at least one

motion measurement sequence. This means that the lens and the image sensor are

in a fixed setup without changing the focal length (i.e. the zoom). Hence, for every
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Figure 2.10: A set of example images used for camera calibration with a planar
chessboard pattern. These images are a subset of those that were used to calibrate
the camera that captured Figure 2.9 (a) in order to compute the undistorted result
in Figure 2.9 (c).

camera such a calibration of the intrinsic parameters only has to be performed once

in advance of the measurements. This process can furthermore be performed offline,

independent of the employed pose estimation algorithm.

In the past sophisticated methods for camera calibration have been proposed (see

e.g. [Zha00]) that are publicly available as software packages1. For such approaches

it is required to capture a set of images of a so-called calibration rig (with known

spatial geometry). These should ideally cover a large variety of distinct perspectives

in order to maximize their information entropy, which increases the calibration’s

accuracy (see Figure 2.10). Here, usually a calibration rig in form of a planar

chessboard pattern is used. Due to the high contrast of this pattern the projected

corner locations of the squares can robustly be detected in all images. Together

with the known geometry of the calibration rig these sets of observed 2D projections

eventually allow to estimate all intrinsic parameters in a joint but relatively time-

consuming fashion. Therefore, in the rest of this thesis the intrinsic parameters of

a camera are assumed to be known from such an offline calibration procedure and

the optics of the camera to remain fixed afterwards for all measurements.

1For example as part of the OpenCV (open computer vision) library: www.opencv.org
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2.2.4 Synthetic Image Rendering

The core concept of the approaches presented in this work is to determine the quality

of a pose hypothesis by measuring some sort of similarity between the object in

a real camera image and a synthetic 2D projection of its 3D model abstraction,

parametrized by the sought pose. Here, these synthetic views have to be generated

using the same projection model as the camera including its calibrated intrinsic

parameters in order to optimally match the real captured images.

For point-based approaches (see Chapter 3) where models consist of a sparse set of

3D points such projections can efficiently be computed using (2.32). On the other

hand, region- and texture-based approaches require a dense 3D surface model of the

object, here represented in form of a triangle mesh (see Figure 2.11). Such a mesh is

defined by a set of so-called corner vertices Xim , i = 1, . . . , n, of which always three

are connected to a triangle as part of the common surface. Thus rendering such a

surface mesh requires not only projecting all corner vertices into the image plane but

also filling the pixels of the triangle areas in between and thereby handle occlusions

and intersections appropriately. This per pixel process of filling the triangles in the

image plane is called rasterization. Here, also additional surface properties (e.g. the

texture) have to be interpolated per pixel between the corner vertices with regard

to their depth per triangle in order to yield a perspectively correct projection.

Depending on the model’s complexity such a mesh can potentially consist of millions

of triangles and thus in general cannot be rendered in real-time on a current CPU.

However, rendering 3D triangle meshes is highly parallelizable. Thus, in this work

3D mesh models are rendered using the GPU of a graphics card, which is specifically

well suited to perform such parallel computations. For this, the standard rendering

functionality of the platform independent graphics API OpenGL2 is used. In the

following a brief overview of the image formation process within OpenGL with a

strong focus on the projection model will be given. For more elaborate and in-depth

information on the rendering pipeline please refer to e.g. [Ang06].

In OpenGL, perspective projection is also described using a pinhole model with 3D

coordinates within the respective OpenGL camera coordinate frame denoted by Xgl.

2More information on OpenGL (open graphics library) at: https://www.opengl.org/
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Xim

Figure 2.11: An example 3D triangle mesh surface model of a squirrel figurine.
Left: An image showing the original figurine that was captured with a 3D laser
scanner. Middle: A side view of the corresponding 3D model in form of a shaded
rendering with regard to the surface normals. Right: The nose of the squirrel in
a magnified detail view (marked left by a green outline) with the triangle mesh
structure superimposed and one of the corner vertices Xim depicted.

The Ygl-axis of this virtual camera is directed upwards and the viewing direction

of its optical axis is towards −Zgl. The projection model is further extended by a

near plane at Zgl = −Zn and a far plane at Zgl = −Zf parallel to the image plane,

defining the depth of the virtual camera’s so-called view frustum (see Figure 2.12).

These planes are used to limit the distance range along the optical axis at which

geometry will be considered for rendering, which is required for technical reasons.

This means that everything in front of the near plane and behind the far plane is cut

off and will not appear in the resulting image. In contrast to a real camera where the

3D scene is directly projected into the image plane, in OpenGL it is first transformed

such that everything within the view frustum is mapped to the so-called canonical

view volume [−1, 1]3 ⊂ R3. Assuming a symmetrical field of view, the OpenGL view

frustum can be defined by specifying a vertical opening angle ρ and its width w

and height h in pixels at the near plane, in addition to Zn and Zf . The respective

transformation can be expressed in linear form as

X̃ =


f(ρ)w

h
0 0 0

0 f(ρ) 0 0

0 0 −Zf+Zn

Zf−Zn
− 2ZfZn

Zf−Zn

0 0 −1 0



Xgl

Ygl

Zgl

1

 =


f(ρ)w

h
Xgl

f(ρ)Ygl
−(Zf+Zn)Zgl−2ZfZn

Zf−Zn

−Zgl

 ,

where the focal length f(ρ) is computed from the opening angle as f(ρ) = cot(ρ/2).



2.2. Projective Geometry 47

Xgl

Ygl

Zgl

h

w

ρ

Zgl = −Zn Zgl = −Zf

Pgl

X

Y

Z

[1,−1, 1]>

[−1, 1,−1]>

Figure 2.12: A visualization of the virtual OpenGL camera and its view frustum.
By applying the perspective transformation Pgl, everything within this frustum is
transformed into the canonical view volume.

This then leads to the definition of the 4 × 4 homogeneous perspective projection

matrix

Pgl
.
=


f(ρ)w

h
0 0 0

0 f(ρ) 0 0

0 0 −Zf+Zn

Zf−Zn
− 2ZfZn

Zf−Zn

0 0 −1 0

 ∈ R4×4,

describing the linear transformation of coordinates in the virtual OpenGL camera

to so-called clipping coordinates X̃ = PglX̃gl. These are internally used to efficiently

determine which parts of the scene are cut off (i.e. clipped) for rendering by checking

whether they are outside the canonical view volume. By subsequent perspective

division and de-homogenization (see (2.29)) of the remaining coordinates the so-

called normalized device coordinates Xndc = π(X̃) = [Xndc, Yndc, Zndc]
> are obtained.

Finally, these coordinates are internally mapped to the screen, by the so-called

viewport transformation as
w
2

0 0 w
2

0 h
2

0 h
2

0 0
Zf−Zn

2

Zf+Zn

2

0 0 0 1



Xndc

Yndc

Zndc

1

 =


w
2
Xndc + w

2
h
2
Yndc + h

2
Zf−Zn

2
Zndc +

Zf+Zn

2

1

 ,
after which rasterization to pixels takes place. However, in contrast to the camera

images, the 2D OpenGL screen coordinate frame for the rendered images has its
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origin in the bottom left corner by default.

Now in order render a 3D model as if it was captured by the real camera, the pinhole

camera model derived in Section 2.2.1 must be fused with this OpenGL transfor-

mation pipeline. Since the Y - and Z-axes of the real and this virtual camera are by

default pointing in opposite directions, it is first required to include a transforma-

tion Tglc such that X̃gl = TglcX̃c. It is immediate to see that this transformation is

simply a rotation by 180◦ around the X-axis, that can be expressed in linear form

by the 4× 4 homogeneous matrix

Tglc
.
=


1 0 0 0

0 −1 0 0

0 0 −1 0

0 0 0 1

 ∈ SE(3),

aligning the two axes of the coordinate frames without changing the chirality.

Additionally, with respect to the perspective view frustum, the opening angle and

therefore the focal length are given by the intrinsic calibration and cannot be chosen

freely. Hence, the known parameters fx and fy can directly be used in normalized

form as 2fx/w and 2fy/h, respectively, where w and h are now the width and height

of the real camera’s sensor in pixels. Furthermore, as previously shown, the field of

view of a real camera is typically not perfectly symmetrical, meaning that its optical

center does not coincide with the center of the image. This is described by the two

other linear intrinsic parameters cx and cy, which must therefore also be considered

for rendering. The perspective transformation to OpenGL clipping coordinates with

respect to the intrinsic camera calibration matrix K is thus given by

Pgl(K)
.
=


1 0 0 0

0 −1 0 0

0 0 1 0

0 0 0 1




2fx
w

0 1− 2cx
w

0

0 2fy
h

2cy
h
− 1 0

0 0 −Zf+Zn

Zf−Zn
− 2ZfZn

Zf−Zn

0 0 −1 0

 ∈ R4×4,

where 1 − 2cx/w and 2cy/h − 1 are the coordinates of the calibrated optical center

normalized with respect to the canonical view volume. Note that the vertical flip

applied by the matrix on the left hand side of this multiplication is necessary in order



2.2. Projective Geometry 49

It

(a)

Is

(b)

Id

(c)

Figure 2.13: An example of three different renderings using the same 3D surface
model and object pose. If available the model can be rendered using texture infor-
mation in order to obtain a photo-realistic view of it (a). For a synthetic silhouette
projection each triangle is rendered with a constant intensity in front of a plain back-
ground, resulting in a binary image (b). In both cases a depth buffer is computed in
which the intensity of each pixel corresponds to the distance of the projected surface
to the camera. Here, due to the mapping of the depth range, pixels closer to the
camera appear brighter in the image (c).

to align the two different 2D image coordinate frames. Given Tglc, Pgl(K) as well as

the objects’s pose Tcm, the overall transformation from coordinates specified in the

model frame Xm to clipping coordinates X required by OpenGL can be expressed

by

X̃ = Pgl(K)TglcTcmX̃m ∈ R4,

with respect to the intrinsic parameters of the real camera and object’s pose specified

in relation to it.

Usually the images computed on the graphics card are directly displayed on the

screen without being transferred back to the CPU. However, for the approaches

presented in this thesis it is required to further process such rendered images along

with the real camera images computationally without necessarily ever showing them

on the screen. For this OpenGL provides the functionality of offscreen rendering to

a so-called frame buffer. It can be used to access the intensities of the rendered

images as well as the depth per pixel that is stored in the so-called depth buffer. In

this work two types of images are being rendered, namely color images of textured

models denoted by It : Ω → [0, 255]3 ⊂ Z3 (see Figure 2.13 (a)) and silhouette

images denoted by Is : Ω → [0, 255] ⊂ Z (see Figure 2.13 (b)). The depth buffer
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is denoted by Id : Ω → [0, 1] ⊂ R (see Figure 2.13 (c)), in which the intensity of

each pixel corresponds to the distance of the projected surface to the camera within

the range [Zn, Zf ] mapped to [1, 0]. Thus, given the depth buffer and using (2.31),

the 3D surface point Xc corresponding to each pixel x can be determined via back-

projection as

Xc(Id,x) = D(Id,x)K−1x̃, ∀x ∈ Ω where Id(x) > 0, (2.33)

with

D(Id,x)
.
=

2ZnZf
Zf + Zn − (2Id(x)− 1)(Zf − Zn)

=
ZnZf

Zf − Id(x)(Zf − Zn)
= Zc,

mapping the depth buffer value Id(x) back to the range [Zn, Zf ].

2.3 Nonlinear Parametric Optimization

Monocular pose estimation can be seen as the optimization problem of fitting a

synthetic projection of a given 3D model into measured observations in form of

a 2D camera image where the only free parameters are the object’s pose. Here,

the quality of an estimated pose T ∈ SE(3) is in general measured by a so-called

nonlinear cost or energy function E : SE(3) 7→ R

E(T ) =
n−1∑
i=0

f (I,xi(T )) , (2.34)

as a sum over n 2D projections xi(T ) each computed from a corresponding 3D model

point Xim directly depending on T as given in (2.32). Furthermore, f(·) is a function

that measures the fit of a single projection xi(T ) with respect to the observed image

data I. This leads to the optimization problem

Tcm = arg min
T

E(T ), T ∈ SE(3),

where the sought rigid body transform Tcm is ideally the global minimum of E.
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Figure 2.14: An example of a non-convex 1D cost function E(x) with a local mini-
mum at x = a and a global minimum x = b, indicated by a dashed vertical line (a).
If initialized in the vicinity of b at a starting location x0 the numerical optimiza-
tion updates the parameter in iterative steps x1, . . . , x4 towards the global minimum
until eventually reaching it (b).

Assuming that E is continuously differentiable, a minimum can efficiently be deter-

mined using an iterative numerical optimization approach based on gradient infor-

mation. However, a nonlinear cost function is potentially non-convex, meaning it

can have multiple local minima (see Figure 2.14 (a)) and is not even guaranteed to

have a distinct global minimum at all. In oder to converge to a global minimum,

the optimization must be initialized somewhere in its vicinity. In this work this

initialization in form of a rough pose estimate denoted by T 0
cm is either obtained

manually, by a preceding pose detection step, or is given by the pose estimated from

the previous frame as T 0
cm(ti) = Tcm(ti−1) during pose tracking.

Assuming T 0
cm is known, numerical minimization of E can be used in order to com-

pute the more accurate solution Tcm. The difference between the initial pose T 0
cm

and the final refined pose Tcm is given by

T∆
cm = Tcm

(
T 0
cm

)−1 ∈ SE(3),

with Tcm = T∆
cmT

0
cm. However, as explained in Section 2.1.1, parameterizing this

optimization directly with the 4 × 4 homogeneous matrix representation is not the

best choice, due to the redundancy in its sixteen entries and the constraints imposed
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by SE(3). Therefore, in this work the pose difference is modeled using rigid body

motion with twist parametrization as

Tcm = exp(ξ̂)T 0
cm, with ξ̂ = log(T∆

cm) ∈ se(3),

where ξ̂ is parametrized by its unconstrained twist coordinates ξ ∈ R6. The projec-

tion of the 2D coordinates is then modeled accordingly as

x(ξ) = π(K(exp(ξ̂)T 0
cmX̃m)3×1),

where the initial rigid body transform T 0
cm is assumed to be fixed, leading to a

corresponding alternative definition of the energy function

E(ξ) =
n−1∑
i=0

f (I,xi(ξ)) , E : R6 7→ R, (2.35)

with respect to the six twist coordinates. The general idea of iteratively minimizing

a nonlinear function is very simple. Starting at a location ξ = ξ0 = 0, ξ is succes-

sively updated to ξ1, ξ2, . . . , such that the value of E(ξ) decreases with each step

i.e. E(ξt+1) ≤ E(ξt) (see Figure 2.14 (b)). These iterations are recursively related

by

ξt+1 = ξt + ∆ξt,

where ∆ξt is the so-called update step. Thus, in each iteration this step should ideally

be chosen, such that it moves the optimization parameters ξ towards the minimum

in the direction in which the energy decreases the fastest for each dimension.

In the special case when optimizing the energy function (2.34) with respect to twist

coordinates however, such an update step has a geometric interpretation, being the

minimal representation of a rigid body transform. For an appropriate pose update,

it must therefore be directly mapped to its corresponding group element in SE(3)

and applied to the previous rigid body transform estimate by matrix multiplication

as

T t+1
cm ← exp(∆ξ̂t)T

t
cm, (2.36)

which sets ξt+1 = ξ0 = 0 after each iteration. Starting at the initial estimate T 0
cm,
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the pose in the current iteration is thus computed as

T tcm = exp(∆ξ̂t−1) exp(∆ξ̂t−2) . . . exp(∆ξ̂0)T 0
cm,

being a concatenation of the piecewise optimized rigid body motion. When either

the optimization has converged or after a prescribed number of iterations, the final

pose result is denoted by Tcm. In the following sections, different popular techniques

for computing the update step ∆ξt will be introduced, that are used within the rest

of this thesis, depending on the particular cost functions.

2.3.1 Gradient Descent

Without some special knowledge about the nonlinear function E that could be used

to speed up the optimization, a broadly applicable approach to iteratively minimize

it is a first-order gradient descent (also called method of steepest descent). The idea

is to locally approximate the cost functiom E(ξ) by a first-order Taylor Expansion

in each iteration as

E(ξ0 + ∆ξ) ≈ E(ξ0) +∇E(ξ0)>∆ξ, (2.37)

with the gradient

∇E(ξ) =

[
∂E

∂ω1

,
∂E

∂ω2

,
∂E

∂ω3

,
∂E

∂v1

,
∂E

∂v2

,
∂E

∂v3

]>
∈ R6,

being the vector of first-order partial derivatives. Accordingly, the gradient of (2.35)

at ξ0 = 0 can be written as

∇E(ξ0) =
n−1∑
i=0

J(xi, ξ0)> ∈ R6,

where

J(x, ξ0) =
∂f (I,x(ξ))

∂ξ

∣∣∣∣
ξ0

=
∂f

∂x(ξ)

∂x(ξ)

∂ξ

∣∣∣∣
ξ0

,

is the 1×6 Jacobian term per projected coordinate xi. While the first part ∂f/∂x(ξ) ∈
R1×2 depends on the respective fitting function, the derivatives of the projected 2D
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coordinates x(ξ) on the right hand side can be defined independently as

∂x(ξ)

∂ξ
=

∂π

∂K(exp(ξ̂)T tcmX̃m)3×1

∂K(exp(ξ̂)T tcmX̃m)3×1

∂ξ
∈ R2×6, (2.38)

with respect to the twist coordinates. Assuming small motion, the computation

of the derivatives of exp(ξ̂) (2.25) can be simplified by linearization of the matrix

exponential in each iteration as

exp(ξ̂) ≈ I4×4 + ξ̂ =


1 −ω3 ω2 v1

ω3 1 −ω1 v2

−ω2 ω1 1 v3

0 0 0 1

 ∈ R4×4. (2.39)

Given this linearization, the Jacobian matrix of (2.38) can be explicitly computed

as

∂x(ξ)

∂ξ

∣∣∣∣
ξ0

=

[
fx
Zc

0 −Xcfx
Z2
c

0 fy
Zc
−Ycfy

Z2
c

] 0 Zc −Yc 1 0 0

−Zc 0 Xc 0 1 0

Yc −Xc 0 0 0 1

 ∈ R2×6, (2.40)

with [Xc, Yc, Zc]
> = (T tcmX̃m)3×1.

The corresponding update step within a gradient descent is obtained from the opti-

mality condition
dE(ξ0 + ∆ξ)

d∆ξ
≈ ∇E(ξ0)> = 0,

which implies that the derivative of the right side of (2.37) is assumed to vanish

at the extremum. Furthermore, given that the gradient ∇E(ξ) of a function always

yields the direction of steepest ascent, here the update step is simply chosen as its

negative direction

∆ξt = −λt∇E(ξ0) = −λt
n−1∑
i=0

J(xi, ξ0)>,

scaled by a so-called step size λt ∈ R+ that can be chosen differently in each iteration.
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Figure 2.15: Examples of a 1D gradient descent with different step sizes. In case of
the step size being too large the optimization tends to zigzag around the minimum,
which potentially leads to many iterations or no convergence at all (a). To ensure
convergence often a sufficiently small fixed step size is chosen in combination with
running many iterations (b).

If initialized close enough to the desired minimum, the gradient descent potentially

converges to it. Whether it converges or not, here highly depends on the right

choice of the step size λt at each iteration. For this no universal scheme exists to

determine an optimal fixed step size [PTVF07]. In cases where it is chosen too large

the iterations tend to zig zag around the minimum leading to many iterations or,

in the worst case, no convergence at all (see Figure 2.15 (a)). The latter can be

encountered by decreasing the step size with each iteration. However, this strategy

could also prevent the minimum from being reached at all. Therefore, one of the

most common approaches is to run many iterations with a fixed small step size in

order to ensure convergence (see Figure 2.15 (b)).

The most commonly used strategy to dynamically find an optimal step size is to

perform a numerical 1D so-called line-search along the line in direction of the update

step, such that

λt = arg min
λ

E(ξt−1 + λ∆ξt),

which in case of pose optimization, has to be rewritten as

λt = arg min
λ

E(exp(λ∆ξt)T
t
cm),
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according to (2.36). This, however, requires evaluating the cost function at multiple

potential step sizes. Whether such a line-search is an efficient choice with regard

to the runtime of the optimization algorithm thus depends on how costly it is to

evaluate the function in relation to the computation of its derivatives.

Beyond the simple gradient descent presented here, there are other more advanced

first-order methods, e.g. conjugate gradients [PTVF07]. Depending on the energy

function they can be used in order to improve the direction of the update steps and

thereby the convergence rate of the iterative optimization. However, these methods

also incorporate line-searches at some point and are not fundamentally different from

a regular gradient descent. Since none of these alternative first-order optimization

stategies are utilized in the remainder of this work, they will also not be further

elaborated at this point.

2.3.2 Newton Methods

Despite the advantages of being widely applicable to differentiable multidimensional

energy functions, a gradient descent generally does not have the best convergence

properties among other numerical optimization algorithms. The main reason for

this is that the piecewise linearization of E(ξ) used within a gradient descent is a

very rough approximation. In the previous section this was done because no special

knowledge about the cost function was assumed to be available. However, this is

not always the case. For example, if it is valid to assume that the cost function

locally resembles a quadratic function around the minimum and is at least twice

continuously differentiable, so-called Newton methods can be applied to speed up

the optimization.

Similar to the idea of the gradient descent, for Newton methods the cost function

E is approximated by a second-order Taylor expansion

E(ξ0 + ∆ξ) ≈ E(ξ0) +∇E(ξ0)>∆ξ +
1

2
∆ξ>∇2E(ξ0)∆ξ,

that additionally models the local curvature. Here, ∇2E(ξ) is the so-called Hessian
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matrix

∇2E(ξ) =



∂2E
∂ω1∂ω1

∂2E
∂ω1∂ω2

∂2E
∂ω1∂ω3

∂2E
∂ω1∂v1

∂2E
∂ω1∂v2

∂E2

∂ω1∂v3
∂2E

∂ω2∂ω1

∂2E
∂ω2∂ω2

∂2E
∂ω2∂ω3

∂2E
∂ω2∂v1

∂2E
∂ω2∂v2

∂E2

∂ω2∂v3
∂2E

∂ω3∂ω1

∂2E
∂ω3∂ω2

∂2E
∂ω3∂ω3

∂2E
∂ω3∂v1

∂2E
∂ω3∂v2

∂E2

∂ω3∂v3
∂2E

∂v1∂ω1

∂2E
∂v1∂ω2

∂2E
∂v1∂ω3

∂2E
∂v1∂v1

∂2E
∂v1∂v2

∂E2

∂v1∂v3
∂2E

∂v2∂ω1

∂2E
∂v2∂ω2

∂2E
∂v2∂ω3

∂2E
∂v2∂v1

∂2E
∂v2∂v2

∂E2

∂v2∂v3
∂2E

∂v3∂ω1

∂2E
∂v3∂ω2

∂2E
∂v3∂ω3

∂2E
∂v3∂v1

∂2E
∂v3∂v2

∂E2

∂v3∂v3


∈ R6×6, (2.41)

computed from second-order partial derivatives of E in each dimension. Due to the

optimality condition

dE(ξ0 + ∆ξ)

d∆ξ
≈ ∇E(ξ0)> +∇2E(ξ0)∆ξ = 0,

the update step within a Newton iteration is given by

∆ξt = −
(
∇2E(ξ0)

)−1∇E(ξ0),

or in a more general form by

∆ξt = −λt
(
∇2E(ξ0)

)−1∇E(ξ0),

where again a step size parameter λt ∈ [0, 1] is included. A geometric interpretation

of the Newton step is that it moves the parameters towards (for λt < 1) or exactly

to the extremum (for λt = 1) of a multidimensional paraboloid fitted locally to the

energy function in each iteration. When initialized in a convex basin of E such a

second-order optimization often converges to the minimum of E in significantly less

iterations than a regular first-order gradient descent (see Figure 2.16).

However, in practice obtaining the second-order derivatives of E can be very com-

putationally demanding. They can also become numerically unstable, as often re-

ported in literature, since they are typically very small. For a Newton method to

be successful, it is furthermore assumed that the whole optimization takes place

in a convex part of the cost function. This implies that the Hessian matrix must

be positive definite at each location along the path. For cost functions where this

cannot be guaranteed, so-called quasi-Newton methods exist. The two most popular
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Figure 2.16: An example of a 1D Newton minimization. When initialized in the
convex basin around the global minimum the parameter is successfully updated by
moving it to the extremum of a parabola fitted locally to the current location (here
shown in orange). When initialized in a concave part of the cost function the second-
order derivative is negative, meaning that the extremum of the fitted parabola (here
shown in magenta) would move the parameter away from the global minimum.

are the so-called DFP (Davidon-Fletcher-Powell) and the BFGS (Broyden-Fletcher-

Goldfarb-Shanno) algorithms [PTVF07]. These approximate ∇2E(ξ0) iteratively by

a matrix as close as possible to the original Hessian matrix that is always positive

definite. Ideally this approximation does not involve the explicit computation of any

second-order derivatives. Thus, the aforementioned drawbacks related to them are

avoided. However, DFP as well as BFGS also incorporate line-searches, and thus

typically require a large number of function evaluations.

2.3.3 The Gauß-Newton Method

In cases where the fitting of the projected model in the image can be described in

form of a quadratic cost function, meaning f(·) = r(·)2, the energy function turns

into

E(ξ) =
1

2

n−1∑
i=0

r (I,xi(ξ))
2 , E : R6 7→ R, (2.42)
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where r(·) is called the residuum. For such least-squares problems, typically a Gauß-

Newton strategy can be applied, being an efficient second-order method that does

neither involve the computation of second-order derivatives nor any kind of line-

search scheme.

For this, computing the gradient of (2.42) results in

∇E(ξ) =
1

2

n−1∑
i=0

(
∂r (I,xi(ξ))

2

∂ξ

)>
=

n−1∑
i=0

(
r (I,xi(ξ))

∂r (I,xi(ξ))

∂ξ

)>
, (2.43)

and the Hessian matrix is accordingly given by

∇2E(ξ) =
n−1∑
i=0

(
∂r (I,xi(ξ))

∂ξ

)>
∂r (I,xi(ξ))

∂ξ
+ r (I,xi(ξ))

∂2r (I,xi(ξ))

∂ξ2
. (2.44)

The essential assumption made within the Gauß-Newton algorithm is that the

residuum r is linear in the parameters ξ (in which case ∂2r/∂ξ2 ≈ 0). This allows

dropping the second-order derivative in (2.44), giving

∇2E(ξ) ≈
n−1∑
i=0

(
∂r (I,xi(ξ))

∂ξ

)>
∂r (I,xi(ξ))

∂ξ
, (2.45)

which then only requires the computation of first-order derivatives and is guaranteed

to be positive semi-definite. As with the previous methods, the cost function is then

locally approximated by inserting (2.43) and (2.45) into a Taylor expansion, giving

E(ξ0 + ∆ξ) ≈ E(ξ0) +
n−1∑
i=0

r(I,xi)Jr(xi, ξ0)∆ξ +
1

2

n−1∑
i=0

∆ξ>Jr(xi, ξ0)>Jr(xi, ξ0)∆ξ,

with

Jr(x, ξ0) =
∂r (I,x(ξ))

∂ξ

∣∣∣∣
ξ0

=
∂r

∂x(ξ)

∂x(ξ)

∂ξ

∣∣∣∣
ξ0

,

being again the 1 × 6 Jacobi vector of the residuum per projected coordinate x.

Here, the computation of the derivatives ∂x(ξ)/∂ξ in the Jacobi terms can again be

simplified as (2.40) by exploiting the linearization of the matrix exponential (2.39).

As before, due to the optimality condition, the update step is then accordingly given
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by

∆ξt = −

(
n−1∑
i=0

Jr(xi, ξ0)>Jr(xi, ξ0)

)−1 n−1∑
i=0

r(I,xi)Jr(xi, ξ0)>,

which is in practice efficiently solved using a Cholesky decomposition of the summed

Hessian approximation.

2.3.4 The Levenberg-Marquardt Method

Another optimization strategy that is also only applicable to least-squares problems

is the so-called Levenberg-Marquardt method [Lev44, Mar63]. It is a damped modi-

fication of the Gauß-Newton method with a fixed step size that is assumed to be 1

and a different approximation of the Hessian matrix. Here ∇2E(ξ0) is approximated

either by

∇2E(ξ0) ≈

(
n−1∑
i=0

Jr(xi, ξ0)>Jr(xi, ξ0)

)
+ λtI6×6,

with the regularization term I6×6, as originally suggested by Levenberg [Lev44] or

∇2E(ξ0) ≈

(
n−1∑
i=0

Jr(xi, ξ0)>Jr(xi, ξ0)

)
+ λt diag

(
n−1∑
i=0

Jr(xi, ξ0)>Jr(xi, ξ0)

)
,

regularized with diag
(∑n−1

i=0 Jr(xi, ξ0)>Jr(xi, ξ0)
)
, being a more adaptive component-

wise damping as suggested later by Marquardt [Mar63]. Here diag(A) forms the

diagonal matrix from any square matrix A ∈ Rm×m as

diag



a11 a12 . . . a1m

a21 a22 . . . a2m

...
...

. . .
...

am1 am2 . . . amm


 .

=


a11 0 . . . 0

0 a22 . . . 0
...

...
. . .

...

0 0 . . . amm

 .

In both cases λt > 0 now acts as a damping parameter within the approximation of

the hessian matrix. It thereby creates a hybrid between the Gauß-Newton method

(when λt = 0) and a gradient descent with step size 1/λt (for λt → ∞). Assuming

that the optimization is potentially starting in a concave part of the cost func-
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tion this damping parameter λt is commonly initialized by a small value such that

the update step is close to a gradient descent. While approaching the minimum

λt is typically decreased in order to shift the update strategy more towards the

Gauß-Newton method. Which of the above approximations works better in prac-

tice however depends on the respective cost function and must usually be evaluated

empirically.



3
Point-based Pose Estimation

This chapter deals with the general concept of estimating the pose of an object from

2D-to-3D point correspondences. It starts by introducing the basic idea of point-

based pose estimation (Section 3.1) and then moves on by explaining both active

(Section 3.2) and passive (Section 3.3) strategies that are commonly applied in this

context. Here, the main focus lies on Section 3.2, where a novel active approach

is presented in detail that was developed within the course of this dissertation.

The chapter concludes with a summary (Section 3.4) of the presented point-based

approaches.

3.1 Outline

Point-based pose estimation from a single camera image is commonly known as the

well-studied Perspective-n-Point (PnP) problem (see e.g. [ZKS+13, LMF09, SP08,

MLF07]). In this context objects are represented by an abstract model consisting

of a discrete set of n 3D Points Xim , i = 0, . . . , n− 1. Compared to a dense surface

model this representation is usually chosen to be relatively sparse in order to reduce

the computational complexity of the corresponding pose estimation algorithm. The

idea is to establish a set of 2D-to-3D correspondences x′i ↔ Xim , where x′i are 2D

62
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Figure 3.1: An overview of the monocular point-based pose estimation scenario.
Given an hypothesis T for the pose Tcm, the model points are transformed into the
camera coordinate frame and projected into the image plane to xi(T ). Here, the
projection error per point (shown as red lines) is computed as the distance to each
corresponding measured projection x′i (shown as blue dots) in the image plane.

points extracted from the camera image, that are assumed to be the true projections

of the corresponding 3D model points Xim (see Figure 3.1). Given this relation, the

quality of a pose hypothesis T ∈ SE(3) is determined by projecting the 3D model

points to 2D points xi(T ) in the image plane using (2.32) and comparing them to

corresponding measured 2D points x′i. This is usually formulated as a nonlinear

least-squares problem given by the energy function

Ep(T ) =
1

2

n−1∑
i=0

‖x′i − xi(T )‖2
2, (3.1)

which describes the pose fit as a sum of the squared distances between the projected

and the measured 2D point coordinates in the image. Given an initial pose estimate

T 0
cm this energy can in general be efficiently minimized by e.g. one of the iterative

methods presented in Section 2.3 with respect to twist parameters. This optimiza-

tion step is usually applied as so-called pose refinement of the initial guess in order

to obtain a more accurate solution.
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In theory a 6DOF pose can be uniquely determined from a minimum number of

four 2D-to-3D point correspondences. However, it has also been shown that a linear

solution to the so-called Perspective-three-Point (P3P) problem (i.e. where n = 3)

exists for any subset of three linearly independent 2D-to-3D point correspondences,

that in general yields four possible unique pose configurations [HLON94, Gru41].

Thus in practice, a robust, simple and therefore the most widely used approach to

obtain the initial pose estimate is to solve the PnP problem from a minimal set of four

correspondences in two steps. First, four potential pose configurations are calculated

by solving P3P, using three suitable correspondences. The remaining ambiguity is

then resolved in a second and final step, where the projection error of a fourth point

correspondence is computed for all four pose hypotheses, by assuming that this error

is minimal for the correct pose. Nowadays P3P is a well studied problem for which a

variety of robust and optimized solutions have been proposed [KR17, MZ14, KSS11,

NS07, GHTC03] of which some are publicly available as part of open source software

libraries1.

Having introduced more or less generally applicable solutions to pose initialization

and optimization, the remaining steps that have not yet been discussed are the ex-

traction of the locations x′i in an image and how the x′i ↔ Xim correspondences can

be determined. In general, the point extraction step is performed by using dedi-

cated 2D image processing methods, chosen with regard to the objects of interest,

the utilized image sensor and the overall capture scenario [LF05]. Compared to

this, determining the corresponding 3D point in a set of extracted 2D locations is a

much harder problem for which very different solutions both software and hardware

have been developed in the past. Therefore to date, a large variety of point-based

pose estimation approaches have been proposed that mostly vary in terms of their

strategies to solve these two core problems. Here, the respective solutions mostly

depend on whether a marker is used and whether it is an active or a passive ap-

proach. While a complete overview is beyond the scope of this work, the following

Sections 3.2 and 3.3 will elaborate on a novel active marker-based approach as well

as popular point-based approaches for passive marker-less pose estimation, being

the two extreme cases in this wide spectrum.

1Open source P3P implementations are available within e.g. OpenCV: https://opencv.org/ and
the TooN library: https://www.edwardrosten.com/cvd/toon/html-user/
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3.2 An Active Marker-based Approach

This section in most parts describes the point-based pose estimation system that was

originally presented in our publication [TSSS15]. There we proposed novel a method

for high-speed and robust tracking (HSRM-Tracking) of active markers. This algo-

rithm robustly and accurately performs 6DOF tracking by detection of multiple

markers at several hundred hertz, i.e. full frame rate of current consumer high-speed

cameras. For this, we have developed two novel, nearly co-planar marker patterns

that can be identified without initialization or incremental tracking. These patterns

also encode a unique ID to identify and distinguish between different markers. The

individual markers are calibrated semi-automatically within a few seconds using the

same camera. Thus, no time-consuming and error-prone manual measurement is

needed. The core novelty of HSRM-Tracking is a sophisticated pose optimization

strategy that robustly resolves common pose ambiguities even at large distances to

the camera by exploiting the minimal spatial structure of the markers. This al-

lows to measure the pose of each individual marker with vastly increased accuracy

in a much larger volume compared to previous purely monocular pose estimation

systems.

3.2.1 Introduction and Background

Active pose estimation approaches overcome most of the limitations related to pas-

sive features (see Section 3.3), since they are less dependent on the given lighting

conditions. This is commonly achieved by using active infrared light in conjunction

with a corresponding infrared-pass filter attached to the camera. Thus ideally only

the employed fiducials appear visible to the camera which thereby simplifies the

image processing effort needed to detect and localize them in the images.

Active optical systems can be divided further into two categories. Firstly, so-called

active camera systems, where the additional light source is attached to the camera

and the fiducials are retro-reflective and secondly, so-called active marker systems,

with light emitting devices such as light emitting diodes (LEDs) attached to the

fiducials. While active camera systems utilize very lightweight targets that do not
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require their own power source, active marker systems usually provide a larger total

working volume and higher precision because here the light only has to travel one

way instead of two.

The individual lights or retro-reflective tags each marker is composed of typically

appear as mostly identical white blobs in the images (see Section 3.2.3). Therefore,

one of the main tasks of active systems is to identify and distinguish between these

blobs in order to obtain the required 2D-to-3D point correspondences. Active cam-

era systems are mainly used in multi-camera stereo setups such as the commercial

motion capturing systems Vicon2 and Optitrack3. Here epipolar constraints and

triangulation can be used to help identifing the tags. For monocular active marker

systems e.g. [NF05] presented a technique for encoding individual LED lights by

different amplitude modulation (i.e. blinking), used in an initialization step. After

initialization the LEDs are tracked incrementally from frame to frame. Over the

last few years active marker system have gained a lot of popularity of virtual reality

(VR) where they are used in order to estimate the pose of head sets and hand-held

controllers [SSV+17, AGHWK16]. Here these blinking initialization approaches have

made their way into popular commercial virtual reality products such as the Oculus

Rift4 or the OSVR5. However, such techniques require specialized hardware that

allows to synchronize the frame acquisition with the blinking of the LEDs. They

also come with the downside of having to re-initialize the system after every tracking

loss.

Another major choice of design for active marker approaches is how the LEDs that

form a marker should be spatially arranged in order to be recognizable from as many

perspectives as possible. Essentially, such markers must consist of a minimum of

four LEDs, since each LED provides at most one 2D-to-3D point correspondence for

solving the PnP problem. In order to guarantee that all four LEDs are visible from

as many perspectives as possible, a straightforward approach is to place them within

a common plane (e.g. a square or a rectangle). However in [SP06] it was shown that

monocular pose estimation from such purely co-planar patterns is prone to pose

2The Vicon motion capturing system: https://www.vicon.com/
3The Optitrack motion capturing system: http://www.optitrack.com/
4The Oculus Rift virtual reality system: https://www.oculus.com/
5An open source virtual reality system: http://www.osvr.org/
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ambiguities (see Section 3.2.5), regardless of the number of point correspondences.

This can be avoided by placing one of the four LEDs outside of the plane defined

by the others which thereby adds some spatial extension to the marker. In general

it holds that the pose estimation robustness increases with the number of points

and their distribution in all three dimensions. However, markers with a spatial

structure are likely to yield self-occlusions when projected into an image, meaning

it cannot be guaranteed that all LEDs are visible at the same time. In order to still

obtain at least four correspondences, this problem can in principle be countered by

increasing the number of LEDs. However, this in return generally complicates the

identification problem. Thus an ideal LED marker design should be a compromise

between the minimum number of LEDs and the least required spatial structure in

order to achieve robust pose estimates from a maximum range of perspectives.

An approach that is the most related to HSRM-Tracking was presented in [FMSS14].

This system can estimate the pose of a single marker composed of four or five ar-

bitrarily arranged LEDs at 90 Hz. Here, pose ambiguities are robustly avoided by

arranging the LEDs such that they are equally well distributed in all three spatial di-

mensions. The LED identification is solved by a time consuming combinatorial brute

force approach, that is capable of handling the resulting self-occlusions. However,

it requires computing the projection error of every possible correspondence config-

uration based on the P3P solution and therefore does not scale well with the total

number of LEDs. This strategy is used to initialize (and re-initialize) the 2D-to-3D

LED correspondences. After initialization, the LEDs are tracked incrementally in

conjunction with motion prediction. Here, the spatial positions of the marker LEDs

are calibrated with a commercial multi-camera Vicon motion capturing system.

As mentioned before, relying on markers comes with the constraint of having to

modify the objects of interest, and approaches using infrared light suffer in the

presence of sunlight. On the other hand, including such specifically designed fiducials

can potentially lead to an increase in accuracy and robustness. Also, active infrared

light in conjunction with a corresponding filter massively reduces the complexity of

the image processing steps. Hence, by accepting the aforementioned drawbacks and

exploiting the advantages, the goal of HSRM-Tracking was to push the boundaries

of what is possible in terms of pose accuracy and runtime performance under these

conditions for the fairly large range of suitable scenarios. How this was achieved
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will be explained in detail within the remainder of this chapter which is structured

as follows.

Section 3.2.2 starts by introducing two proposed LED pattern designs for HSRM-

Tracking markers. It is followed by Section 3.2.3 and Section 3.2.4 explaining how

to detect, localize and identify the LED projections in the image in order to es-

tablish the 2D-to-3D point correspondences. Section 3.2.5 continues by giving an

in-depth explanation on how the minimal spatial structure of the markers is suffi-

cient to accurately estimate their poses and thereby robustly avoid pose ambiguities.

Next, in Section 3.2.6 it is shown how to extend the LED identification approach to

multiple markers by utilizing an additional property of the proposed LED patterns

that allows to distinguish between them. The section concludes by presenting a

light-weight monocular approach to precisely calibrate the spatial structure of the

markers semi-automatically in Section 3.2.7 and a qualitative experimental perfor-

mance evaluation of the overall system in Section 3.2.8.

3.2.2 Marker Design

The proposed markers consist of multiple infrared LEDs connected to a small bat-

tery pack. Here it is suggested to use SMD (surface-mounted device) LEDs which

are perceptible from large viewing angles up to nearly π/2, due to their even angu-

lar light distribution. For HSRM-Tracking two different marker designs have been

developed, in form of geometrically constrained patterns. The markers can either

consist of seven LEDs which are arranged in a cross-shaped pattern (as originally

suggested in [TSSS15]) or six LEDs forming a circular structure (see Figure 3.2).

The spatial LED coordinates are denoted relative to the marker coordinate frame

and are referred to as Xim , i = 0, . . . , n− 1, where either n = 7 or n = 6 depending

on the proposed marker design. In case of the cross-shaped pattern the LED at

X3m = (0, 0, 0)> defines the origin of the marker coordinate frame. Furthermore, the

LEDs X0m , X1m and X2m are ideally placed on a line along the Xm-axis in positive

direction with increasing distance to the origin. The two LEDs X4m and X5m are

placed on the Ym-axis in each positive and negative direction. Hence, X0m , . . . ,X5m

all lie in the Zm = 0 plane whereas X6m (placed in negative Xm direction at Ym =
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Figure 3.2: Two different marker designs proposed for HSRM-Tracking. The LEDs
can either form a cross-shaped pattern of seven points (a) or a circular pattern of
six points (b). In both cases all LEDs are co-planar except for the one with the
highest index (i.e. X6m or X5m respectively) which is slightly elevated in negative
Zm-direction.

0) is slightly elevated in negative Zm-direction in order to add spatial structure to

the marker.

In case of the circular pattern the LEDs X0m , . . . ,X4m lie in the Zm = 0 plane along

a circle centered at the origin of the marker coordinate frame. The LED X5m is

located at that center but slightly elevated in negative Zm-direction. Note that in

both cases the LED with the highest index was chosen to be the one that is not co-

planar to the others. In this circular pattern X0m is placed on the Ym-axis in positive

direction and X1m and X4m are placed on the Xm axis in each positive and negative

direction. The remaining LEDs X2m and X3m can be placed at arbitrary positions

along the circle segment with negative a Ym-coordinate except for on the Ym-axis (at

Xm = 0 in order to avoid unwanted symmetries when determining correspondences,

as explained in Section 3.2.4).

In practice all markers are built by mounting the LEDs according to the constraints

imposed by either of those patterns. Regardless of whether this is done by a ma-

chine or a human the resulting spatial LED locations will in general contain some

imprecision which is inherent to the manufacturing process. Also each Xim is as-

sumed to be the spatial location of the light source. However, this location depends

on the internal structure of the LED which potentially varies even for those of the

same LED type. Therefore, their exact spatial positions have to be measured once
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precisely in a pre-calibration step in order to obtain accurate pose estimation results

from them, as explained in Section 3.2.7.

3.2.3 LED Segmentation and 2D Localization

The LEDs will appear as bright blobs in the camera frames (see Figure 3.3). These

regions are saturated to a great extent and therefore significantly brighter than

the rest of the image. To reduce the influence of ambient light, here a monochrome

camera equipped with an infrared-pass filter is used, such that no other light hits the

sensor. Thus, ideally only the projections of the LEDs remain visible in the camera

image. In order to segment the LED blobs, the original image I : Ω→ [0, 255] ⊂ Z is

first transformed into a binary representation Ib : Ω→ {0, 1} by performing simple

pixel-wise thresholding as

bin(I, s)
.
= Ib(x) =

1 I(x) > s

0 otherwise
, ∀x ∈ Ω,

where only pixels are kept with an intensity above a prescribed threshold s (see

again Figure 3.3). The remaining pixels are grouped into connected regions Ωi

using a union-find algorithm. This allows to directly discard regions below a certain

area size, in order to filter small blobs caused by image noise and other unwanted

artifacts.

In a next step, a single 2D point x′id is calculated from each remaining such blob

region Ωi that best approximates the 2D projection of the LED light source. Note

that d in the index indicates that these coordinates are initially computed from the

original image containing lens distortion. This is because remapping the whole image

is computationally much more demanding than only removing the distortion from a

set of a few extracted points. These 2D locations should furthermore be computed

with sub-pixel precision and maximum accuracy since all succeeding calculations

build up on them. Essentially any inaccuracy introduced in this step will have an

irreversible negative influence throughout the rest of the point-based pose estimation
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(a)

x′id

Ωi

(b)

Figure 3.3: An example camera image showing the projection of a cross-shaped
LED marker (a). A magnified view of one of these LED projections shows that
the pixels typically become more saturated towards the center of it (b) (top). In a
binary representation pixels with an intensity above a certain threshold (in this case
s = 127) are extracted and grouped into connected region Ωi (b) (bottom).

procedure. In general these locations are computed as

x′id = x̄Ωi
, x̄Ωi

.
= [x̄Ωi

, ȳΩi
]>,

where x̄Ωi
is some weighted mean over Ωi. A straightforward approach to compute

this mean is based on so-called region moments of (p+ q)th order, defined as

mipq
.
=
∑
x∈Ωi

xpyqg(I(x)), x = [x, y]>,

where g : R 7→ R is an arbitrary transformation of the image intensities. Given this,

the intensity weighted centroid of each blob region Ωi is computed as

x̄Ωi
=
mi10

mi00

, ȳΩi
=
mi01

mi00

,

where in the simplest form the moments are computed directly from the binary

image, meaning g(I(x)) = Ib(x). Mapping all the intensities to 1 thereby allows to
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Figure 3.4: Results of the 2D LED location jitter comparison experiment. The plots
show the mean standard deviation of all extracted locations x′id at each distance to
the camera for different centroid weighting strategies in comparison. Regardless of
the method, a binarization threshold of s = 50 was used.

maximally simplify the required computations. However, this approach is sensitive

to measurement noise of the camera sensor that causes the pixel intensities to flicker.

This means that pixels randomly contribute to blob regions which ultimately results

in slight jitter of the estimated 2D locations x′id even when there is no actual motion

of either the marker or the camera. This is commonly countered by first applying

a low-pass filter G (such as Gaussian blurring) to the raw camera image as I ∗ G,

in order to reduce these high frequency changes. Similar to rectifying the whole

image, such a convolution operation is costly compared to the overall computations

necessary for pose estimation. For example, applying a 3 × 3 Gaussian blur kernel

to a 1280× 1024 px image takes about 1 ms which in this case equates to the entire

runtime per frame of the proposed method (see Section 3.2.8).

In addition to smoothing the image, the sub-pixel accuracy of the estimated centroids

can be increased by weighting it with the pixels’ intensities, e.g. choosing g(I(x)) =

I(x) as done in [FMSS14]. However, since the low-pass filter will in general not

eliminate the image noise completely, the resulting centroid location will still be
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influenced by it. Pixels with lower intensities at the border of these blobs typically

tend to flicker stronger compared to the more saturated pixels near the center.

Based on this observation, in this work a simpler strategy with a similar effect is

suggested that is significantly less computationally demanding. Here, in order to

reduce the influence of these border pixels a quadratic weighting of the intensities

g(I(x)) = I(x)2 is used instead of applying a low-pass filter to the image.

The performance of the proposed segmentation approach was evaluated in an ex-

periment where a prototype cross-shaped marker was fixed on a tripod and placed

statically in front of the camera at 300 mm, 1000 mm and 2000 mm distance to it

(see Figure 3.4). At each of these three locations 1000 frames were recorded at

1280×1024 px image resolution. In all images all seven 2D LED locations were then

estimated using g(I(x)) = Ib(x), g(I(x)) = bin(I ∗ G, s)(x), g(I(x)) = (I ∗ G)(x)

and g(I(x)) = I(x)2, with G being 3×3 Gaussian blur kernel. The results show that

the proposed approach reduces jitter of the measured locations x′id similarly to the

previously suggested strategies, while having a neglectable influence on the runtime.

Finally, in a last step all determined 2D LED projection centroids x′id are mapped

to undistorted image coordinates x′i using the pre-calibrated camera intrinsics.

3.2.4 Determining 2D-to-3D correspondences

Since all LED projections look alike they cannot be distinguished by local analysis of

their image intensities. Therefore, the LED patterns of the HSRM-Tracking markers

were designed such that their projection is unambiguous from all perspectives under

rigid body motion. This allows to determine all 2D-to-3D correspondences from a

single image by analyzing the entire projected pattern M = {x′0, . . . ,x′n−1}, i.e. the

relative positions of the extracted coordinates x′i with respect to it. Here, the only

restriction is that all LEDs of a marker have to be visible in the respective frame.

In most parts this analysis is based on constructing lines between 2D points and

computing the distance of other 2D points to them. By using homogeneous coordi-

nates x̃′i = [x′i, y
′
i, 1]> of extracted 2D points these computations can be simplified.

Here, the cross product of two 2D points in homogeneous representation simply gives
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the 2D line between them as

l = x̃i × x̃j =

ab
c

 ∈ R3,

where a, b and c are the parameters of that line implicit in form l : ax+ yb+ c = 0.

Accordingly, a signed distance d of a third 2D point x to a line given by l can be

computed from the dot-product as

x̃>l = ax+ by + c = d ∈ R,

by again using the homogeneous representation. Additionally the cross product of

two such homogeneous line vectors

s̃ = li × lj ∈ R3,

results in the homogeneous representation of their 2D intersection, which is then

given by s = π(̃s).

The Cross-Shaped Marker Due to the design of the cross-shaped LED pattern

the projections of at least four points, namely x′0, x′1, x′2 and x′3 must always lie

on a straight line in the image, denoted by l1. Therefore, the algorithm starts by

determining l1 in the set of projections M. For this, all thirty-five unique subsets

of four points from M are selected. Next, two out of the four points from each

subset are randomly selected and the line between them is computed. The other

two points of the subset are then used to calculate their absolute distance to the

respective line. Assuming that these distances are small when all four points are

incident to a common line (e.g. l1), they provide a quality measure of the co-linearity

of a subset. This allows to sort the resulting lines and the corresponding subsets

in descending order according to the largest of these two distances (i.e. the largest

outlier).

From most perspectives this strategy will yield one dominant line with four partici-

pants, meaning that the quality of the best line is significantly better than that of all
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Figure 3.5: Camera images of a cross-shaped marker showing the different projection
configurations distinguished during correspondence assignment. The dominant lines
l1 and l2 are drawn in yellow and their participants are framed by a dashed blue
line. In case of L4 the dominant line l1 has four participants (a). In case of L5 l1
has five participants, including x′6 (b). In case of L44 two dominant lines l1 and l2
with each four participants appear in the projection pattern. Here x′6 can either lie
in-between (c) or outside of x′4 and x′5 on l2 (d).

others. This case is called L4 in the following (see Figure 3.5 (a)). However, when

seen from the top, meaning that the angle between the principal axis of the camera

and the Zm-axis of the marker is small, x′6 will also project onto l1, such that it has

five participants. This case is referred to as L5 in the following (see Figure 3.5 (b)).

It can be detected by checking whether the five best ranked lines are of similarly

high quality and have a similar orientation. Furthermore, from certain perspectives

x′6 together with x′3, x′4 and x′5 forms a second dominant line l2 in the image, due to

the spatial structure of the marker (see Figure 3.5 (c) and (d)). In this case, called

L44, the two top ranked lines will be of similar and significantly better quality than

all others but have distinctly different orientations. For large outer plane rotation

of the marker, meaning that the angle between the principal axis and the Zm-axis

is close to 90◦, l1 can also have more than five participants when grouping the top

ranked lines by quality and angle. If this or any other degenerate cases are detected,

they are directly discarded since the projected pattern does not provide sufficient

information in order to reliably identify correspondences. Otherwise, detecting ei-
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ther L4, L5 or L44 allows to identify the individual correspondences in a next step.

This is done with separate strategies depending on the respective case, as follows:

L4 : The point on l1 with the largest distance to the centroid of the three points

not lying on l1 must be x′0. Next, x′1,x
′
2 and x′3 can be assigned ascendingly

according to their distance to x′0. One of the three remaining LED projections

(either x′4 or x′5) will lie solely on one side of l03 = x̃′0× x̃′3. It can be detected

and assigned by calculating the three signed distances to l03. Since the direc-

tion of l03 is known, the sign of this distance for x′4 and x′5 is unambiguous.

Assuming for example this assignment yields x′5, then x′4 and x′6 are assigned

in ascending order according to their distance to the line l35 = x̃′3 × x̃′5.

L5 : The two points that do not belong to l1 define a second line l2. The point

closest to the intersection of l1 and l2 must be x′3. The point that lies solely

on one side of l2 is x′6. The points x′0,x
′
1,x

′
2 are assigned in descending order

according to their absolute distance to l2. Finally x′4 and x′5 are assigned based

on their signed distance to the line l03 = x̃′0 × x̃′3.

L44 : First it has to be determined which of the two dominant lines is l1. It is

identified based on the fact that all points incident to l1 must lie on the same

side of line l2, except x′3 which is always the closest point to the intersection

of l1 and l2. Next, x′0, x′1 and x′2 can be enumerated in descending order

according to their distance to x′3. Now the LED projection that lies solely on

one side of l1 is either x′4 or x′5. Here, the correct assignment is determined

by the signed distance to l1 as in L4. Assuming that this assignment yields

x′5, there are two possibilities (L44a and L44b) to assign x′6 and x′4, which

can not be distinguished robustly by 2D criteria only (see Figures 3.5 (c)

and (d)). It is therefore resolved with regard to the spatial structure of the

marker. At this point four out of six LEDs have already been identified.

This allows to select two of these known correspondences (e.g. x′5 ↔ X5m and

x′0 ↔ X0m) and combine them with the two possible assignment configurations

x′4 ↔ X6m , x′6 ↔ X4m and x′4 ↔ X4m , x′6 ↔ X6m in order to compute the

respective pose hypotheses from them by solving P3P. Finally the correct

assignment is determined by computing the average projection error across all
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LEDs using (3.1) for both solutions. The true configuration is then identified

based on the assumption that it will yield the smaller error.

The Circular Marker The correspondence assignment in case of the circular

marker is based on the fact that five of the six LEDs, namely X0m , . . . ,X4m are

arranged on a circle. Therefore x′0, . . . ,x
′
4 will always project onto an ellipse or an-

other circle (being a special case of an ellipse) in the image. Furthermore, from most

perspectives x′5 will lie within the convex hull of x′0, . . . ,x
′
4 (see Figure 3.6). Thus,

the assignment procedure starts by extracting the convex hull of the projected pat-

tern M in order to separate x′0, . . . ,x
′
4 from x′5 which can then be assigned directly.

Here, the convex hull can be computed e.g. using the algorithm described in [Skl82]

which determines the set of participants in clockwise or counter clockwise order.

Next, an ellipse is fitted in the participating points of the convex hull. Here, an

ellipse can be represented implicitly by the second-order polynomial

ax2 + bxy + cy2 + dx+ ey + f = 0,

that describes general conic sections. Any conic section can be parametrized by a

minimum number of five 2D points incident to it. Thus given at least five points, the

parameter vector [a, b, c, d, e, f ]> of the corresponding polynomial can be obtained

by resolving a linear equation system involving their coordinates. However, doing

so will potentially give any conic section (e.g. an hyperbola) and not necessarily an

ellipse unless all five points are perfectly incident to one, which is unlikely in case

of the noisy LED locations extracted from the image. Therefore in order to enforce

the resulting conic to be an ellipse, the non-linear constraint b2 − 4ac < 0 has to be

incorporated (see e.g. [FPF96] for a detailed solution).

Once the ellipse is determined, the candidates for x′1 and x′4 are selected based on

the fact that X1m and X4m are the only two LEDs that are placed exactly opposite

to another on the circle in the pattern. For this reason X2m and X3m can not be

placed on the Ym-axis, as stated in Section 3.2.2. It can therefore be assumed that

the center of the ellipse is incident or close to the line l14 = x̃′1× x̃′4 in the projection.

Thus x′1 and x′4 are determined by constructing the lines from all ten point pairs on
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Figure 3.6: Camera images of a circular marker showing different projection cases for
correspondence assignment. The convex hull is depicted by a dashed green line, the
ellipse fitted into the hull points by a yellow line and l14 by a blue line. From most
perspectives x′5 will lie within the convex hull (a). For large outer plane rotation of
the marker x′5 lies on the ellipse and adds to the convex hull (b). For even larger
outer plane rotation x′5 is part of the convex hull instead of another point (e.g. x′2)
that then lies within it (c).

the ellipse, computing the distance of the ellipse center to it and choosing the pair

where this is minimal. Note that at this point x′1 and x′4 can not yet be distinguished.

However x′0 is identified by computing the three singed distances of the candidates

for x′0, x′2 and x′3 to l14, knowing that it lies solely on on side of this line. Afterwards

the four remaining correspondences x′1, x′2, x′3 and x′4 on the ellipse can simply be

assigned ascendingly according to their clockwise ordering within the convex hull.

Whenever x′5 lies within the convex hull of M the above strategy can be used to

assign all six correspondences. This is the case for most perspectives. However,

for large outer plane rotation of the marker x′5 can also lie on the ellipse or even

outside of it due to the slight elevation of X5m (see Figure 3.6). In both cases x′5
is then part of the convex hull. In the first case it adds to the hull, meaning it

has six participants, whereas in the latter case it can either add to it or replace

another point. Therefore, cases where the hull computation yields six participants

are directly discarded since they can not provide sufficient information to identify

the LEDs.

The scenario where x′5 replaces another point (i.e. the size of the convex hull is still

five) can not be handled by the proposed approach and will lead to mis-assignment.
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It should therefore be avoided by construction. This can for example be achieved

by either mounting the LEDs X0m . . .X3m slightly tilted such that they are not

visible from the critical angles or mounting all of them on a non-translucent, flat,

cone-shaped surface that will lead to desired occlusions.

3.2.5 Robust Pose Estimation

Once all 2D-to-3D correspondences in an image are known, the pose Tcm of the

associated marker with respect to the camera can be determined. Here, a first

estimate T 0
cm is computed from a subset of four correspondences based on the P3P

solution [KR17, GHTC03]. In case of the cross-shaped marker these correspondences

are chosen as x′0 ↔ X0m , x′4 ↔ X4m , x′5 ↔ X5m and x′6 ↔ X6m . Respectively, for

the circular marker x′0 ↔ X0m , x′1 ↔ X1m , x′4 ↔ X4m and x′5 ↔ X5m are selected.

This initial pose estimate T 0
cm is then refined iteratively by minimizing the projection

error across all correspondences

Ep(ξ) =
1

2

n−1∑
i=0

‖x′i − xi(ξ)‖2
2, (3.2)

with respect to twist coordinates ξ, using a Levenberg-Marquardt optimization (see

Section 2.3.4). By denoting the per correspondence 2D residuum vector as

rp(xi, ξ) = x′i − xi(ξ) ∈ R2,

the above equation (3.2) may be rewritten as

Ep(ξ) =
1

2

n−1∑
i=0

‖rp(xi, ξ)‖2
2. (3.3)

The gradient of (3.3) then is given by

∇Ep(ξ) =
n−1∑
i=0

(
rp(xi, ξ)

>∂rp(xi, ξ)

∂ξ

)>
,
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and accordingly the Hessian matrix is computed as

∇2Ep(ξ) ≈

(
n−1∑
i=0

(
∂rp(xi, ξ)

∂ξ

)>(
∂rp(xi, ξ)

∂ξ

))

+ λt diag

(
n−1∑
i=0

(
∂rp(xi, ξ)

∂ξ

)>(
∂rp(xi, ξ)

∂ξ

))
,

assuming rp(xi, ξ) is linear in ξ. By then denoting the 2× 6 Jacobian of rp(xi, ξ) at

the current pose, i.e. ξ0 = 0, as

Jp(xi, ξ0) =
∂rp(xi, ξ)

∂ξ

∣∣∣∣
ξ0

=
∂x′i − xi(ξ)

∂ξ

∣∣∣∣
ξ0

=
∂x(ξ)

∂ξ

∣∣∣∣
ξ0

∈ R2×6,

that can be computed according to (2.40), the update step is given by

∆ξt =−

((
n−1∑
i=0

Jp(xi, ξ0)>Jp(xi, ξ0)

)

+ λt diag

(
n−1∑
i=0

Jp(xi, ξ0)>Jp(xi, ξ0)

))−1 n−1∑
i=0

Jp(xi, ξ0)>rp(xi, ξ0).

The iterative optimization of T 0
cm results in the marker pose Tcm1 . As explained

in [SP06], there exist ambiguities when estimating the pose from co-planar points

only, which cause the pose to flip under certain configurations. This is because in

general the projection error Ep has two distinct local minima when all points are

lying in a common plane (see Figure 3.7). Unfortunately, also the single additional

point Xn−1m of the proposed markers that lies out of this plane is not sufficient to

robustly eliminate the second minimum when looking at the overall projection error.

Thus depending on the quality of the pose initialization the iterative refinement of

T 0
cm can end up in either of these minima. This becomes more problematic with

increasing distance to the camera, since the accuracy of the linear P3P solution

is significantly affected by the uncertainty of the four incorporated extracted 2D

coordinates, due to image noise and discretization errors. It has furthermore been

shown that these ambiguities are more likely to occur at small angles for outer plane

rotation, i.e. when the marker XY -plane is almost parallel to the image plane.
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Figure 3.7: Results of a synthetic projection error experiment where a model consist-
ing of four co-planar points X0m = [1, 1, 0]>, X1m = [1,−1, 0]>, X2m = [−1,−1, 0]>,
X3m = [−1, 1, 0]> as well as a fifth point X4m = [0, 0,−0.1]> that is slightly ele-
vated in the style of the proposed markers. This model was initially projected into
a virtual image plane using K = I3×3 and a ground truth pose Tcm composed of
Rcm = Rx(α), with α = π/3 (60◦) and tcm = [0, 0, 10]> in order to obtain x′0, . . . ,x

′
4.

The plot shows the different projection errors for all pose hypotheses T (α) composed
of R = Rx(α), with α ∈ [−π; π] and t = tcm. Note that

√
Epointer (T (α)) is plotted

for visibility purposes.

Based on this insight, [SP06] presented an approach resolve this ambiguity for planar

structures. Given the pose Tcm1 , that belongs to one of the minima, a strategy is

derived for computing the other solution Tcm2 at the second potential minimum

directly from it, by only using the correspondences of co-planar points. It was then

originally suggested to resolve this ambiguity by choosing the final pose as

Tcm = arg min
T∈{Tcm1 ,Tcm2}

Ep(T ),

assuming that the correct solution will yield the smaller overall projection error.

When using purely co-planar markers, this strategy has been shown to be very

effective and is still state of the art. However, as experiments showed, it only



82 Point-based Pose Estimation

robustly resolves the ambiguities at relatively close distances to the camera and

becomes unstable at larger distances again (see Figure 3.8). While in theory the

minimum at the correct pose is always smaller than at the other local minimum,

this criterion is again prone to measurement noise and discretization errors and thus

gets corrupted at far distances.

Hence, here a slightly different strategy is proposed with respect to the introduced

nearly co-planar markers. It robustly overcomes this problem in the entire distance

range wherein the LEDs are still sufficiently visible to the camera. This is essentially

achieved by using the single elevated LED Xn−1m as a pointer to the correct solution.

For this, the overall projection error Ep (3.1) is split into an error computed from

only the co-planar correspondences

Eplanar(T ) =
1

2

n−2∑
i=0

‖x′i − xi(T )‖2, (3.4)

and a second error

Epointer(T ) =
1

2
‖x′n−1 − xn−1(T )‖2, (3.5)

computed from only the single out-of-plane correspondence x′n−1 ↔ Xn−1m . Given

Tcm1 from initial refinement by using all correspondences, the second potential solu-

tion Tcm2 is then calculated using only the co-planar correspondences, following the

strategy of [SP06]. Inspired by [YWX+12] the correct solution is then chosen based

on the insight that Epointer exhibits significantly different characteristics compared

to the overall projection error Ep. Synthetic experiments showed that Epointer and

Ep share the sought minimum while being contrary at the delusive minimum (see

again Figure 3.7). Thus, here the correct pose is chosen as

Tcm = arg min
T∈{Tcm1 ,Tcm2}

Epointer(T ),

which reliably distinguishes the solutions, robust to measurement noise. In cases

where Tcm2 was selected, it is once more refined in a final optimization using all

correspondences in order to further increase its accuracy. The performance of this

pose estimation strategy was evaluated in an experiment, where the camera was

fixed on a static tripod and a prototype cross-shaped marker was attached to a
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Figure 3.8: Results of the pose flip comparison experiment. The plots show α
in relation to tz obtained from the estimated pose Tcm. Given the setup of the
experiment, this combination serves as the best visualization for pose flips. The
values are plotted in chronological order from frame 0 to frame 2289. Here, negative
values of α indicate the occurrence of a pose flip.

wheeled tripod. The marker itself was tilted with an outer plane rotation angle

α ≈ 20◦ around the Xm-axis, which according to [SP06] is one of the most critical

configurations for the pose ambiguity problem. Starting at about 50 cm distance to

the camera a sequence consisting of 2290 frames at 2048 × 1088 px resolution was

recorded while manually moving the marker up to 7.5 m away. This pre-recorded

sequence was then processed for pose estimation using the proposed as well as the

following three other methods (see Figure 3.8):

Method 1 is the simplest approach where the pose is estimated as Tcm = Tcm1 by

only optimizing Eplanar without considering the other potential solution.

Method 2 also only considers the six co-planar correspondences but makes use of

the improvement of [SP06] by choosing

Tcm = arg min
T∈{Tcm1 ,Tcm2}

Eplanar(T ).

Method 3 is similar to method 1 where the pose is estimated as Tcm = Tcm1 without
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considering the other potential solution, but optimizes Ep using all correspon-

dences.

All four methods were initialized with the same T 0
cm, obtained from P3P. For a com-

paring evaluation, the total number of pose flips was monitored for each method.

Here, a flip could simply be identified by checking for a negative sign of the esti-

mated α. The results show that method 1 performs worst with the most pose flip

occurrences in total. Here, the pose starts to flip at about 2 meters distance to the

camera. The results for method 2 demonstrate how the strategy of [SP06] reduces

the number of pose flips when using a purely co-planar marker. It can be seen that

in this case the flips first occur at a distance of about 3 meters to the camera and

that their frequency rises with increasing distance. Although method 3 performs

better than method 2 regarding the total number of flips, the first flips already oc-

cur about 0.5 meters closer to the camera. It can also be seen that the marker pose

is estimated further away from the camera due to the elevation of X(n−1)m when the

minimization ends up in the false minimum. The proposed method did not flip once

in the whole sequence, which demonstrates the effectiveness of the pointer strategy

even at large distances despite its relatively small elevation of about 1 cm.

3.2.6 Extension to Using Multiple Markers

The HSRM-Tracking algorithm can easily be extended to so-called multi-marker

tracking (by detection). Here, the poses of multiple markers that are simultaneously

visible in the same image have to be estimated (see Figure 3.9 (a)). This requires

to first separate and identify the individual markers, based on their projection.

Regardless of the number of markers, the image processing steps are exactly the

same as described in Section 3.2.3 until the centeroids of all potential LED blobs

are determined. Separation of the individual markers is then performed by the well-

known k-means algorithm [Llo82] with an adapted initialization scheme in order to

compute clusters of the extracted projections. Here, the number of expected clusters

is set to k = db/ne, where b is the total number of visible blobs in the respective

frame. That way, false positive detections e.g. caused by reflections of sunlight or
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Figure 3.9: An example of the proposed k-means initialization for multi-marker
tracking (by detection). Here, three cross-shaped markers are fully visible in the
original camera image while only three LED projections of a fourth marker appear
in the bottom left corner, meaning b = 24 and thus k = d24/7e = 4 (a). The
procedure starts by randomly selecting an unassigned point x′ (indicated by a white
outline) and assigning its n− 1 = 6 nearest neighbors (shown in red) to it (b). Next
the first cluster center b0 (depicted as a red cross) is initialized to the barycenter
of these seven points assigned to it (c). This process is then repeated until all
blobs have been assigned to a cluster (d) - (e). In this case b3 belongs to the trash
cluster that can be filtered by its size. The resulting false assignment of the blobs
corresponding to b1 and b2 is then robustly resolved by the successive k-means
algorithm within a few iterations.

markers that are not fully visible, in many cases will end up in a separate smaller

cluster and thus can be filtered easily.

In order to speed up and assure correct convergence of k-means, the cluster centers

bj, j = 0, . . . , k − 1, are initialized by exploiting the constraint that each marker

cluster must have exactly n members (see Figure 3.9). This is done by repeating

the following procedure k times, i.e. for j = 0, . . . , k − 1 do

1. Randomly choose a point x′ from all unassigned LED projections (see Fig-

ure 3.9 (b)).
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2. From the set of unassigned LED projections, assign the n-1 (or less, if not

more are left) nearest neighbors to this x′ (see also Figure 3.9 (b)).

3. Set the location of the current center bj to the barycenter of x′ and its assigned

neighbors (see Figure 3.9 (c)).

This initialization guarantees that the centers are already well distributed in the 2D

image plane, such that k-means itself usually only needs one or two iterations for

convergence.

For each 2D projection within a cluster the corresponding LED indices i = 0, . . . , n−
1 then can be determined independently for each cluster (i.e. marker) as previously

described in Section 3.2.4. Although k-means is a rather simple algorithmic choice

for separating the markers and likely to fail if the projections of the markers are too

close together, it still works fine for many application scenarios. For example when

tracking a human arm and there are two markers attached to the upper and the

lower arm, critical configurations are unlikely to occur.

Having separated the marker projections and assigned the correct LED indices, the

only thing left to do before the poses can be estimated is to identify the correspond-

ing marker that belongs to each cluster of projections. This is required since the

spatial geometry of each marker is different and thus has to be known in order to per-

form point-based pose estimation from the correct 2D-to-3D correspondences. Here

another property of the proposed marker design is utilized. Both the cross-shaped

as well as the circular LED pattern encode a unique ID for each marker. This ID is

computed based on the so-called cross-ratio, being a real number associated with a

subset of the LEDs that is invariant under perspective projection.

In case of the cross-shaped marker, the cross ratio is computed from the four co-

linear LEDs X0m , X1m , X2m and X3m , where the line between X0m and X3m is

divided by both X1m and X2m into two sections each defining a division ratio (see

Figure 3.10 (a)). In general the cross-ratio of four such co-linear points describes the

ratio of these two division ratios and is therefore also often called double-ratio. Thus,

given four points a,b, c,d ∈ Rn on one line, where b and c are located between a



3.2. An Active Marker-based Approach 87

X3m X2m X1m X0m

X4m

X5m

X6m

(a)

a b c d

a′ b′ c′ d′

z

(b)

Figure 3.10: A visualization of the cross-ratio marker ID in case of the cross-shaped
marker computed from the four co-linear points X0m , X1m , X2m and X3m . Here the
sections of the two corresponding division ratios are depicted by blue arrows (a). A
2D example shows how the cross ratio of any four co-linear points remains the same
when projected onto another line i.e. X|(a,d; c,b) = X|(a′,d′; c′,b′) with z being
the center of projection (b).

and d (see Figure 3.10 (b)), one possible definition of the cross-ratio is

X|(a,d; c,b)
.
=
‖a− c‖2

‖d− c‖2

:
‖a− b‖2

‖d− b‖2

=
‖a− c‖2 · ‖d− b‖2

‖d− c‖2 · ‖a− b‖2

.

Note that there are in total six different unique definitions of the cross-ratio from

four co-linear points which are however all directly related to one another.

A cross-shaped marker is then identified based on the assumption that

X|(x′0,x′3; x′2,x
′
1) ≈ X|(X0m ,X3m ; X2m ,X1m),

despite the inaccuracy of each x′i, since the cross-ratio is projective invariant i.e. it is

preserved under projective transformations of the corresponding points. This means,

that by varying the relative positions of X1m and X2m along the line between X0m

and X3m new unique marker IDs can be constructed.

In case of the circular marker where no four points are co-linear, the cross-ratio is

computed from the five co-planar LEDs X0m , X1m , X2m , X3m and X4m on the circle.
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Figure 3.11: A visualization of the cross-ratio marker ID in case of the circular
marker computed from the five co-planar points X0m , X1m , X2m , X3m and X4m .
Here the relevant angles α, β and γ between four lines through X0m and each
X1m , . . . ,X4m are depicted by blue arrows (a). A general 2D example shows that
a cross ratio X©(a − e,d − e; b − e, c − e) can be computed from any four points
a,b, c,d, each on a line intersecting in a fifth point e, co-planar to the others (b).

Here the angles between the four direction vectors X1m − X0m , . . . ,X4m − X0m of

the corresponding lines that are co-punctal X0m are utilized (see Figure 3.11 (a)).

In general the angles between the direction vector of four co-planar lines in Rn that

intersect in a single point e ∈ Rn also define a cross-ratio. Assuming the four points

a,b, c,d ∈ Rn are each located on one of these lines and are not equal to e, the

corresponding direction vectors can be obtained as a − e,b − e, c − e,d − e ∈ Rn.

Assuming that ](a− e,b− e) < ](a− e, c− e) < ](a− e,d− e), where

](u,v)
.
= cos−1

(
u>v

‖u‖2 · ‖v‖2

)
,

is the angle between two vectors u,v ∈ Rn, the cross-ratio used here is defined as

X©(a− e,d− e; b− e, c− e)
.
=

sin(α+β)

sin(β)
:
sin(α+β+γ)

sin(β+γ)
=

sin(α+β) · sin(β+γ)

sin(β) · sin(α+β+γ)
,

with α = ](a− e,b− e), β = ](b− e, c− e) and γ = ](c− e,d− e), as shown in

Figure 3.11 (b)).
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A circular marker is then identified based on the assumption that

X©(x′1 − x′0,x
′
4 − x′0; x′2 − x′0,x

′
3 − x′0)

≈ X©(X1m −X0m ,X4m −X0m ; X2m −X0m ,X3m −X0m),

again due to the projective invariance of the cross-ratio and despite the inaccuracy

of each x′i. Accordingly, in this case new unique marker IDs can be constructed by

varying the relative positions of X2m and X3m along the semicircle segment between

X1m and X4m (again, except for the middle).

All markers to track have to be calibrated beforehand, so that the correspondences

between LED projection clusters and markers can be found by simply comparing

the cross-ratio of each cluster with the cross-ratio of each known marker. The next

section describes a semi-automatic calibration procedure developed specifically for

this purpose.

3.2.7 Semi-Automatic Marker Calibration

Before the pose of a marker can be estimated from its 2D projection, its 3D geometry

i.e. the absolute spatial locations of its LEDs relative to the marker coordinate frame

M have to be known. The more precisely these positions are measured, the more

accurately the pose can be determined. Measuring the positions of the LEDs of

a marker manually, however, is error-prone, inconvenient and should therefore be

reduced to a minimum.

Thus in this work, a semi-automatic marker calibration method is proposed that

uses a so-called multi-view stereo approach. It only requires a collection of different

images of the corresponding marker as well as a single manually measured distance

between two of its LEDs in order to predefine its absolute scale. In case of the cross-

shaped marker this scale is measured as the distance d03 between the LEDs at X0m

and X3m and for the circular marker d14 between the LEDs at X1m and X4m using

a sliding caliper. The collection of m images I(tj) of the marker at different times

tj, with j = 0, . . . ,m − 1 can be captured using the same camera as later for pose

estimation or a similar calibrated monochrome camera that is also equipped with an
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infrared filter. Here, it is important that these images are captured from as different

as possible viewpoints and rotations relative to the marker such that they cover a

large variety of perspectives in order to maximize their entropy (similar to those of

the chessboard pattern used for camera calibration, e.g. Figure 2.10). They should

furthermore be captured at a rather short distance between marker and camera in

order to minimize the influence of discretization errors related to the extracted 2D

locations x′i. Lastly it is required that only the single marker to be calibrated is in

the field of view of the camera which must be fully visible at all times. For this,

these images can for example be obtained manually while holding the marker into

the camera at different locations and orientations. In practice around 20 calibration

images are sufficient, given that they meet the previously mentioned requirements,

which means that the whole process can take far less than a minute depending on

the experience of the user.

The calibration process starts by extracting the set of assigned LED projections

M(tj) = {x′0(tj), . . . ,x
′
n−1(tj)} from each individual image I(tj). Here it is exploited

that this assignment can be done even without knowing the 3D structure of the ob-

served marker (as explained in Section 3.2.3 and Section 3.2.4). The set of all these

projections is denoted by M∗ = {M(t0), . . . ,M(tm−1)} in the following. Note that

in case of a cross-shaped marker, perspectives yielding case L44 (see Figure 3.5)

must be avoided during calibration since they are the only ones that cannot be as-

signed correctly without knowing the spatial marker geometry in advance. However,

these usually rarely occurring frames can be detected and are omitted automatically.

Based on the extracted and assigned 2D coordinates the successive complete cali-

bration scheme is then split into an initialization and a refinement step, as explained

in the following.

Initialization The initial guesses for the 3D LED locations X0
im are obtained

based on the epipolar geometry, which describes the relative geometric relationship

of two images capturing overlapping parts of the same scene. In this scenario, it is

assumed that all images have been captured by the same camera of which all intrinsic

parameters are known. This means in particular, that from every image point x its

corresponding ideal image coordinates xc can directly be obtained as x̃′c = K−1x̃′

according to (2.30). Thus, the special case of the epipolar geometry of two so-called
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x′6,l(tp) x′6,l(tq)

X6c,l

ol(tp)
ol(tq)
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Figure 3.12: A visualization of the geometric relationship between each two calibra-
tion images of a pair (Il(tp), Il(tq)) capturing a cross shaped marker. Given the rigid
body transform Rl, tl between these two calibrated views, in this example the spatial
location of the LED X6c,l is reconstructed via triangulation. Here the corresponding
projection rays are depicted in orange.

calibrated views can be considered, which simplifies the related computations. In

the context of multiple-view geometry it is a well-known fact, that given a minimum

of five 2D-to-2D ideal point correspondences among two such images, the relative

rigid body camera motion that occurred between the two respective calibrated views

can be recovered up to scale without any prior spatial knowledge about the scene

itself [HZ06, MSKS05, Kru13]. Furthermore, knowing the relative pose between the

two cameras allows to reconstruct the 3D location of the corresponding scene points

via triangulation from their 2D projections in both views (see Figure 3.12).

Now the main idea of the proposed initialization scheme is to perform the above

triangulation procedure for all image pairs in the set of collected marker images in

order to use all available information. All these individual spatial measurements are

eventually fused into a single initial marker reconstruction that already provides high

accuracy for the successive refinement step. The initialization starts by selecting all

possible pairs of previously extracted projection sets (Ml(tp),Ml(tq)) ∈ M∗ ×M∗,
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with p, q = 0, . . . ,m − 1, p < q and l = 0, . . . ,
(
m
2

)
− 1, corresponding to the

image pair (Il(tp), Il(tq)). These provide n already correctly assigned 2D-to-2D point

correspondences x̃′i,l(tp) ↔ x̃′i,l(tq) between the respective views that can next be

used to recover the relative camera motion for each pair.

Each two views or cameras are related by a rigid body transform, namely

Tcc,l(tp, tq) = Tcm,l(tq)Tcm,l(tp)
−1,

which will be referred to as

Tl
.
=

[
Rl tl

0> 1

]
= Tcc,l(tp, tq),

in the following. At this point neither Tcm,l(tq) nor Tcm,l(tp) are known and only

the relative transform between them is considered. Therefore, one of them, here

Tcm,l(tp) = I4×4, is typically set to be the identity.

For each pair each unknown 3D point Xic,l that projects to corresponding x̃′i,l(tp)

and x̃′i,l(tq) forms a triangle together with the two optical centers of the cam-

eras ol(tp) and ol(tq) defining an epipolar plane. Now assuming that all 2D lo-

cations were perfectly extracted, meaning x̃′i(tj) = x̃i(tj), then x̃′ic(tj) = K−1x̃′i(tj)

gives the vector from the optical center in direction of Xic(tj) for each camera,

i.e. Zic(tj)x̃
′
ic(tj) = Xic(tj). Based on this, the three vectors Rlx̃

′
ic,l

(tp), tl and

x̃′ic,l(tq), being the direction vectors of the three sides of the aforementioned trian-

gle, must also ideally be within their corresponding epipolar plane. This relationship

can be expressed by the tri-product

〈x̃′ic,l(tq), tl ×Rlx̃
′
ic,l(tp)〉 = x̃′ic,l(tq)

>t̂lRlx̃
′
ic,l(tp) = 0,

which is usually referred to as the epipolar constraint. The matrix resulting from

the unknowns t̂l ∈ se(3) and Rl ∈ SO(3) is called the essential matrix

El = t̂lRl ∈ E,
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being an element of the so-called essential space denoted by

E .
=

{
E = t̂R

∣∣∣∣ R ∈ SO(3), t ∈ R3

}
⊂ R3×3.

Given this, the epipolar constraint can be rewritten as

x̃′i,l(tq)
>Elx̃

′
i,l(tp) = 0. (3.6)

An essential matrix can be resolved from at least five epipolar constraints (3.6) each

given by a normalized ideal 2D-to-2D point correspondence, using the thus so-called

5-point algorithm [Nis04]. It will give the best solution robust to noise, which is

important, because in practice the 2D locations cannot be perfectly determined,

i.e. x̃′i(tj) ≈ x̃i(tj). Given an essential matrix El = t̂lRl, the corresponding rotation

matrix Rl and the translation vector tl can be recovered up to scale [Nis04]. Since

the scale of the observed scene is unknown, the length of the baseline between the

two cameras is commonly set to 1, i.e. ‖tl‖2 = 1.

In the next step, for each image pair the set of n 3D LED locations Xic,l(tp) is re-

constructed via triangulation. For this, the unknown Zic,l(tp) values are determined

by finding the best solution to

x′ic,l(tq)− π
(
RlZic,l(tp)x̃

′
ic,l(tp) + tl

)
= 0,

as described in detail in e.g. [HZ06, MSKS05]. The resulting 3D locations are all

estimated with respect to the individual relative camera motion Tl and thus all

scaled and oriented differently for each pair. In all previous steps the assumption

was made that for each pair it holds Tcm,l(tp) = I4×4 and thus Xic,l(tp) = Xim,l(tp).

This implies that the marker coordinate frame is equal to the camera coordinate

frame, which however cannot be true. Therefore, to fuse these individual marker

reconstructions in order to obtain the final estimate of the initialization, they are

aligned and registered into the common marker coordinate frame.

Thus, a transformation

hl : R3 → R3; Xic,l 7→ hl (Xic,l, Tmc,l, sl) = Xim,l,
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must be specified for each pair individually that maps the triangulated 3D locations

from each camera coordinate frame Cl to a common marker coordinate frame M.

Here, each hl must apply not only rigid body transform Tmc,l ∈ SE(3) but also a

scaling sl ∈ R+ to each point. In the following it will be shown how to obtain

the required transformation parameters by construction. This is done separately for

both the cross-shaped and the circular marker, since the proposed approach depends

on the marker type.

In case of the cross-shaped marker each hl is supposed to transform the correspond-

ing point set such that hl (X3c,l, Tmc,l, sl) = [0, 0, 0]>, hl (X0c,l, Tmc,l, sl) = [d03, 0, 0]>

and

hl (X5c,l, Tmc,l, sl)

‖hl (X5c,l, Tmc,l, sl) ‖2

=

0

1

0


holds, according to the marker coordinate frame presented in Section 3.2.2. Here,

the scale factor sl can be computed from the previously manually measured reference

distance d03 as

sl =
d03

‖X0c,l −X3c,l‖2

,

that scales the coordinates equally to the prescribed absolute units of the marker.

For Tmc,l both the translation vector tmc,l as well as the rotation matrix Rmc,l have

to be constructed. Here the translation vector is simply given by

tmc,l = −X3c,l,

since X3m,l lies in the origin of the marker coordinate frame. Finally, the rotation

matrix Rmc,l = [r1,l, r2,l, r3,l]
> is constructed as

r1,l =
X0c,l + tmc,l
‖X0c,l + tmc,l‖2

, r3,l =
r1,l × (X5c,l + tmc,l)

‖r1,l × (X5c,l + tmc,l)‖2

, r2,l =
r3,l × r1,l

‖r3,l × r1,l‖2

,

with r1,l, r2,l, r3,l ∈ R3.

Similar to this, in case of the circular marker each hl has to transform the point sets
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such that hl
(
(X1c,l+X4c,l)/2, Tmc,l, sl

)
= [0, 0, 0]>, hl (X4c,l, Tmc,l, sl) = [d14/2, 0, 0]> and

hl (X0c,l, Tmc,l, sl)

‖hl (X0c,l, Tmc,l, sl) ‖2

=

0

1

0

 ,
given the manually measured distance d14. The scaling factor is now computed as

sl =
d14

‖X1c,l −X4c,l‖2

,

the translation vector is given by

tmc,l = −
(

X1c,l + X4c,l

2

)
,

and the column vectors of the transposed rotation matrix Rmc,l = [r1,l, r2,l, r3,l]
> are

constructed as

r1,l =
X4c,l + tmc,l
‖X4c,l + tmc,l‖2

, r3,l =
r1,l × (X0c,l + tmc,l)

‖r1,l × (X0c,l + tmc,l)‖2

, r2,l =
r3,l × r1,l

‖r3,l × r1,l‖2

,

accordingly.

Now regardless of the marker type, having obtained Tmc,l and sl as described above

hl can then be defined as

hl (Xic,l, Tmc,l, sl)
.
= sl(Tmc,lX̃ic,l)3×1 = Xim,l,

which is applied to all point sets of all image pairs. This results in a set of 3D points

Xim,l distributed closely around the respective LED location, since in practice each

reconstruction is afflicted by an individual measurement error inherited from the

previous steps. In order to fuse these point sets into a single location per LED

the median values Xmed
im , Y med

im and Zmed
im are calculated across all Xim,l for each

dimension independently. Here computing the median is preferred over the mean,

since it is more robust to outliers. The final position estimates of the initialization

are then eventually given by the points X0
im = [Xmed

im , Y med
im , Zmed

im ]>.
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Refinement In order the increase the accuracy and reliability of the pose estima-

tion the spatial position measurements X0
im coming from the initialization step are

further improved by a subsequent iterative optimization step. Here, the basic idea

is to always use the currently estimated model coordinates in order to compute the

camera poses for all images relative to them. This set of camera poses is then jointly

used in order to obtain a refined model estimate in each iteration (see Figure 3.13).

This is done based on the assumption that the more accurate LED locations will in

return always lead to more precise camera poses in the next iteration allowing to

further refine the spatial model reconstruction. In the context of multi-view stereo

this problem is commonly known as bundle adjustment. For this, popular previ-

ous approaches suggest to jointly update all camera poses and spatial positions by

minimizing the 2D projection errors of all points across all images [LA09].

However, here a custom interleaved and decoupled optimization of the camera poses

and the marker geometry similar to [LFS13] was developed for this specialized task

of marker calibration. This approach allows to include geometric marker constraints

as well as the proposed robust pose estimation. Here, the spatial coordinates of the

LEDs are updated in the 3D marker space as opposed to the 2D image space. The

resulting decoupled optimization procedure is repeated iteratively until convergence

as described in detail in the following.

During refinement, each camera pose and each LED position is treated indepen-

dently. In every iteration k, first all m−1 camera poses are computed as the inverse

of the respective marker poses

T kmc(tj) = T kcm(tj)
−1 ∈ SE(3),

which can each be estimated from a single projection set M(tj) based on the given

current model positions Xk−1
im

, as described in Section 3.2.5. Afterwards, all camera

poses T kmc(tj) are used to “re-triangulate” each LED location by computing the 3D

point Xk
im closest to all 3D projection rays

okm(tj) + λvkim(tj),

from each camera center okm(tj) = tkmc(tj) in direction of each corresponding pro-
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okm(tj)
I(tj)

vk6m(tj)

Xk−1
6m

T kmc(tj)

Figure 3.13: A visualization of the iterative marker calibration refinement method
with a cross-shaped marker. Given the geometry estimate from the last iteration
Xk−1

6m , new camera poses T kmc(tj) to all calibration images I(tj) are computed. In
this example the projection rays okm(tj) + λvk6m(tj) are shown, that are then used
in order to compute the new refined location of Xk

6m in this iteration. They are
depicted in orange with their direction vectors vk6m(tj) visualized by small arrows.

jection vkim(tj) = Rk
mc(tj)x̃ic(tj)/‖x̃ic(tj)‖2 in the marker coordinate system. This is

done based on the fact, that the distance d of any 3D point X to such 3D projection

ray can be computed as

‖vkim(tj)× (ok(tj)−X)‖2 = d.

Now since every Xk
im is supposed to minimize the distance to all rays in its corre-

sponding bundle regardless of the actual distance value, this leads to the per camera

pose constraint

vkim(tj)× (ok(tj)−Xk
im) =

0

0

0

 , (3.7)

of a linear least-squares problem
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m−1∑
j=0

‖vkim(tj)× (ok(tj)−Xk
im)‖2

2 = 0,

for each LED Xim . By a simple rearrangement equation (3.7) can be written as

v̂kim(tj)X
k
im = v̂kim(tj)o

k(tj), with v̂kim(tj) ∈ se(3),

which provides three equations to a linear system

AkiX
k
im = bki , (3.8)

where

Aki =



v̂kim(t0)
...

v̂kim(tj)
...

v̂kim(tm−1)


∈ R3(m−1)×3 and bki =



v̂kim(t0)ok(t0)
...

v̂kim(tj)o
k(tj)

...

v̂kim(tm−1)ok(tm−1)


∈ R3(m−1).

In every iteration the system (3.8) is constructed for each LED individually and

solved for Xk
im using QR decomposition, in order to obtain the new refined location.

These will then be used for better pose estimation in the next iteration. In order to

preserve the absolute scale of the marker, either X0
0m and X0

3m , in case of a cross-

shaped marker, or X0
1m and X0

4m , in case of a circular marker, do not get updated

and therefore remain unchanged by the refinement.

The whole process is repeated until the change of the spatial LED locations con-

verges. Here, the error per iteration is measured by

ek =
1

n

n−1∑
I=0

‖Xk
im −Xk−1

im
‖2,

and convergence is determined by looking at the change of this error ∆e = |ek−ek−1|.
This means that the algorithm stops if ∆e is smaller than a prescribed bound ε. In
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practice ε = 0.0001 was used as a suitable threshold for convergence.

The reliability of the overall marker calibration strategy and the improvement ob-

tained by the refinement step were evaluated experimentally. For this, both a cross-

shaped as well as a circular prototype marker of similar size were calibrated re-

peatedly and the individual sets of LED reconstructions compared to one another

afterwards. Since the spatial positions of the LEDs remain the same for each cali-

bration when using the same marker, the standard deviation of the measured spatial

positions should ideally be zero across the different calibrations. The results of this

experiment are shown in Table 3.1.

Cross-Shaped Marker Circular Marker

init. X0

1m
X0

2m
X0

4m
X0

5m
X0

6m
X0

0m
X0

2m
X0

3m
X0

5m

X0

im
76.02± .03 37.95± .03 −0.08± .14 0.25± .15 −37.92± .04 0.13± .42 −28.77± .63 28.12± .48 −0.42± .13

Y 0

im
−0.11± .01 −0.04± .01 −37.89± .17 38.2± .18 0.4± .05 78.92± .42 −73.58± .40 −73.17± .35 0.03± .07

Z0

im
0.08± .02 0.21± .02 0.21± .40 0.00± .00 −11.05± .40 0.00± .00 −0.29± .05 0.38± 0.07 −4.29± 3.68

ref. X1m X2m X4m X5m X6m X0m X2m X3m X5m

Xim 76.02± .01 37.94± .01 −0.09± .04 0.2± .04 −37.96± .03 −0.05± .07 −28.51± .06 28.33± .06 −0.28± .05

Yim −0.12± .01 −0.05± .01 −37.93± .09 38.14± .09 0.38± .02 79.08± .11 −73.76± .11 −73.34± .10 −0.04± .03

Zim 0.15± .01 0.28± .01 0.22± .04 0.01± .03 −11.34± .03 −0.01± .08 −0.28± .08 0.37± .08 −10.41± .02

Table 3.1: The results of the marker calibration experiment where a cross-shaped
marker with d03 = 114.4 mm and a circular marker with d14 = 157.3 mm were
calibrated 30 times using the same camera. Here the mean spatial coordinates as
well as their standard deviation in each dimension are shown for each concerned LED
of both prototype markers before and after refinement. Cases where the refinement
step has reduced the deviation of a coordinate by more than an order of magnitude
are highlighted in boldface.

The experimental results show that the spatial positions after the initialization are

already accurate to several tenths of a millimeter, while the refinement step is then

able to reduce the standard deviation by an order of magnitude in most cases. The

proposed refinement method was furthermore compared to an established imple-

mentation of full sparse bundle adjustment (SBA) [LA09]. It could be shown that

the proposed method reduces the standard deviation of the calibration initialization

about an order of magnitude while SBA only reduces it by a factor of 2 to 3. To

further analyze this difference, experiments have been conducted where the initial

estimates of X0
im were randomly distorted by ±5 mm for each calibration. Here the
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proposed refinement method was still able to robustly reduce the standard deviation

to several hundredths of a millimeter while SBA varies about an order of magni-

tude more. This shows the reliability of our refinement method even for poor initial

estimations.

3.2.8 Evaluation

For further experimental evaluation, a single-core C++ implementation of HSRM-

Tracking was run on a commodity quad core laptop CPU @ 2.6 GHz. This section

starts by presenting a brief runtime performance analysis followed by an extensive

comparison of the two different proposed marker patterns with regard to measure-

ment accuracy and reliability of the pose estimation method. These experiments

were mainly conducted using a 1280× 1024 px USB 3.0 camera6 with a fixed-focus

6 mm lens and the same two prototype markers that were used to obtain the values

in Table 3.1.

Runtime Analysis The performance of the implementation was measured by

profiling the computation times for the main processing steps over a thousand frames

while moving each marker arbitrarily in front of the camera. Figure 3.14 shows a

plot of these timings subdivided into the 2D image processing steps until obtaining

the 2D LED locations (Section 3.2.3) and the marker pose estimation including

correspondence assignment (Section 3.2.4 and 3.2.5). It shows that regardless of the

marker pattern, the average computation time is robustly around (mostly below)

1 ms per frame on a single core. Given a suitable camera, this enables tracking by

detection of a single marker at frequencies of up to 1000 Hz. Here, the runtime of the

pose estimation is independent of the image resolution. Thus, each additional marker

would only increase the runtime by approximately 0.5 – 0.6 ms if not processed in

parallel on a multi-core CPU.

The computation time of all the 2D image processing steps mostly depends on the

image resolution and is nearly independent of the number of visible markers and the

utilized LED pattern. This influence was evaluated in another experiment where

6A XIMEA XiQ MQ013MG-CM camera: https://www.ximea.com/
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Figure 3.14: Computation times of HSRM-Tracking for both marker designs. All
measurements were averaged over 100 runs using two prerecorded sequences of each
1000 frames at full 1280× 1024 px resolution. In each sequence a single marker was
held in hand and translated and rotated arbitrarily in front of the camera.

cameras with different image sensor sizes were used to measure the average pro-

cessing time, excluding correspondence assignment and pose estimation (see Table

3.2).

Image resolution 640× 480 px 1280× 1024 px 2048× 1088 px 2048× 2048 px

Processing time ≈ 0.1 ms ≈ 0.3 ms ≈ 0.4 ms ≈ 0.9 ms

Table 3.2: Timings of the 2D image processing step for different image resolutions.

It can be seen that the runtime of the image processing steps depends roughly

linearly on the number of pixels. This means, that even at a large resolution of four

megapixels, the pose of a single marker can still be estimated at more than 500 Hz.

Accuracy Evaluation In the following, a qualitative evaluation of the pose esti-

mation accuracy and reliability is given using both marker patterns in direct compar-

ison. In general, determining the absolute measurement accuracy of HSRM-Tracking

is difficult for two main reasons. Firstly, obtaining ground truth pose information

for comparison would require another pose estimation system with perfect accuracy

that can be trusted as reference. However, if such a system existed then there would

be no more need for the proposed solution, which makes ground truth comparison a

so-called chicken-egg-problem. In [FMSS14] for example a Vicon motion capturing

system was used to provide reference measurements. Altough such a system is af-

flicted by inaccuracies itself and thus cannot be fully trusted, it was not available to
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the author of this work and too expensive to buy, only to conduct these experiments.

Secondly, the accuracy of a live HSRM-Tracking system does not only depend on

the proposed marker patterns and algorithm but also on the quality of the camera

calibration, the image sensor and its resolution, the lens and the LEDs as well as

the manufacturing of the markers.

Here, it was therefore chosen to perform the accuracy evaluation by conducting

several simulated experiments. This allows to exclude the influences of these factors

that have not been subject of this thesis and at the same time solve the ground

truth data problem. For this, known 3D marker geometry Xim is virtually projected

into the image plane using different prescribed ground truth 6DOF poses in order to

generate a set of “perfect” 2D LED locations x′i = xi using (2.32). These projections

are then used as input for the proposed pose estimation method along with the set

of 3D LED locations. Since everything is known in this scenario, the resulting

pose estimates would also be perfect up to numerical restrictions. However, this

strategy also allows to purely evaluate the influence of uncertainties introduced by

the proposed image processing algorithm on the pose accuracy with respect to the

marker pattern, when including them in the simulation.

For this, on the one hand, the uncertainty of the extracted 2D LED locations is

simulated by adding 2D Gaussian noise to the generated 2D locations such that

x′i 6= xi based on the observations presented in Figure 3.4. There it can be seen

that the standard deviation of this 2D noise depends roughly linearly on the markers

distance to the camera i.e. the tz-translation entry of the pose. Thus in the following

experiments the standard deviation of this 2D Gaussian noise is computed as σ =

0.003568295 + tz · 0.00000429485, being a linear approximation of the measured

results in Figure 3.4.

On the other hand, the uncertainty of the proposed marker calibration is also in-

cluded in the simulation. The results of Table 3.1 show that despite the high preci-

sion of the calibration results, the measured 3D LED locations will not be perfectly

known and thus also have a negative influence on the pose estimation accuracy.

Therefore, all experiments were conducted once with the ground truth LED loca-

tions (being the mean measured coordinates of Table 3.1), once using the ground

truth locations plus the standard deviation and once minus the determined standard
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deviation shown in Table 3.1. These three configurations for the marker geometry,

along with the noisy 2D projections (always generated from the ground truth geom-

etry) were used as the input for the pose estimation. Here, the projections of the

LEDs are computed with the intrinsic matrix

K =

1265.32 0 625.87

0 1265.86 513.11

0 0 1

 ,
which corresponds to the real camera used to calibrate the two markers beforehand.

In order to determine the reliability of the measurements, at each pose configuration

a thousand poses were estimated, each afflicted by individual 2D noise. These

measurements were then used to compute the mean and the standard deviation for

all six degrees of freedom represented in form of the translation vector components

tx, ty and tz as well as the three Euler angles α, β and γ. In case of monocular pose

estimation the translation along the optical axis tz as well as the two outer image

plane rotation angles α and β are the most critical. These can typically be estimated

with about an order of magnitude less accuracy than the other three in-plane motion

parameters tx, ty and γ. For this reason and because covering the entire 6DOF pose

space comprehensively is cumbersome and redundant, this evaluation is restricted

to the three most meaningful and exemplary experiments focussing on the critical

outer image plane motion.

In the first experiment the absolute measurement precision of the translation tz along

the optical axis of the camera is evaluated. Starting at tz = 300 mm the marker

was virtually moved in 1 mm steps up to tz = 2000 mm and evaluated at each

location in between. The absolute accuracy was then determined by comparing the

mean measured tz to the prescribed ground truth value for all three LED geometry

configurations and each marker as seen in Figure 3.15.

The results show that given a perfect camera calibration, HSRM-Tracking is able

to measure the absolute position of either marker robustly with an accuracy of

about ±1 mm (including the standard deviation of the pose parameters as well as

the worst marker calibration error) even at 2 meters distance to the camera. It

can furthermore be seen that the depth estimation in case of the circular marker
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Figure 3.15: Results of the simulated depth estimation accuracy experiment where
both markers were translated along the optical axis of the camera by changing
tz of the prescribed ground truth marker pose. Top: The difference between the
mean estimated value for tz and the ground truth. These plots show the results for
using the ground truth LED coordinates Xim as well as those distorted by adding
(“+s.d.”) and subtracting (“-s.d.”) the standard deviation of the marker calibration
in each dimension (see Table 3.1). Bottom: The corresponding measured standard
deviations of all six pose parameters at each evaluated distance.

is about twice as accurate compared to the cross-shaped alternative, with much

lower variance. This can be explained by looking at the distribution of the LEDs

in each pattern. The cross-shaped marker consists of seven LEDs that are mostly

distributed along the Xm axis of the marker. The four used to compute its cross-ratio

are furthermore co-linear which means two of them do not contribute to increase

the pose estimation accuracy. The circular marker pattern consists of only six LED,

however not three of them are co-linear and they are overall more evenly distributed

within the XmYm-plane, meaning they all provide unique information to the pose

estimation. Regardless of the pattern, these plots also show that the uncertainty of

tz, α and β is as expected about an order of magnitude higher than of tx, ty and γ.

Next, the rotational accuracy of the pose estimation is analyzed. For this, the marker
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Figure 3.16: Results of the simulated rotational accuracy experiment where both
markers were rotated around their Xm-axis by the angle α at tz = 2000 mm.

was placed at a distance of tz = 2000 mm to the camera and rotated once only around

its Xm-axis and once only around its Ym-axis in 1◦ steps within angle ranges where

no self-occlusions of the projected LED pattern would occur in practice. Thus,

the cross-shaped marker was rotated by α ∈ [−70◦, 70◦] around its Xm-axis and

β ∈ [−60◦, 80◦] around its Ym-axis. Accordingly, due to its more symmetric shape,

the circular marker could be evaluated for α ∈ [−75◦, 75◦] and also β ∈ [−75◦, 75◦].

In analogy to the previous tz translation experiment, the absolute accuracy was then

determined by computing the difference between the mean measured α and β and

the prescribed ground truth angles for all three LED geometry configurations, as

shown in Figure 3.16 and Figure 3.17.

The resulting plots show that for both markers the rotational measurement error is

robustly within±0.5◦ even at such a large distance to the camera. It can furthermore

be seen that in case of the cross-shaped marker the largest angular error around

the Ym-axis is approximately three times lower than around the Xm-axis. This is

expected because the LEDs within this pattern are more distributed in Xm than in
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Figure 3.17: Results of the simulated rotational accuracy experiment where both
markers were rotated around their Ym-axis by the angle β at tz = 2000 mm.

Ym direction and thus provide more information for estimating the rotation around

the Ym-axis. Therefore, in case of the circular marker, where the LEDs are better

distributed in the XmYm-plane, the largest magnitude of the two angular errors is

more alike.

Lastly, the variation of the 2D cross-ratio that is computed from the noisy 2D

projections x′i is evaluated with respect to perspective changes for both markers.

This is important because in case of multi-marker tracking the cross-ratio measured

in the image plane is used to identify individual markers by comparing it to the

expected cross-ratio given by the corresponding known spatial LED coordinates

(see Section 3.2.6). Thus, the maximal variation of the 2D cross-ratio indicates

a lower bound for how similarly two markers can be constructed, in order to still

be distinguishable in the same image. Here, for example the utilized cross-shaped

marker has a true cross-ratio of X|(X0m ,X3m ; X2m ,X1m) = 3.991 and the circular

marker of X©(X1m −X0m ,X4m −X0m ; X2m −X0m ,X3m −X0m) = 1.882.

The projected 2D cross-ratio is mostly affected by outer image plane rotation of
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the marker. For this evaluation, it was thus computed from every noise afflicted

pattern projection used within both previous rotational accuracy experiments for

each marker. For the cross-shaped marker, this resulted in a maximal difference

to the expected cross-ratio of 0.158 and an overall standard deviation of 0.022.

Compared to this, in case of the circular marker this maximal difference was only

0.065 whereas here the standard deviation of the measured cross-ratio was 0.015.

3.3 Natural Feature-based Approaches

When no marker and no additional light sources are used, the image points x′i have

to be computed passively from so-called natural features visible in the scene. The

two most popular and commonly used natural features are so-called point and edge

features. The following sections will briefly explain how these can be computed

from camera images and how they can be used for pose estimation from explicit 2D-

to-3D correspondences. It will also be given an overview of related methods that

have successfully used these features in the past as well as of the limitations and

constraints connected to them. Due to the large amount of research that has been

conducted over the years in this context, in this work, object pose estimation from

natural features was considered “sufficiently studied” for the fairly limited scenarios

and objects it is suitable for. Since here the focus lies on scenarios where natural

features typically fail, they have not been further investigated and are therefore

mostly included for completeness.

3.3.1 Point Features

A large variety of object pose estimation methods based on natural point features

have been proposed in the past, e.g. [VLF04], [Ros06], [HBN07], [PLW08], [KLW10],

[HCH10], [ÖCLF10], [WRM+10] or [PSK+11] to enumerate only some of them.

These features are commonly extracted in two steps. The first is called the feature

detection step where the 2D locations of potential keypoints or interest points are

computed in the image (see Figure 3.18). Here, the intensities in the image patch

surrounding a useful keypoint should yield a unique texture, that can be easily
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(a) (b) (c)

Figure 3.18: Natural point feature detection on a well textured object. Here a color
image of a tea packing is used as an example (a). Since most feature detectors
are designed for single channel intensity images, it is first converted to a grey scale
version. The detected FAST feature points [RD06] are depicted in blue (b). Also
the local image patch (marked by a green outline in (b)) around one of the detected
points is shown in a detailed view, in order to give a typical example for an image
corner (c).

recognized in other frames. Such points are typically located at image corners,

which are defined as image locations with two different dominant local intensity

gradient directions (e.g. the intersection of two edges). But they can also be located

at an isolated point of a local intensity maximum or minimum. Mathematically

these points can be identified by checking if both eigenvalues of the local Hessian

matrix ∇2I(x′) of the image at a potential location x′ are large. Here, the Hessian

matrix (or a suitable approximation thereof) is commonly computed as

∇2I(x′i) =
1

|P(x′)|
∑

x∈P(x′)

[
∂2I(x)
∂x∂x

∂2I(x)
∂x∂y

∂2I(y)
∂x∂x

∂2I(y)
∂x∂y

]
∈ R2×2,

by averaging second-order derivatives over a local image patch P(x′) ⊂ Ω centered at

x′, where |P(x′)| gives the number of considered (pixel) locations within P(x′). Some

of the most popular keypoint detectors are the Harris-Stephens detector [HS88], the

Shi-Tomasi detector [ST94] and more recently the so-called FAST features [RD06].

The second step is called feature description, where a high dimensional so-called

feature vector is computed for each previously detected keypoint. These feature

vectors are designed to be ideally unique fingerprints of the interest points which
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Figure 3.19: An example of matching corresponding feature points across two images
of the same object under different perspectives. Here feature matches between the
image of Figure 3.18 (left) and another image of the same tea box (right) are depicted
by blue lines that connect corresponding feature points. Matched and unmatched
detections are shown as blue circles in both images.

allow to re-identify them in other images. They are typically computed from the

intensities in again a local image patch (usually a little larger than P) centered

around the keypoint location. This description should be invariant to rotation

and translation of the camera, scale (i.e. distance to the camera) and illumina-

tion in order to be robustly recognizable in other images under different perspec-

tives and illumination conditions (see Figure 3.19). One of the first and proba-

bly still the most popular feature descriptor is called SIFT (scale invariant fea-

ture transform) [Low99, Low04], which was originally proposed for the task of

object pose detection. It marked the beginning of a diverse and still ongoing se-

ries of succeeding speeded-up, simplified, modified and improved feature descrip-

tors, such as SURF [BTG06], BRIEF [CLSF10], ORB [RRKB11], BRISK [LCS11],

FREAK [AOV12], KAZE [ABD12] and LIFT [YTLF16] to again only name some

of more popular ones.

Given such a discriminative descriptor, corresponding feature points in two different

images of the same object or scene are then commonly computed by performing a

nearest neighbor search in the space of all feature vectors. This step is usually called

feature matching. In case of object pose estimation these descriptors get attached
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(a) (b)

Figure 3.20: In case of textureless or weakly-textured objects (here the squirrel
figure) very few feature points get detected which are located typically at their
contour. Hence the corresponding feature descriptors are built in large parts from the
intensities in the local background region, which immediately change whenever the
object or the camera move. Therefore, they cannot be matched robustly (a). When
the image becomes blurred due to motion blur significantly less (or sometimes no)
features are detected resulting unstable and inaccurate matching and consequently
pose estimation (b).

to the respective 3D model points on the object’s surface, which then enables to

determine the required 2D-to-3D point correspondences between an image and the

model. Here, the feature matching step is often directly coupled with the pose esti-

mation itself by incorporating a RANSAC (random sample and consensus) [FB81]

approach in order to detect reject outliers, i.e. false correspondences.

Regardless of the employed descriptor, using natural point features requires the ob-

jects’ surfaces to be sufficiently textured since their detection is based on strong

intensity gradients. In practice this constraint however significantly limits the va-

riety of qualified objects (see Figure 3.20). This is why the performance of related

methods is usually demonstrated for things like book covers, paintings, postcards,

packings or in general any objects with text or graphics printed on them. The other

main drawbacks of such features are that they struggle with motion blur, defocus of

the camera or low lighting conditions, causing the intensity gradients to flatten or

disappear (see again Figure 3.20). Furthermore, the number of visible and distin-

guishable feature points directly depends on the size of the projected object region

in the image. Methods relying on natural point features therefore quickly become

unstable with increasing distance of the object to the camera, causing it to appear
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(a) (b)

Figure 3.21: An image of a textureless squirrel figure in a cluttered scene (a). The
result of the Canny edge detector [Can86] from the given image (b).

smaller in the image and the fine detail corner structures to vanish.

3.3.2 Edge Features

Another popular category of visual pose estimation methods based on natural fea-

tures use an edge representation of the camera image [CC12, PT11, CMC03, DC02,

MBC01, Har93]. These are assumed to yield a reduced abstraction of the object’s

contour and the inner structure of the object (especially in case of angular objects).

Thus, such edge-based approaches work especially well with weakly textured or tex-

tureless objects, in contrast to the previously discussed point features. Such an edge

representation is usually a binary transformation of the original image, where each

pixel is either considered part of an edge or not (see Figure 3.21). In the simplest

form this can be decided by checking whether the magnitude of the local gradient

per pixel ‖∇I(x)‖2 is greater than a predefined threshold. A widely used and more

advanced approach is the Canny edge detector [Can86].

Related methods usually represent the object by either again a set of 3D points or

a set of 3D line segments. Accordingly, a synthetic projection of this model yields

either a set of 2D points or 2D lines that can be compared to the computed edge
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transformation of the camera image. For pose estimation then either point-to-point,

point-to-line, or line-to-line correspondences are established in the image plane. In

all cases this again leads to a respective quadratic cost function to be minimized in

order to obtain the object’s pose.

As for the approaches based on natural point features, relying on intensity edges

introduces some significant drawbacks as well. Their detection also struggles with

blurring effects and large distances to the camera, for the same reasons as before. In

addition edge-based methods are usually prone to local minima in cases of cluttered

backgrounds (see again Figure 3.21). There have been some methods proposed

that combine point and line features for improved robustness [AD02, VLF04, RD05,

PM06], but the main problems connected to them persist.

3.4 Summary

In this chapter, different approaches to point-based pose estimation have been de-

scribed. Firstly, an active marker-based tracking by detection approach, called

HSRM-Tracking, was presented that was developed within the course of this disser-

tation. The proposed method provides an easy to use pick up and play and low-cost

visual 6DOF pose measurement tool, that can currently be considered state of the

art for monocular pose estimation in terms of accuracy and runtime performance.

The approach can be used with two different novel nearly co-planar infrared LED

marker designs that allow to identify each LED projection from a single image. Both

markers encode a unique ID based on a geometric cross-ratio and can thus also be

used for identifying and tracking multiple markers simultaneously. Here not only the

cross-shaped marker that was originally proposed in [TSSS15] but also a new circular

marker have been introduced and evaluated in direct comparison. The experimental

results showed that the pose and the cross-ratio ID of the circular marker can be

estimated with even higher accuracy than that of the original cross-shaped marker

due to its overall better distribution of the LEDs.

It has furthermore been shown how a single non co-planar point is sufficient to ro-

bustly resolve the common pose ambiguity that all purely co-planar markers suffer
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from. In order to guarantee high measurement pose accuracy for HSRM-Tracking

a novel semi-automatic marker calibration algorithm has been developed and pre-

sented. It can be used to reconstruct the 3D locations of the marker LEDs with

high precision, based on a small set of images and a single manual measurement of

the absolute scale.

In addition to his, another category of point-based methods has been introduced,

that utilizes so-called natural features to enable passive pose estimation. Here it has

been explained how both such point and edge features can in principle be detected

and matched across different images. However, it was also discussed how these

methods suffer from significant drawbacks with respect to their robustness towards

several common conditions, which make them not an ideal choice for object pose

estimation.



4
Region-based Pose Estimation

This chapter deals with the general concept of estimating the pose of an object

based on its 2D silhouette i.e. the projected object region in the image. Most parts

of the following sections describe the novel approach that was developed within

the course of this dissertation and originally presented in our publications [TSS16,

TSS17] and [TSSC18]. There we proposed an improved region-based pose estima-

tion method that is superior to comparable previous solutions, in cases of cluttered

backgrounds, heterogeneous objects and partial occlusions, due to a novel statistical

image segmentation model. The second main contribution we developed is a new nu-

merical optimization scheme derived for the utilized region-based cost function that

significantly improved the convergence properties and thus the tracking robustness

and accuracy, especially in cases of fast rotational motion and scale changes. The

overall system can furthermore be considered state of the art in terms of runtime

performance, since it is currently the only region-based solution capable of tracking

the 6DOF poses of multiple objects in real-time. Lastly, the third contribution is a

new complex dataset dedicated to the task of monocular object pose tracking which

was made available to the community. To our knowledge, it is the first to address

the common and important scenario in which both the camera and the objects are

moving simultaneously in cluttered scenes.

The following chapter starts by introducing the basic idea of region-based pose es-

114
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(a) (b)

Figure 4.1: Two examples for weakly-textured objects. Here the 3D printed bunny
figure is completely green i.e. homogeneous (a) while the hole puncher’s surface is
partially blue, grey and black i.e. heterogenous (b).

timation (Section 4.1) and then moves on to give an overview of related methods

and how the proposed solution builds upon and extends them (Section 4.2). Next,

the utilized cost function is introduced (Section 4.3) and corresponding statistical

image segmentation models (Section 4.4) as well as an efficient optimization strat-

egy (Section 4.5) are derived. Based on this, the resulting hybrid pose tracking

and detection approach is explained (Section 4.6) followed by an extension to mul-

tiple objects (Section 4.7). Furthermore, an extensive evaluation of the proposed

approach in comparison to other methods is given (Section 4.8), including a pop-

ular public dataset for pose detection as well as our own pose tracking dataset.

The chapter concludes with a summary discussing advantages and drawbacks of our

region-based solution (Section 4.9).

4.1 Outline

As introduced in Section 3.3 for estimating the pose of rigid objects without the use

of artificial markers or active lighting, natural image features such as corners and

edges have been popular. However, as also previously explained, these are prone to
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I
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Tcm

(a)

Is

I (masked by Is)

(b)

Figure 4.2: An overview of the region-based pose estimation setting. The estimated
object pose Tcm is used to project the 3D model into the image plane and align it
with the object region extracted in the current camera image I (a). The resulting
silhouette rendering Is provides a pixel-wise segmentation mask of I that is then
used to update the segmentation models (b).

fail under a variety of common conditions. Here the most significant drawback is

that approaches relying on these features require the objects’ surfaces to be suffi-

ciently textured. This significantly limits the variety of suitable objects in human

made environments. In the following, such weakly-textured or textureless objects are

referred to as either homogeneous or heterogeneous. Here, homogeneous objects are

those with a single dominant surface color (see e.g. Figure 4.1 (a)) whereas hetero-

geneous objects are multi-colored without displaying useful local gradient features

(see e.g. Figure 4.1 (b)) .

Since the appearance of such objects is characterized by their silhouette, in recent

years so-called region-based approaches have been introduced and gained popular-

ity [RBW07, DSYT08, BRGC10, SRBW12, PR12, HH16, TSS17]. They are po-

tentially suitable for a large variety of objects in complex scenarios regardless of

local intensity gradients i.e. their texture and thus overcome most of the problems

connected to the mentioned features while also being completely passive. These

approaches assume discriminative image statistics between the object and the back-

ground image region. Based on a suitable statistical appearance model as well as a
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3D shape prior (usually in form of a 3D model of the object), here pose estimation

essentially works by aligning two silhouettes. Here, the target is the extracted ob-

ject’s silhouette in the current image using a segmentation model while the other is

rendered synthetically from the shape prior parametrized by the sought pose. The

discrepancy between these two shapes is then minimized by changing the pose pa-

rameters used for the synthetic projection. In return, given the object’s pose in the

current frame, the rendered silhouette provides an accurate pixel-wise segmentation

mask that is typically used for updating the foreground and background statistics

of the segmentation model, in order to dynamically adapt to scene changes (see

Figure 4.2). Therefore, if the pose is given in the first frame of an image sequence, it

allows to initialize the statistical model. Pose tracking then is performed recursively

in an interleaved manner by first estimating the pose based on that in the previous

frame and then updating the segmentation model afterwards using the mask infor-

mation in the current frame. Here, the initial pose is typically obtained by pose

detection or manual alignment, resulting in a tracking and detection hybrid system,

as explained in Section 1.2 of the introduction.

4.2 Background and Related Work

When only using a single regular RGB camera, region-based methods relying on sta-

tistical level-set segmentation [CRD07] are currently achieving state of the art per-

formance for the task of 6DOF object pose tracking. Early region-based approaches

were not real-time capable [RBW07, BRGC10, SRBW12] but already showed the

vast potential of the general strategy by presenting promisingly robust results in

many complex scenarios. In these works image segmentation was based on level-sets

together with pixel-wise likelihoods used to explicitly extract the object’s contour

in each camera frame. Here, pose estimation was based on an ICP approach by

solving a linear system set up from 2D-to-3D point correspondences between the ex-

tracted contour and the 3D model. These correspondences are re-established after

each iteration in the 2D image plane to the evolving synthetic contour projection.

In [PR12] the authors presented PWP3D, the first region-based approach that

achieved real-time frame rates (20–25 Hz) by relying heavily on GPGPU accelera-



118 Region-based Pose Estimation

tion. Here, pose estimation is performed using a pixel-wise gradient-based optimiza-

tion scheme similar to the variational approach suggested in [DSYT08]. But instead

of separately integrating over the foreground and background region, PWP3D uses a

level-set pose embedding in a cost function similar to the very early methods above

in order to simplify computations and make it real-time capable. Additionally, based

on the idea presented in [BR08] the previously proposed pixel-wise likelihoods were

exchanged for pixel-wise posterior probabilities which have been shown to provide

a wider basin of convergence.

There have been several successive works recently that build on the general concept

of PWP3D. These mostly address two main potential improvements of the original

algorithm. The first being the first-order gradient descent used for pose optimiza-

tion, involving four different fixed step sizes that have to be adjusted experimentally

for each object individually. It also uses a fixed number of iterations to maintain

real-time performance and thus suffers from commonly related convergence issues, as

explained in Section 2.3.1. This optimization was replaced in [TSS16] with a second-

order so-called Gauß-Newton-like optimization where the Hessian matrix is approx-

imated from first-order derivatives. Furthermore, PWP3D originally parametrized

the pose with a unit quaternion for rotation and a decoupled translation vector. This

was also substituted by linearized twists. This strategy overall vastly enhanced the

convergence properties resulting in significantly increased robustness towards fast

rotations and scale changes, without the need for choosing step sizes. Furthermore,

by performing this optimization in a hierarchical coarse-to-fine manner the overall

runtime of the proposed mainly CPU-based implementation (it only uses OpenGL

for rendering) could be reduced to achieve frame rates of 50–100 Hz for a single

object on a commodity laptop. However, in [TSS16] the optimization strategy was

discovered from empirical studies and thus not properly derived analytically.

This Gauß-Newton-like optimization was shortly after also adopted in [KTIN17]

which directly builds upon [TSS16]. Here, an extended cost function with respect

to the depth modality of an RGB-D device is derived in order to improve on both

the robustness of the pose estimation as well as the object segmentation in cluttered

environments. To obtain the object pose it was suggested to combine the Gauß-

Newton-like approach for the RGB-based term with a straightforward Gauß-Newton

strategy for the depth-based term in a joint optimization.
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Another CPU-based approach was presented in [PKMR15] that achieves around

30 Hz on a mobile phone by using a hierarchical Levenberg-Marquardt optimiza-

tion strategy for the translation parameters and approximating the level-set related

computations. However, the main speed-up was enabled by including the phone’s

gyroscope to obtain the rotation estimate that is only corrected for drift every tenth

frame by a single gradient descent step. Due to this sensor fusion the method pre-

sented in [PKMR15] can technically not be considered as a monocular solution and

is furthermore restricted to application scenarios in which the phone moves around

a static object.

The second main disadvantage of the original PWP3D method is the rather simple

segmentation model based on global foreground and background color histograms

which is prone to fail in cluttered scenes. Therefore, the authors of [ZWS+14]

introduce a boundary constraint for improvement, which is, however, not real-time

capable. In [HH16], based on the idea presented in [LT08], a localized segmentation

model was proposed that also relies on pixel-wise posteriors but uses multiple local

color histograms to better capture spatial color variations of the objects. However,

in [HH16] this approach was neither evaluated for pose tracking in video sequences

nor shown to be real-time capable. A segmentation strategy similar to the local color

histograms used in [HH16] was presented within a contour edge-based approach

in [SPP+14] and further improved in [WWZ+15]. Although it performs well in

cluttered scenes, the approach struggles with motion blur and defocus and is limited

to slow movement for real-time use.

All of the aforementioned methods are strictly designed for tracking and do not

provide a solution for pose detection. While in case of well-textured objects, again

computing and matching natural feature descriptors can be used to obtain an initial

pose from a single image, this problem has been tackled in several other ways in the

past in order to provide a more generally applicable solution to it. For real-time

applications, pose detection based on 2D template matching [HLI+10, HHC+11b,

HLI+12, HCI+12, RT13, KHKH16] has been popular and yielding the best results

for many years. Here, the templates are projections of the model at varying perspec-

tives. Probably the most popular and still the most generic template-based method

for real-time use is LINE-2D, introduced in [HCI+12] and improved in [RT13]. Here,

both the input image and the templates are transformed into so-called gradient re-
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sponse maps by computing the dominant orientations of RGB intensity gradients.

LINE-2D and similar approaches are usually demonstrated in scenarios where the

objects are assumed to be standing or lying on a surface. This allows to only include

the upper hemisphere for outer image plane rotations and a small range of in-plane

rotation during template generation, instead of the full shpere that is needed in

case of e.g. handheld objects. In addition, the pose accuracy of these methods is

constrained to the resolution of the templates and they do not incorporate a solution

for pose refinement or tracking.

Another more recent approach to pose detection using RGB images is presented

in [BMK+16] as an improvement of [BKM+14]. It is based on learning so-called

object coordinates using random forests. Although this approach outperforms the

previously suggested template matching strategies, its runtime performance is far

away from real-time capable.

Also very recently and in parallel to this work, the first monocular pose detection

methods [CRV+15, PAF+16, MAFK17, RL17, KMT+17] using so-called deep learn-

ing [GBC16] strategies have been developed. Based on deep convolutional neural

networks (CNNs), specifically trained for either one or multiple objects, these ap-

proaches achieve state of the art results in public datasets compared to classical

methods and even outperform those using RGB-D data. Initially, the two main

drawbacks related to these deep learning methods were, however, that they require

a couple of thousand (in parts manually) labeled training images for each new ob-

ject as well as a powerful GPU to be real-time capable. While in the most recent

work [KMT+17] it has been shown that the cumbersome manual labeling step can be

efficiently replaced and fully automated by using only synthetically rendered images

of the object for training, the strong hardware dependence currently remains.

In the latest work on region-based pose estimation [TSS17] presented a real-time

capable implementation of [HH16] in combination with the ideas of [TSS16] and

was the first to extend region-based pose tracking by a strategy for pose detection.

The core novelty of this approach is to attach local color histograms to the object’s

surface. This allows to enforce temporal consistency within each of them which

improves the robustness of pose tracking in case of dynamic occlusion, motion of

both the camera as well as the object and light changes in cluttered scenes superior
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to other methods. It has also been shown that the resulting temporally consistent,

local color histograms (called tclc-histograms) form a novel object descriptor that

can be used for pose detection within a template matching strategy, including the

full sphere for outer plane and 360◦ for in-plane rotation. Here, a unique similarity

measure is used for both template matching and pose optimization. This has not

been previously addressed by other level-set-based pose estimation approaches. For

any new object, the descriptors can be trained online within a couple of seconds

moving a handheld object in front of a camera. During this training stage, it is

already capable to recover from accidental tracking loss.

4.3 A Region-based Cost Function

For region-based pose estimation each object is represented by a given 3D model

in form of a triangle mesh with corner vertices Xim , i = 1, . . . , n (as shown in Sec-

tion 2.2.4). The approaches described in the following rely on RGB color images

denoted by I : Ω → [0, 255]3 ⊂ Z3, assuming 8-bit quantization per intensity chan-

nel. Projecting a 3D model into the image plane using e.g. OpenGL rendering,

results in a binary silhouette mask denoted by Is : Ω→ {0, 1} that yields a contour

C splitting the image into a foreground region Ωf ⊂ Ω and a background region

Ωb = Ω \ Ωf (see Figure 4.3). The approach presented here is essentially based

on statistical 2D image segmentation [CRD07]. As commonly done in this context,

the object’s silhouette is implicitly represented by a so-called shape-kernel Φ(x).

It is a level-set embedding of the object’s 2D shape, with Φ(x) > 0,∀x ∈ Ωb and

Φ(x) ≤ 0,∀x ∈ Ωf such that the zero-level line C = {x|Φ(x) = 0} gives its contour

i.e. the boundary between Ωf and Ωb (see Section 4.3.1 for details).

For shape matching and segmentation, the probabilistic formulation

P (Φ|I) =
∏
x∈Ω

(
He(Φ(x))Pf (x) + (1−He(Φ(x)))Pb(x)

)
, (4.1)

is adopted, which was originally derived in [BR08] and later also used within the

PWP3D method [PR12]. It describes the posterior probability of the shape kernel

Φ given an image I, with He being a smoothed Heaviside step function (for details
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Figure 4.3: An example visualization of a rendered silhouette mask Is of the 3D
squirrel model (a) and its corresponding signed distance transform Φ (b). Here the
contour C between Ωf and Ωb in Is is depicted by an orange outline.

see Section 4.3.2). Here, Pf (x) and Pb(x) represent the per pixel foreground and

background region membership probability, based on underlying statistical appear-

ance models (see Section 4.4). In the general context of 2D region-based image

segmentation, the closed curve C would be evolved in an unconstrained manner

such that it maximizes P (Φ|I) and thus the discrepancy between the foreground

and background appearance model statistics. In the 6DOF pose estimation sce-

nario, however, the evolution of the object’s contour C is constrained by the known

shape prior in form of a 3D model. Therefore the shape kernel only depends on the

pose parameters, e.g. Φ (x(ξ)). It can thus also be seen as a level-set embedding

of the pose. Assuming pixel-wise independence and taking the negative log, (4.1)

turns into the region-based cost function

Erb(ξ) = −
∑
x∈Ω

log
(
He(Φ(x(ξ)))Pf (x) + (1−He(Φ(x(ξ))))Pb(x)

)
, (4.2)

to be minimized with respect to e.g. twist coordinates ξ for pose estimation based

on 2D-to-3D shape matching.

4.3.1 Level-Set Pose Embedding

In this work, the level-set embedding Φ(x) is explicitly computed as
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Φ(x)
.
=

−d(x,C) ∀x ∈ Ωf

d(x,C) ∀x ∈ Ωb

,

where

d(x,C)
.
= min

c∈C
‖c− x‖2,

being the 2D Euclidian signed distance function of the binary silhouette mask Is

(see Figure 4.3). In practice Φ(x) can be computed efficiently using the two-pass

algorithm presented in [FH12]. In this work it was implemented with help of CPU

multi-threading, where the first pass runs in parallel for each row and the second pass

for each column of pixels. In addition to the distance value, also the 2D coordinates

of the closest contour point c ∈ C to every pixel x ∈ Ωb is stored. This is required

for obtaining the corresponding 3D surface point as needed to compute the derivates

of Φ(x) (4.18) with respect to a background pixel (see Section 4.5.2).

4.3.2 Heaviside Step Function

The 1D transition between the foreground and the background region is described

using the Heaviside step function He. In order to be differentiable with regard to

gradient-based optimization, typically a smoothed version of He is utilized. In this

work it is defined explicitly as

He (Φ(x))
.
=

1

π

(
− atan(s · Φ(x)) +

π

2

)
, (4.3)

with s determining the pitch of the smoothed transition. Its derivative is accordingly

given by
∂He (Φ(x))

∂Φ(x)
.
= δe (Φ(x)) =

s

πΦ(x)2s2 + π
, (4.4)

being the corresponding smoothed Dirac delta function δe(x). In the remainder of

this chapter s = 1.2 is used (see Figure 4.4), which was determined as most suitable

by extensive empirical experiments.
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Figure 4.4: A combined plot of the smoothed Heaviside step function He and the
corresponding smoothed Dirac delta function δe for s = 1.2 as utilized within this
work.

4.4 Statistical Segmentation Models

In the past, different appearance models have been proposed to compute Pf (x) and

Pb(x) within cost functions of the form (4.2). The following sections give an overview

of the most popular and successful strategies. These are presented in chronological

order to illustrate the evolution towards the current state of the art appearance

model that was developed within this dissertation (see Section 4.4.3).

4.4.1 A Global Model

Initially [BR08] proposed a global appearance model based on the color distribu-

tion in both Ωf and Ωb that was adopted in e.g. [PR12] and [TSS16]. Here, each

region has its own model denoted by P (y|Mf ) for the foreground i.e. the object and

P (y|Mb) for the background, where y = I(x). Each of them is represented with a

global color histogram. In this work such histograms are computed using the RGB

color model with a quantization of 32 bins per channel. Based on this, the region

membership probabilities are computed in form of pixel-wise posteriors as
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Pf (x)− Pb(x)
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Figure 4.5: An ideal example for image segmentation using global color histograms.
Here a homogeneous object is placed in a scene that does not contain its primary
color in the background. The contour C (depicted in orange) that corresponds to
its estimated pose splits the image I into a foreground and a background region
(a). This allows to compute pixel-wise posteriors Pf (x) and Pb(x) using (4.5) that
provide a segmentation of the object in the image (b).

Pf (x) = P (Mf |y) =
P (y|Mf )

ηfP (y|Mf ) + ηbP (y|Mb)
,

Pb(x) = P (Mb|y) =
P (y|Mb)

ηfP (y|Mf ) + ηbP (y|Mb)
,

(4.5)

with

ηf =
∑
x∈Ω

He(Φ(x)), ηb =
∑
x∈Ω

1−He(Φ(x)).

Using this global model, a segmentation of a previously unseen image can now be

obtained by simply computing the pixel-wise difference Pf (x)−Pb(x) (see Figure 4.5)

This model is also used within PWP3D [PR12] where it is further suggested to keep

the appearance models temporally consistent, in order to adapt to scene changes

while tracking the object. Having successfully estimated the current live pose T (tl)

allows to render a corresponding silhouette mask denoted by Is(tl). Ideally, this mask

provides an exact segmentation of the object region the current camera frame I(tl)

and can thus be used in order to compute up-to-date color histograms P tl(y|Mf ) and
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I

Q
C

(a)

Pf (x)− Pb(x)

(b)

Figure 4.6: A critical example case for image segmentation based on global color
histograms, where a heterogenous object is placed in a cluttered scene that contains
all colors of the objects itself in the background. Here the contour C of the object
was assumed to be known (a). Even when computing the global color histograms
from this perfect image splitting, the corresponding pixel-wise posteriors do not
provide a sufficient object segmentation for pose estimation (b).

P tl(y|Mb). Instead of always using the latest color distribution for the appearance

models, [PR12] suggested to recursively adjust the histograms by

P (y|Mf ) = (1− αf )P tl−1(y|Mf ) + αfP
tl(y|Mf ),

P (y|Mb) = (1− αb)P tl−1(y|Mb) + αbP
tl(y|Mb),

(4.6)

to prevent them from being corrupted by occlusions or pose estimation inaccuracies.

Here, αf and αb are the foreground and background learning rates. For example,

in [PR12, TSS16] learning rates of αf = 0.05 and αb = 0.02 are suggested for this

update.

4.4.2 A Localized Model

The appearance model of the previous Section 4.4 is based on the assumption that

the global color distribution is sufficiently descriptive in order to distinguish between
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��
Ωbi

@@
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(a)

I

(b) (c)

Figure 4.7: An illustration of the localized segmentation model of [HH16] where
multiple local regions Ωi are defined along the contour C (a). Applying this model to
the cluttered scene of Figure 4.6 allows to compute local pixel-wise posteriors Pfi(x)
and Pbi(x) using (4.9) based on the individual local color histograms corresponding
to Ωfi and Ωbi (b). Here the local segmentation result Pfi(x)− Pbi(x) is visualized
for three different local regions (at the top, left and bottom) in order to illustrate
the improvement over the global result, which is sufficient for pose estimation (c).

the foreground and the background region. Therefore, it has been shown to work

particularly well with homogeneous objects of a distinct color that is not dominantly

present in the rest of the scene. However for homogeneous objects and in case of

cluttered scenes this global model is prone to fail (see Figure 4.6).

Hence, in [HH16] a localized appearance model was proposed for the PWP3D ap-

proach that better captures spatial variations of the object’s color distribution. The

idea is to build a segmentation model from multiple overlapping circular image re-

gions along the object’s contour as originally introduced in [LT08]. Each such local

region is denoted by Ωi = {x | ‖x − xi‖2 < r} with radius r, centered at pixel

xi ∈ C. Now, Is splits each Ωi into a foreground region Ωfi ⊂ Ωi and a background

region Ωbi = Ωi \ Ωfi (see Figure 4.7). This allows to compute local foreground

and background color histograms for each region. Given these, in [HH16] the shape

matching cost is computed separately for each Ωi by

Ei =
∑
x∈Ω

log
(
He(Φ(x))Pfi(x) + (1−He(Φ(x)))Pbi(x)

)
Bi(x), (4.7)
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with a corresponding masking function

Bi(x) =

1 ∀x ∈ Ωi

0 ∀x 6∈ Ωi

,

indicating whether a pixel x lies within a local region or not. These individual terms

are combined in a common localized energy function

Erb = − 1

n

n∑
i=1

Ei, (4.8)

used for pose estimation that measures the average cost over all local regions. Here,

the local region membership probabilities Pfi(x) and Pbi(x) are accordingly com-

puted individually from the respective local histograms as

Pfi(x) =
P (y|Mfi)

ηfiP (y|Mfi) + ηbiP (y|Mbi)
,

Pbi(x) =
P (y|Mbi)

ηfiP (y|Mfi) + ηbiP (y|Mbi)
,

(4.9)

with

ηfi =
∑
x∈Ωi

He(Φ(x)), ηbi =
∑
x∈Ωi

1−He(Φ(x)),

in analogy to the global model. In [HH16], however, temporal consistency of the local

appearance models was not addressed. The local region centers xi were calculated

as arbitrary sets of pixel locations along C for each image. Thus, this approach in

general does not allow to establish correspondences of the centers across multiple

frames (i.e. xi(tl) ↔ xi(tl−1)) which is required in order to update the respective

histograms during tracking.

4.4.3 Temporally Consistent Local Color Histograms

The appearance model used within this work has first been proposed in [TSS17].

It is based on temporally consistent local color histograms (tclc-histograms) and
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Xi

(a)

I

(b)

P̄f (x)− P̄b(x)

(c)

Figure 4.8: Object segmentation using tclc-histograms in the scene of Figure 4.6.
Here, a tclc-histogram attached to a 3D vertex Xi of the squirrel model is shown in
a schematic 3D visualization (a). Due to this relationship each center xi of a local
region Ωi can be identified in every frame. In this example this is illustrated by de-
picting the local regions as colored circles where the RGB value matches the relative
object coordinates of the corresponding Xi (b). Based on such tclc-histograms, the
average pixel-wise posteriors P̄f (x) and P̄b(x) can be computed using (4.9), which
provide an even higher quality object segmentation (see e.g. the bottom part of the
squirrel) than the individual local posteriors in Figure 4.7 (c).

thereby addresses the mentioned issues related to the localized model of [HH16].

Here, each 3D model vertex Xi is associated with a local foreground and background

histograms (see Figure 4.8). In contrast to [HH16] this allows to compute the 2D

histogram centers from projecting all model vertices into the image plane as xi =

π
(
K(TcmX̃i)3×1

)
and selecting a subset of all xi ∈ C. In practice also those with

d(xi,C) ≤ λr are considered. For this, in the following λ = 0.1 is used, in order to

ensure that the contour is evenly sampled. For runtime reasons, since this can lead

to a large number of histograms that have to be updated, a maximum of 100 centers

per frame are randomly picked. This Monte Carlo approach requires the mesh

vertices Xi to be uniformly distributed across the 3D model in order to evenly cover

all regions. They should also be limited in number to ensure that all histograms will

get updated regularly. Therefore potentially two different 3D mesh representations

of the 3D model are required. The original mesh is used to render exact silhouette

views regardless of the mesh structure while a reduced (e.g. a maximum of 5000

vertices) and evenly sampled version of the model is used for computing the 2D

centers of the histograms.
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Since each histogram is anchored to the object’s surface, center correspondences

xi(tl)↔ xi(tl−1) between frames are simply given by the projection of corresponding

surface points, i.e. π
(
K(Tcm(tl)X̃i)3×1

)
↔ π

(
K(Tcm(tl−1)X̃i)3×1

)
. This enables to

keep the individual histograms temporally consistent. Whenever a model vertex

projects onto the contour for the first time, its histograms are initialized from the

local region around its center in the current frame. Otherwise, if its histograms

already contain information from any previous frame, they are updated as

P (y|Mfi) = (1− αf )P tl−1(y|Mfi) + αfP
tl(y|Mfi),

P (y|Mbi) = (1− αb)P tl−1(y|Mbi) + αbP
tl(y|Mbi),

in analogy to (4.6). In practice, the key idea to efficiently build and update the

localized appearance model is to process each histogram region Ωj
i in parallel on the

CPU using the Bresenham algorithm [Bre77] to scan the pixels of the corresponding

circles. Since the localized model captures spatial variations a lot more precisely than

the global model, experiments have shown that higher learning rates of αf = 0.1

and αb = 0.2 can be used, enabling much faster adaptation to dynamic changes.

Based on the results presented in [HH16], in the following a histogram region radius

of r = 40 px is used regardless of the object’s distance to the camera.

A fixed radius is used because for continuous tracking one can only compute the seg-

mentation within the histogram regions belonging to the silhouette in the previous

frame. Thus, in cases of fast translational movement of the object or rotation of the

camera it is possible that the object in the current frame projects entirely outside

the previous histogram regions. This becomes more likely for smaller histogram

radii. Therefore, if the radius shrinks with distance to the camera, the object is

more likely to get lost at greater distances. Non-overlapping histogram regions in

case of close distances and sparse surface sampling hardly influence the reliability

of the proposed approach.

The other extreme case is when the object is so far away that all histograms overlap.

Here the discriminability of the appearance model is reduced since all pixels then lie

within all histograms. The segmentation model then acts like the global approach

constrained to a local region around the silhouette extended by the histogram radius.

However, this is still better than the original global model and to be preferred over
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the increased risk of losing the object easily with smaller radii.

In [TSS17] it has furthermore been shown that computing the average energy (4.8)

over all local regions Ωi potentially suffers from the same segmentation problems

locally as the previous approach based on the global appearance model. This is be-

cause each individual local energy Ei (4.7) again is only influenced by the posteriors

Pfi and Pbi computed from a single local foreground and background histogram.

More robust result can be obtained by computing the average posteriors from all

local histograms instead as

P̄f (x) =
1∑n

i=1 Bi(x)

n∑
i=1

Pfi(x)Bi(x),

P̄b(x) =
1∑n

i=1 Bi(x)

n∑
i=1

Pbi(x)Bi(x),

and use these within (4.2). This thereby leads to a slightly different energy formu-

lation, changing (4.2) into

Erb(ξ) = −
∑
x∈Ω

log
(
He(Φ(x(ξ)))P̄f (x) + (1−He(Φ(x(ξ))))P̄b(x)

)
, (4.10)

which will be used in the following for the proposed region-based pose tracking and

detection approach. Although this may seem like a minor change, experiments have

shown that it leads to a significant increase in robustness and accuracy for both pose

tracking and detection in cluttered scenes.

In [TSS17] the performance of the different appearance models was compared exper-

imentally. In the first experiment the approaches were evaluated for pose tracking

without loss detection in a semi-synthetic image sequence that allows to compare

with ground truth pose information (see Figure 4.9). More details on how such se-

quences are created are given in Section 4.8.1. In this case a textured driller model

provided in the public single instance pose detection data set of [HLI+12] was used.

Here, the proposed approach using tclc-histograms within (4.10) was compared to

that of [TSS16] using global histograms, localized histogram segmentation without

temporal consistency (i.e. [HH16] with the pose optimization strategy of [TSS16])
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Figure 4.9: Top: Results of a semi-synthetic ground truth pose tracking experiment
(1st row: virtually augmented input images with coordinates axes. 2nd row: Result
of [TSS16] (red), tracking without temporal consistency (blue) and tclc-histograms
within (4.8) (magenta). 3rd row: The proposed tclc-histograms within (4.10) (or-
ange).). Bottom: Determined pose parameters. Plot colors correspond to mesh
colors drawn in the example frames with respect to the algorithm used. The red
and blue vertical lines between the frames and in the plots mark the tracking losses
of the respective approaches.

as well as tclc-histograms used within (4.8) instead of (4.10).

The results show that the global segmentation leads to a tracking loss as soon as

the object moves close to a background region that is similarly dark as the tip of

the driller (e.g. frame 122), even though the tip itself is not near it. Next, localized

segmentation without temporal consistency gets stuck in another driller of similar

color present in the background while moving across it (e.g. frame 426) eventually

also leading to a tracking loss. The proposed method (4.10) as well as the one

using (4.8) are able to successfully track the object in the whole sequence. Here (4.8)

suffers twice from silhouette pose ambiguities for rotation (e.g. frame 640 and 869)

while this only happens once (e.g. frame 869) for the proposed method. Before

this ambiguity occurred the difference to ground truth of the proposed approach

for translation (tx, ty, tz) is (1.2 ± 0.9 mm, 1.3 ± 1.1 mm, 7.5 ± 5.7 mm) and (2.3 ±
2.3◦, 1.3 ± 1.2◦, 1.1 ± 2.0◦) measured for the Euler angles (α, β, γ) describing the
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Figure 4.10: Results in the real image sequence (colors match Figure 4.9). 1st row:
Tracking failure of [TSS16] (left) and local segmentation without temporal consis-
tency (right) in the beginning. 2nd row: RGB input frames. 3rd row: The proposed
tclc-histograms within (4.8). 4th row: The proposed tclc-histograms within (4.10).

rotation around the (Xc, Yc, Zc) axes of the camera.

The second experiment demonstrates the performance for both tracking and detec-

tion in a real image sequence (see Figure 4.10). Here, the same 3D model as in

the first experiment was used to estimate the pose of an identically constructed real

driller held in hand. The sequence contains a cluttered background including an-

other driller similar in shape and color in the background, complex motion of both

the camera and the object, partial and total occlusion. Furthermore, the driller was

equipped with a drill bit that is not part of the 3D model.

For evaluation tracking loss detection and pose recovery (see Section 4.6.2 for details)

were enabled for the method using tclc-histograms within both energy functions.

Note that pose detection is not possible without temporal consistency and was not

included by [TSS16]. In this scene the global model does not provide a sufficient

segmentation to initially estimate the pose due to the large amount of background

clutter and gets lost immediately. The localized segmentation model without tem-

poral consistency again struggles with the background clutter and also gets lost at

the beginning of the sequence. While rotating the driller 360◦ in hand the approach

using tclc-histograms within (4.8) gets lost at one point (e.g. frame 782) and is not

able to recover until the rotation is complete and the side of the driller that was pre-

viously tracked becomes visible again (e.g. frame 922). At the end of the sequence
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the driller is totally occluded leading to a tracking loss from which the proposed

method successfully recovers regardless of the energy used. A second loss occurs

caused by moving the driller outside the field of view of the camera and moving it

back in in an upside down pose. This time, pose detection using (4.10) successfully

recovers while (4.8) leads to a misalignment which is characteristic for the results of

the comprehensive pose detection experiment in Section 4.8. These two exemplary

experiments overall demonstrate the effectiveness of the proposed appearance model

using tclc-histograms. It is significantly more robust towards background clutter,

partial occlusions and illumination changes than comparable previous solutions.

4.5 Efficient Pose Optimization

Traditionally cost functions of the form (4.10) have been optimized using gradient

descent – see for example [PR12] or [HH16]. In comparison to second-order (New-

ton) methods, this has several drawbacks: Firstly, one has to determine suitable

time step sizes associated with translation and rotation. Too small step sizes lead

to often very slow convergence, too large step sizes easily induce oscillations and

instabilities (as explained in Section 2.3.1). Secondly, convergence is typically not

as robust and rather slow making the technique less suitable for accurate and robust

tracking in real-time. In particular, employing line-search strategies to determine

the optimal step size are inefficient in this context. This is because evaluating (4.10)

and computing its gradient both requires rendering Is and computing Φ which are

quite costly operations. Therefore, a pure function evaluation is computationally

demanding similar to calculating its gradient and should thus be avoided.

Applying a second-order optimization scheme such as Gauß-Newton, on the other

hand, is not straightforward because the cost function (4.10) is not in the classical

form of a nonlinear least-squares problem. Calculating the Hessian matrix in order

to determine the step size within a quasi-Newton approach can be done with an

acceptable increase of runtime. However, experiments proved it to be numerically

unstable, as commonly reported in literature. In [TSSC18], a novel strategy was

developed to circumvent these issues which is based on rewriting the original problem

in form of a re-weighted nonlinear least-squares estimation as shown in the following.
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4.5.1 Derivation of a Gauß-Newton Strategy

The cost function in (4.10) can be written compactly as

Erb(ξ) =
∑
x∈Ω

rrb(x, ξ),

where

rrb(x, ξ) = − log
(
He(Φ(x(ξ)))P̄f (x) + (1−He(Φ(x(ξ))))P̄b(x)

)
.

Unfortunately, this is not in the traditional form of a nonlinear least-squares esti-

mation problem for which the Gauß-Newton algorithms is applicable. However, this

expression can simply be rewritten as a nonlinear weighted least-squares problem of

the form

Erb(ξ) =
1

2

∑
x∈Ω

ψ(x)rrb(x, ξ)
2, with ψ(x) =

1

rrb(x, ξ)
. (4.11)

To optimize this cost function, one can apply the technique of iteratively re-weighted

least-squares estimation which amounts to solving the above problem for fixed

weights ψ(x) by means of Gauß-Newton optimization and alternatingly updating

the weights ψ(x). Over the iterations, these weights will adaptively re-weight re-

spective terms.

In the fixed-weight assumption, the energy gradient of (4.11) is given by

∇Erb(ξ) =
1

2

∑
x∈Ω

(
ψ(x)

∂rrb(x, ξ)
2

∂ξ

)>
=
∑
x∈Ω

(
ψ(x)rrb(x, ξ)

∂rrb(x, ξ)

∂ξ

)>

=
∑
x∈Ω

(
∂rrb(x, ξ)

∂ξ

)>
,

(4.12)

since ψ(x)rrb(x, ξ) = 1. Accordingly the Hessian is given by

∇2Erb(ξ) =
∑
x∈Ω

ψ(x)

((
∂rrb(x, ξ)

∂ξ

)>
∂rrb(x, ξ)

∂ξ
+ rrb(x, ξ)

∂2rrb(x, ξ)

∂ξ2

)
.

As described in Section 2.3.3, the Gauß-Newton algorithm then emerges based on
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the assumption that rrb is linear in ξ (i.e. ∂2rrb/∂ξ2 ≈ 0), giving

∇2Erb(ξ) ≈
∑
x∈Ω

ψ(x)

(
∂rrb(x, ξ)

∂ξ

)>
∂rrb(x, ξ)

∂ξ
, (4.13)

by dropping the second-order derivative of the residual rrb . Denote the 1×6 Jacobian

of rrb at the current pose i.e. ξ0 = 0 by

Jrb(x, ξ0) =
∂rrb(x, ξ)

∂ξ

∣∣∣∣
ξ0

∈ R1×6. (4.14)

Under the above assumptions the second-order Taylor expansion of the cost function

Erb is given by

Erb(ξ0 + ∆ξ) ≈ Erb(ξ0) +
∑
x∈Ω

Jrb(x, ξ0)∆ξ +
1

2

∑
x∈Ω

ψ(x)∆ξ>Jrb(x, ξ0)>Jrb(x, ξ0)∆ξ,

which leads to the optimal Gauß-Newton update step of

∆ξt = −

(∑
x∈Ω

ψ(x)Jrb(x, ξ0)>Jrb(x, ξ0)

)−1∑
x∈Ω

Jrb(x, ξ0)>. (4.15)

Note that the only difference to the Gauß-Newton-like step of [TSS16] are the weight-

ing terms ψ(x) in the approximated Hessian matrix. Including them, however, leads

to an additional improvement of the convergence properties i.e. the tracking robust-

ness (see Section 4.8).

In [TSS16] the advantages of the Gauss-Newton-like second-order strategy in com-

parison to the first-order gradient descent method of the original PWP3D [PR12]

were demonstrated. Essentially, the true Gauss-Newton optimization proposed here

has similar convergence properties as the previous Gauss-Newton-like one. There-

fore, here two exemplary experiments from [TSS16] are included in order to illustrate

the general difference between first-order and second-order optimization in this con-

text.

The two corresponding real image sequences were pre-recorded at 50 Hz. Here, both

methods were using the global appearance model for image segmentation. The
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Figure 4.11: Top: Result of the squirrel pose tracking experiment (1st row: in-
put images, 2nd row: Result of PWP3D [PR12] (red), 3rd row: Result of [TSS16]
(orange)). Bottom: Determined pose parameters. Plot colors correspond to mesh
colors drawn in the example frames with respect to the algorithm used.

implementation of [TSS16] was able to track the single object in real-time in both

sequences while the original implementation of PWP3D (with GPU support) needed

about 60 – 80 ms per frame on the same laptop. In order to neglect the influence of

the runtime on the frame rate and the resulting pose difference between consecutive

frames, all sequences were post-processed at full frame rate by both algorithms. For

PWP3D eight optimization iterations were used since this would enable at least

20 – 25 Hz when using more powerful hardware according to [PR12]. While the

implementation of [TSS16] was used with the same settings and number of iterations

throughout, all four step sizes of PWP3D had to be adjusted individually for both

sequences in order to achieve the best results.

In the first experiment the camera was moved around in a scene for tracking a

stationary squirrel figurine (Figure 4.11). Here, it was endeavored to generate fast

rotational motion at different distances between camera and object. The results

show how much the step sizes in PWP3D depend on the distance to the camera. On
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Figure 4.12: Results of the screwdriver pose tracking experiment. The visualization
of the tracking results is analogous to Figure 4.11.

one hand, if the distance becomes too small, the step sizes are too large and the pose

starts to oscillate (e.g. frames 150–230). On the other hand, if the distance between

the object and the camera increases the overall optimization quality degrades, re-

sulting in the step sizes to be too small to reach the minimum (e.g. starting around

frame 280).

In contrast, the method presented in [TSS16] performed visually pleasing through-

out the whole sequence. If the step sizes of PWP3D suit the distance, both meth-

ods perform equally well, which shows that the Gauß-Newton-like approach does

not degrade the tracking quality (e.g. frames 20–150). At initialization the Gauß-

Newton-like method always converged within the first three frames (18 iterations)

while PWP3D needed at least about 12 frames (96 iterations) until alignment.

In the second experiment a hand held screwdriver was tracked while it moved in

front of the stationary camera (Figure 4.12). The sequence contains a challenging

full 360◦ turn around the Xm-axis of the screwdriver that shows the advantage of

using twist coordinates for pose parametrization instead of a translation vector and a

decoupled unit quaternion as used in PWP3D (frames 180–400). Here, the rotation
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step size for PWP3D was set to a large value such that it was close to oscillating

(e.g. frames 105–150) since this produced the best overall results.

While the method of [TSS16] was able to correctly track this motion, PWP3D fails to

determine the rotation of the object despite the large step size for rotation. Starting

at around frame 450, the screwdriver was moved closer towards the camera, leading

to a tracking loss of PWP3D at frame 586. Here the method of [TSS16] remained

stable even though both methods suffer from the global segmentation model, due to

the heterogenous appearance of the screwdriver and when it gets occluded by the

hands.

4.5.2 Computation of the Derivatives

The per pixel Jacobian term of (4.14) is computed by applying the chain-rule as

Jrb(x, ξ0) = − P̄f (x) + P̄b(x)

He(Φ(x))(P̄f (x)− P̄b(x)) + P̄b(x)
δe (Φ(x))

∂Φ(x)

∂x

∂x(ξ)

∂ξ

∣∣∣∣
ξ0

, (4.16)

where δe is the smoothed Dirac delta function corresponding toHe (see Section 4.3.2).

The derivatives of Φ(x) with respect to a pixel x are computed as the transposed

2D image gradient

∂Φ(x)

∂x
=
[
∂Φ(x)
∂x

, ∂Φ(x)
∂y

]
=

[
∇xΦ

∇yΦ

]>
=

[
Φ(x+1,y)−Φ(x−1,y)

2
Φ(x,y+1)−Φ(x,y−1)

2

]>
∈ R1×2, (4.17)

simply calculated from central differences. By again performing piecewise lineariza-

tion of the matrix exponential exp(ξ̂) in each iteration, according to (2.40) the

derivatives of the pixel coordinates x at ξ0 are computed as

∂x(ξ)

∂ξ

∣∣∣∣
ξ0

=

[
fx
Zc

0 −Xcfx
Z2
c

0 fy
Zc
−Ycfy

Z2
c

] 0 Zc −Yc 1 0 0

−Zc 0 Xc 0 1 0

Yc −Xc 0 0 0 1

 ∈ R2×6, (4.18)

with Xc = [Xc, Yc, Zc]
> = (T tcmX̃m)3×1. In case of this region-based approach the re-

spective 3D surface points per pixel can be efficiently recovered with help of a depth
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Id

(a)

Ird

(b)

Figure 4.13: The two depth map types used within the proposed approach, where
brighter pixels are closer to the camera. The regular depth map Id corresponding to
the closest surface points (a). The reverse depth map Ird corresponding to the most
distant surface points (b).

map Id corresponding to Is that are both rendered in each iteration. Given Id, for

all pixels x ∈ Ωf the coordinates are computed via back-projection as Xc(Id,x) ac-

cording to (2.33). For all pixels x ∈ Ωb, Xc is computed as Xc(Id, c) = D(Id, c)K−1c̃

where c = arg minc∈C ‖c− x‖2 is the closest contour pixel to x (see Section 4.3.1).

In [PR12] it has been shown that it is beneficial to not only consider the points on

the surface closest to the camera but also the most distant ones (at the rear of the

object) for pose optimization. In order to obtain the respective coordinates for each

pixel, an additional so-called reverse depth map denoted by Ird is computed (see

Figure 4.13). It is obtained by inverting the OpenGL depth check used to compute

the corresponding Z-buffer. Given Ird , the most distant surface point Xc(I
r
d ,x)

corresponding to a pixel x is then also recovered via back-projection as Xc(I
r
d ,x) =

D(x, Ird)K−1x̃, ∀x ∈ Ωf and Xc(I
r
d ,x) = D(c, Ird)K−1c̃,∀x ∈ Ωb.

In the proposed implementation the approximated Hessian (4.13) and the gradi-

ent (4.12) of the energy needed for the parameter step (4.15) are calculated in par-

allel for each row of pixels on the CPU. Here, each thread calculates its own sums

over ψ(x)(Jrb(x, ξ0))>Jrb(x, ξ0) and Jrb(x, ξ0) which are finally added up in the main

thread. Following PWP3D, for each pixel both Jacobian terms with respect to the
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coordinates of Xc(Id,x) as well Xc(I
r
d ,x) are added.

In order to increase the convergence speed, the iterative pose optimization is com-

puted in a hierarchical coarse to fine approach. This also makes the tracking more

robust towards fast movement or motion blur. Details on this multi-level strategy

are given in Section 4.6.1.

4.5.3 Initialization

During successful tracking, for every new frame I(tl) the optimization starts at the

previously estimated pose, i.e. T 0
cm(tl) = Tcm(tl−1). In the current system the whole

tracking process for a previously unseen object is initialized manually. For this, the

3D model is rendered as an overlay to the live camera feed using a pre-defined initial

pose T 0
cm(t0). The user is then required to roughly align this mask with the object

in the scene. On initialization, the silhouette mask along with the current camera

image are used to calculate the initial tclc-histograms that provide the pixel-wise

posterior segmentation for the first pose optimization.

However, during successful tracking, from the more perspectives the object is be-

ing seen the more tclc-histograms get filled with information due to the temporal

consistency update strategy. As shown in [TSS17], once initialized, tclc-histograms

can act as an object descriptor for pose detection based on template matching (see

Section 4.6.2). This strategy works particularly well for pose recovery from tem-

porary tracking loss e.g. caused by massive occlusion or if the object leaves the

camera’s field of view. This detection strategy can also be used to start tracking in

the first place. For this, when available, previously filled tclc-histograms (with help

of manual initialization) are loaded in the beginning for bootstrapping the system.

4.6 Pose Tracking and Detection

Current region-based pose estimation systems (including the one presented in this

work) are too computationally demanding to perform tracking by detection at real-

time frame rates. Therefore, the proposed solution based on tclc-histograms is a



142 Region-based Pose Estimation

1st level
(640× 512 px)

I Is

Id Φ

2nd level
(320× 256 px)

3rd level
(160× 128 px)

Figure 4.14: A visualization of the three-level image pyramid used for coarse-to-
fine pose optimization. Here shown at all three levels are the input RGB camera
image I, the rendered silhouette mask Is and depth map Id as well as the level-set
Φ visualized in the ±8 px band around the contour (grey pixels).

hybrid between so-called coarse-to-fine pose tracking (Section 4.6.1) and template

matching strategy for pose detection (Section 4.6.2) to recover from tracking losses.

It is thus the first level-set-based pose estimation approach to address the problem

of pose detection. For this, a unique similarity measure (4.10) is used for both

template matching and pose optimization.

4.6.1 Hierarchical Pose Tracking

For frame-to-frame tracking the iterative pose optimization of Section 4.5 is per-

formed hierarchically within a three level image pyramid generated with a down-

scale factor of 2 (see Figure 4.14). For this, each new camera frame is scaled down

to all pyramid levels in the beginning before pose optimization. Accordingly, in each

iteration the silhouette mask Is and the depth maps Id and Ird are rendered with the

respective image resolution using the current updated pose T tcm. Here, hierarchi-

cal rendering is achieved by simply adjusting the width and height of the OpenGL

viewport according to the current pyramid level. The 3rd level thereby corresponds
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to the camera matrix 1/4K, the 2nd to 1/2K and the 1st to K, with

1/nK
.
=


fx
n

0 cx
n

0 fy
n

cy
n

0 0 1


used to compute the respective derivatives.

In the proposed real-time implementation, first four iterations are performed on

the third, followed by two iterations on the second and finally a single iteration

on the first level i.e. the original full image resolution. The number of iterations

per level can of course be increased for offline applications in order to improve

the pose accuracy for fast motion even further. Regardless of the pyramid level

the Heaviside function He(Φ(x)) (4.3) is used with s = 1.2. Therefore, the pose

optimization only needs to be performed within a band of ±8 px around each contour

C i.e. ∀x ∈ Ω with Φ(x) ∈ [−8, 8]. For other distances the corresponding Dirac delta

value δe(Φ(x)) (4.4) vanishes (see Figure 4.4). Since δe scales all other derivates per

pixel (see (4.16)), those outside this narrow band have a neglectable influence on

the overall optimization.

4.6.2 Template Matching-based Pose Detection

For each frame, Erb (4.10) is evaluated after pose optimization. If Erb/|Ω| > et, where

et is a prescribed threshold, the tracking is considered to be lost. Especially for

a handheld object, no assumptions can me made about the pose when it becomes

visible again, for example, when it is moved outside the field of view and back in

from a different side or held upside down. Once the tracking has been lost, a full

search is therefore performed for the object and its current pose in each subsequent

frame until pose recovery.

The proposed strategy for re-localization is generally related to current state of

the art template matching-based pose detection methods [HLI+12, HCI+12, RT13,

KHKH16]. A template view consists of a Heaviside representation He(Φ) of a con-

tour C obtained from a specific pose and an associated set of tclc-histograms along
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Figure 4.15: The template views used for pose detection. Left: A subdivided icosa-
hedron generates the outer plane rotation of the template views. Red dots indicate
vertices corresponding to the base templates, blue dots indicate those provided by
subdivision used for the neighboring templates. Right: An example base template
visualized by the corresponding He(Φ) (grey pixels) with the local histogram regions
depicted (colored circles) along the contour.

it. Here, the orientation of the so-called base templates is given by one of the twelve

corner vertices of an icosahedron, defining the outer image plane rotation α and β

using Euler angles (see Figure 4.15). The base templates are augmented with four

different rotations within the image plane, using 0◦, 90◦, 180◦ and 270◦ for γ. In

order to cover different scales, each of these 48 base orientations is used to generate

a template at a close, an intermediate and a far distance to the camera, resulting in

overall 144 base templates. As soon as all histograms corresponding to a template

have been filled, either during a dedicated training stage or regular tracking, the

template can be used for re-localization.

The 2D template matching starts at an additional 4th level of an image pyramid

(e.g. 80×64 px resolution) that is exclusively used for pose detection. Here an ex-

haustive search is performed for all base templates by evaluating (4.10) in a sliding-

window approach across the image. This first matching step is split into two stages

in order to reduce the number of function evaluations and thereby improve the run-
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time. The relatively wide basin of convergence for in-plane translation of (4.8) and

(4.10) (see [HH16] for a detailed analysis) allows to use a stride of four pixels in the

first stage to get a rough estimate of the best matching 2D location of each base

template.

In the second stage, this location is refined considering all pixels in a 5 × 5 neigh-

borhood around the coarse estimate. Here, both stages of sliding-window searches

are performed in parallel per base template on the CPU. Inspired by the gradient

response maps of LINE-2D [HCI+12], in [TSS17] posterior response maps have been

introduced. They are a novel image representation based on tclc-histograms, that

allow to skip image regions within template matching by a rough statistical pixel-

wise foreground or background membership decision. For this, a posterior response

map Ip is a binary representation of the current camera image I (see Figure 4.16)

defined as

Ip(x)
.
=

1 if P̄f∗(x) > P̄b∗(x)

0 else
, ∀x ∈ Ω,

with

P̄f∗(x) =
1

n

n∑
i=1

Pfi(x) and P̄b∗(x) =
1

n

n∑
i=1

Pbi(x),

being the average posterior probabilities over all histograms regardless of the pix-

els’ locations, computed from (4.9). Note, that in a practical implementation the

computation of Ip can be vastly speeded up by using a look-up table. Given this

representation, the binary overlap between the silhouette mask Is of a template at

each potential 2D matching location and Ip can be computed. If this intersection is

less than 50% of the area of Ωf , this location is skipped directly without evaluating

the energy function, which reduces the number of necessary computations.

To further refine the orientation, the search continues in the next higher resolu-

tion of the image pyramid (160×128 px). For this, two out of three distances per

base templates are discarded by keeping only that with the best matching score.

For the remaining base templates the matching score of the so-called neighboring

orientation templates is computed at the previously estimated 2D location of its

corresponding base template. This is again performed in parallel per base template

on the CPU. These neighboring templates were generated at the corner vertices
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Figure 4.16: Examples of posterior response maps computed during pose detection
for a bright homogeneous (top row of image pairs) and a dark heterogenous object
(bottom row of image pairs). On the left is an input image of the respective object at
full resolution (top) with a visualization of the tracked pose (bottom). On the right
of that are some input images I at the 4th pyramid level used for pose detection
(top) and the corresponding posterior response maps Ip (bottom), shown upscaled
to match the first image.

resulting from sub-dividing the icosahedron (see Figure 4.15) in order to finer sam-

ple the outer plane rotation. They are augmented with twelve in-plane rotations

of 0◦, 30◦, . . . , 330◦. Each base template is associated with eighteen neighboring

templates in the next pyramid level. These include itself and those corresponding

to the five closest vertices of the subdivided icosahedron, each with the same in-

plane rotation as the base template as well as those with ±30◦. The poses of the

four best matches of all neighboring templates are finally optimized as described in

section 4.6.1 with three times as many iterations as used for tracking.

If Erb/|Ω| corresponding to one of these optimized template poses is smaller than the

threshold et, the re-localization is considered successful and it is switched back to

frame-to-frame tracking. Increasing the value of et thus results in both the tracking

and re-localization to be more tolerant to slight misalignment and false positive

detections. This can help to improve the overall performance in case of heterogenous

objects and background clutter if continuity is more important than precision. For
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the experiments in Section 4.8 this threshold was chosen et ∈ [0.5, 0.6].

4.7 Extension to Multiple Objects

So far this chapter has only dealt with region-based pose estimation of a single

object. In the following it will be explained how the proposed approach can easily

be extended to tracking and detecting multiple objects simultaneously.

4.7.1 Extended Notation

In case of multiple objects, each is represented by its own 3D model, with corner

vertices Xj
i , j = 1, . . . ,m, where m is the total number of objects. Accordingly, the

individual poses are denoted by T jcm. Projecting all models into the image plane

yields a common segmentation mask Is : Ω → {0, . . . ,m}. In OpenGL this can

be obtained by rendering each model using a unique intensity corresponding to the

model index j. Thus the common Is contains m contours Cj that split the image

into multiple foreground regions Ωj
f ⊂ Ω and background regions Ωj

b = Ω \ Ωj
f (see

Figure 4.17).

For pose tracking and detection a separate energy function for each object is opti-

mized and evaluated, denoted by

Ej
rb(ξ

j) = −
∑
x∈Ω

log
(
He(Φ

j(x)(ξj))P̄ j
f (x) + (1−He(Φ

j(x)))P̄ j
b (x)

)
,

with its own level-set Φj and region membership probabilities P̄ j
f (x) and P̄ j

b (x)

computed from its individual set of nj tclc-histograms. Here nj gives the number

of vertices per model. Each such optimization is performed regardless of the other

objects as long as they do not occlude each other. However, in cases of mutual

occlusions, the foreground regions overlap, which results in contour segments that

do not belong to the actual silhouette of the objects (see again Figure 4.17). These
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I

(a)

Is

Ω1
f Ω2

f

Ωb

HC1

A
C2

(b)

P̄ 1
f (x)− P̄ 1

b (x)

(c)

P̄ 2
f (x)− P̄ 2

b (x)

(d)

Figure 4.17: An illustration of the multi-object tracking scenario. An input color
image I shows a driller lying behind a Buddha figurine (a). The estimated poses
allow to render a common silhouette mask Is. Here the segments of C1 that appear
due to the occlusion are marked red (b). Based on Is the corresponding per pixel
object segmentations (visualized as P̄ j

f (x) − P̄ j
b (x) > 0) are computed from the

respective tclc-histograms of both the driller (c) as well as the statue (d).

must be detected and handled appropriately during pose optimization as explained

in detail in the following Section 4.7.2.

This shows that for all formulas extending the proposed approach to multiple objects

is essentially done by adding the object index j. For the sake of clarity, the index j

will therefore be dropped again in the remainder of this chapter, unless absolutely

required.

4.7.2 Occlusion Handling

As previously shown in Figure 4.17, when tracking multiple objects simultaneously

mutual occlusions are very likely to emerge. These must be handled appropriately

on a per pixel level for pose optimization. In the proposed approach occlusions

can be detected with help of the common silhouette mask Is due to the Z-buffer

OpenGL. Thus, the respective contours Cj, computed directly from Is, can contain

segments resulting from occlusions that are considered in the respective signed dis-

tance transform. To handle this, for each object all pixels with a distance value

that was influenced by occlusion have to be discarded for pose optimization (see

Figure 4.18).

A straightforward approach as realized in [PR12] is to render each model’s silhou-



4.7. Extension to Multiple Objects 149

Φ1(x)

(a)

Φ2(x)

(b)

Figure 4.18: The two level-sets corresponding to C1 (a) and C2 (b) of Figure 4.17
visualized in the ±8 px band around the contours (grey pixels). Here the distance
values of Φ1(x) that are influenced by the occlusion of C1 are marked red (bright
inside and dark outside of Ω1

f ).

ette Ijs separately as well as the common silhouette mask Is. The signed distance

transforms Φj are then computed from the non-occluded Ijs , where Is is only used

to identify whether a pixel belongs to a foreign object region and thus has to be

discarded.

Although this strategy is easy to implement, it does not scale well with the number of

objects since all Ijs , I
j
d, (Ird)j, j = 1, . . . ,m and Is have to be rendered and transferred

to host memory in each iteration. In order to minimize rendering and memory

transfer, a different strategy can be used, that was originally presented in [TSS16].

There, the entire scene is rendered once per iteration and the common silhouette

mask Is and the respective depth-buffer Id are downloaded. The individual level-sets

Φj are then directly computed from Is. In addition to this, each model has to get

rendered once separately, only in order to obtain and download the individual reverse

depth buffers (Ird)j. This is not possible in a common scene rendering because the

reverse depths of the occluded object would overwrite those of the object in front.

By only using Is and Id the detection of pixels with a distance value that was

influenced by occlusion is split into two cases. For a pixel x ∈ Ωj
b outside of the

silhouette region i.e. Φj(x) > 0, it is first checked whether Is(x) equals another
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object index using the common mask rendering. If so, x is discarded if also the

depth at Id(x) of the other object is smaller than that of the closest contour pixel to

x, meaning that the other surface is actually in front of the current object (indicated

with dark red in Figure 4.18). For x ∈ Ωj
f inside of the silhouette region i.e. Φj(x) ≤

0, the same checks are performed for all neighboring pixels outside of Ωj
f to the closest

contour pixel to x. If any of these pixels next to the contour passes the mask and

depth checks, x is discarded (indicated with bright red in Figure 4.18).

4.8 Evaluation

In the following, a comprehensive experimental evaluation of the proposed region-

based approach will be given. Here, pose tracking and detection are evaluated

separately. Pose tracking is evaluated in the newly constructed RBOT dataset (see

Section 4.8.1), originally presented in [TSSC18]. The proposed pose detection strat-

egy was evaluated in the popular publicly available LINE-MOD dataset of [HLI+12].

For the proposed region-based method, the runtime not only depends on the number

of objects, but also on their distance to the camera (that impacts the number of

processed pixels) and their 3D models’ complexity (polygon count). These factors

hamper general performance measurements. Therefore, in the following the average

runtime will be given along with each of the numerous experiments. The proposed

implementation was run on a commodity laptop with an Intel Core i7 quad core

CPU @ 2.8 GHz and an AMD Radeon R9 M370X GPU.

4.8.1 The RBOT Dataset

The RBOT (Region-based Object Tracking) dataset was developed within the course

of this thesis. It is the first to address the common and important scenario in which

both the camera as well as the objects are moving simultaneously in cluttered scenes.

It thereby closed a gap in literature regarding previous publicly available datasets

for monocular 6DOF pose tracking of 3D objects as explained in the following.

There are several different aspects that can potentially be covered by an object
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pose tracking dataset. One important feature is the type and complexity of motion

included in the respective image sequences. Here, the type of motion refers to

whether they include either movement of only the camera, only the object or both

simultaneously. This is particularly important because it has a direct impact on

e.g. the intensity gradients (i.e. shading) inside the object region that depend on the

lighting in the scene and how quickly the background changes. Another aspect is

whether the light sources in the scene are moving. It is closely related to the case of

object motion but typically has an even stronger impact on the objects appearance

(e.g. self-shadowing). With regard to the previously discussed gradient-based image

features, it should also be considered to include both well-textured as well as weakly

textured objects. Datasets can furthermore contain a single or multiple objects,

occlusions, different amounts of background clutter and motion blur to simulate

common problems in real scenarios.

Another essential question when generating a dataset for passive object tracking

is how the ground truth pose information is obtained for each frame, since this is

basically a chicken-egg problem, as explained in Section 3.2.8. One popular and

straightforward approach is to render synthetic image sequences from artificial and

thus fully controllable 3D scenes. However, the resulting images often lack photo-

realism and require sophisticated rendering techniques and expert knowledge in 3D

animation. On the other hand, in case of real-data image sequences typically some

sort of fiducial markers are placed in the scene to provide a reference pose from all

perspectives independent of the rest of the scene. This requires the relative pose

between markers and object to remain static at all times. Datasets of this kind thus

often only contain motion of the camera unless markers are also attached to the

object which however changes its appearance in an unnatural and undesired way.

In the context of 6DOF object pose tracking a third, sort of intermediate strategy can

be applied, where semi-synthetic image sequences are created, combining advantages

of both previous solutions. Here, animated renderings of a realistically textured 3D

model are composed with a real image sequence providing for a background in

each frame. This technique has been used for the Rigid Pose dataset presented

in [PRDR13], which is considered most closely related to the proposed one. Here,

semi-synthetic stereo image pair sequences of six different objects are provided, each

available in a noise-free, a noisy and an occluded version. However, five out of the six
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(a) (b) (c) (d)

Figure 4.19: Example images extracted from different related pose tracking
datasets: Rigid Pose [PRDR13] (a), RGB-D Object Pose Tracking [CC13] (b),
OPT [WLT+17] (c) and [TTKK14] (d).

objects used within this dataset are particularly well textured. Also the objects are

rendered using a Lambertian illumination model without including any directional

light source, meaning that the intensity of corresponding pixels between frames

does not change. These renderings are furthermore simply pasted onto real images

without e.g. blurring their contours in order to smooth the transition between the

object and the background (e.g. Figure 4.19 (a)).

Then there is the RGB-D Object Pose Tracking dataset of [CC13] that contains

two real-data and four fully synthetic sequences including four different objects that

are static in the scene. However, ground truth information is only provided for the

four synthetic sequences which were primarily designed for depth-based tracking.

Here, apart from the respective object itself the rest of the scene is very simple

and completely texture-less, which is why the resulting RGB color images look very

artificial overall (e.g. Figure 4.19 (b)).

Very recently the OPT dataset was presented in [WLT+17], being the most com-

plex 6DOF object pose tracking dataset yet. It contains multiple real-data RBG-D

sequences of six 2D patterns and six 3D objects that vary in texture and complexity.

The images were captured with a camera mounted on a robot arm that moves around

each single object at different speeds and varying lighting conditions. The dataset

thereby even covers scenarios with a moving light source and contains motion blur.

Despite its complexity the dataset does not include object motion, background clut-

ter or occlusions, since in all sequences the object is placed statically in front of an

entirely white background surrounded by a passive black and white marker pattern
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(e.g. Figure 4.19 (c)).

Lastly, there is the dataset of [TTKK14], that contains six real-data RBG-D se-

quences involving six different objects and partial occlusions. In each sequence

multiple static instances of the same object are placed on a cluttered table each

surrounded by a marker pattern (e.g. Figure 4.19 (d)). Therefore, the dataset also

only contains movement of the camera. Although this dataset does provide test se-

quences of consecutive video frames, it was primarily designed for the task of 6DOF

object pose detection. In that case the object pose is supposed to be recovered

from only a single image as opposed to an image sequence in case of pose tracking.

Other pose detection datasets (e.g. the LINE-MOD dataset of [HLI+12]) typically

do not contain any consecutive frames at all and can therefore not be used for pose

tracking, although the two tasks are strongly related.

To summarize, there are currently only a few datasets that have been created explic-

itly for the task of monocular 6DOF pose tracking. Of those available, [PRDR13,

CC13, TTKK14] are relatively small and do not cover many of the initially men-

tioned aspects. The most complex dataset currently available [WLT+17] unfortu-

nately neither simulates scenarios in which both the object and the camera are

moving (e.g. a hand-held object in a cluttered environment), which is targeted in

this work.

Thus in [TSSC18] the novel large semi-synthetic RBOT dataset was proposed, that

covers most of the previously mentioned important aspects. It was made publicly

available for download under: http://cvmr.mi.hs-rm.de/research/RBOT. It com-

prises a total number of eighteen different objects, all available as textured 3D

triangle meshes. In addition to a model of a squirrel clay figurine, a selection of

twelve models from the LINE-MOD dataset [HLI+12] and five from the Rigid Pose

dataset [PRDR13] were included, as shown in Figure 4.20.

For each model, four variants of a semi-synthetic image sequence were generated

with increasing complexity (see Figure 4.21). The first regular variant contains a

single object rendered with respect to a static point light source located above the

origin of the virtual camera. This simulates a moving object in front of a static

camera. The second variant is the same as the first but with a dynamic light source

in order to simulate simultaneous motion of both the object and the camera. The
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Ape� Baking Soda� Bench Vise� Broccoli Soup� Camera� Can� Cat� Clown� Cube�

Driller� Duck� Egg Box� Glue� Iron� Koala Candy� Lamp� Phone� SquirrelF

Figure 4.20: An overview of all eighteen models included in the RBOT dataset.
The well-textured models from the Rigid Pose tracking dataset [PRDR13] are
marked with� and the weakly-textured models from the LINE-MOD detection
dataset [HLI+12] are marked with�. Here all models are displayed with the same
pose for scale comparison.

images in the third variant were also rendered with respect to the moving light

source and further distorted by adding artificial Gaussian noise. Finally, the fourth

variant contains an additional second object (the squirrel) which orbits around and

thus frequently occludes the first object. These multi-object sequences also include

the dynamic light source.

Regardless of the object and the variant, the model renderings were animated us-

ing the same pre-defined trajectory of continuous 6DOF motion in all sequences.

Also, always the same background video was used for compositing. This video was

recorded while moving a hand-held camera arbitrarily in a cluttered desktop scene.

In order to increase the realism of the semi-synthetic images, the models were ren-

dered with anti-aliasing and the object regions were blurred in the composition using

a 3 × 3 Gaussian kernel. The latter in particular smooths the transition between

the object and the background making it blend more realistically with the rest of

the scene. Each sequence contains 1001 RGB frames of 640 × 512 px resolution,

where the first is typically used for initialization. This makes a total number of

72000 = 18 · 4 · 1000 color images that can be used to evaluate monocular pose

tracking algorithms. For each frame the ground truth poses are provided for the

two objects along with the intrinsic camera matrix used for rendering which was
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(a) (b) (c) (d)

Figure 4.21: An example frame from the RBOT dataset with the duck model in
the four different variants: the regular (a), the dynamic light (b), the noisy (c) and
multi-object version (d) with occlusions. Visually comparing the regular with the
dynamic light version clarifies the impact of the lighting aspect on the appearance
of the object region.

obtained from calibrating the camera that recorded the background video.

4.8.2 Tracking Results in the RBOT Dataset

Let the sequence of ground truth poses be denoted by T jgt(tk), composed of Rj
gt(tk)

and tjgt(tk) with k = 0, . . . , 1000. Starting at T jcm(t0) = T jgt(t0), for each subsequent

frame the tracking error is computed separately for translation ejk(t) = ‖tjcm(tk) −
tjgt(tk)‖2 and rotation

ejk(R) = cos−1

(
trace(Rj

cm(tk)
>Rj

gt(tk))− 1

2

)
,

for each object to evaluate the tracking success rate. If ejk(t) is below 5 cm and ejk(R)

below 5◦, the pose is considered to be successfully tracked, in relation to [SGZ+13].

Otherwise if one of the errors is not within its boundaries, the tracking is considered

to be lost and reset to the ground truth pose by T jcm(tk) = T jgt(tk). In the cor-

responding experiments the multi-object sequences were evaluated in two different

ways. Here, either only the pose of the first (varying) object or both of them (the

varying object and the occluding squirrel) are tracked. When tracking only one of

the objects, the occurring occlusions are here referred to as unmodelled. These are

much harder to handle than modelled occlusions, where the pose and geometry of
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Regular
[TSS17] 62.1 30.5 95.8 66.2 61.6 81.7 96.7 89.1 44.1 87.7 74.9 50.9 20.2 68.4 20.0 92.3 64.9 98.5

[TSSC18] 85.0 39.0 98.9 82.4 79.7 87.6 95.9 93.3 78.1 93.0 86.8 74.6 38.9 81.0 46.8 97.5 80.7 99.4

Dynamic Light
[TSS17] 61.7 32.0 94.2 66.3 68.0 84.1 96.6 85.8 45.7 88.7 74.1 56.9 29.9 49.1 20.7 91.5 63.0 98.5

[TSSC18] 84.9 42.0 99.0 81.3 84.3 88.9 95.6 92.5 77.5 94.6 86.4 77.3 52.9 77.9 47.9 96.9 81.7 99.3

Noisy + [TSS17] 55.9 35.3 75.4 67.4 27.8 10.2 94.3 33.4 8.6 50.9 76.3 2.3 2.2 18.2 11.4 36.6 31.3 93.5

Dynamic Light [TSSC18] 77.5 44.5 91.5 82.9 51.7 38.4 95.1 69.2 24.4 64.3 88.5 11.2 2.9 46.7 32.7 57.3 44.1 96.6

Unmodelled [TSS17] 55.2 29.9 82.4 56.9 55.7 72.2 87.9 75.7 39.6 78.7 68.1 47.1 26.2 35.6 16.6 78.6 50.3 77.6

Occlusion [TSSC18] 80.0 42.7 91.8 73.5 76.1 81.7 89.8 82.6 68.7 86.7 80.5 67.0 46.6 64.0 43.6 88.8 68.6 86.2

Modelled [TSS17] 60.3 31.0 94.3 64.5 67.0 81.6 92.5 81.4 43.2 89.3 72.7 51.6 28.8 53.5 19.1 89.3 62.2 96.7

Occlusion [TSSC18] 82.0 42.0 95.7 81.1 78.7 83.4 92.8 87.9 74.3 91.7 84.8 71.0 49.1 73.0 46.3 90.9 76.2 96.9

Avg. Runtime [TSSC18] 15.5 15.7 20.3 16.6 17.4 18.9 16.9 15.9 16.8 19.4 15.7 16.8 16.1 19.1 16.5 21.8 17.6 19.1

Table 4.1: Tracking success rates (in %) of the proposed method of [TSSC18] in
comparison to that of [TSS17] in the RBOT dataset. In the last row furthermore
the average runtimes of the proposed approach are denoted (in ms) measured across
the first three variants. These experiments confirm that the systematic derivation
of a Gauß-Newton optimization suggested in Section 4.5.1 leads to a significant
performance improvement over [TSS17] for almost all objects.

the occluding object is known, in case of tracking both objects. Here, such modelled

occlusions were considered using the approach described in Section 4.7.2.

Table 4.1 presents the tracking success rates of the proposed method using tclc-

histograms and the true Gauß-Newton optimization [TSSC18] compared to the

method in [TSS17] using the Gauß-Newton like strategy for all sequences in all vari-

ants. Other methods such as PWP3D [PR12] or [HH16] were not included, because

previous experiments indicated that they would not perform competitively in such

a complex dataset (see again e.g. Figure 4.9 and Figure 4.11). The results show

that the re-weighted Gauß-Newton optimization outperforms the previous Gauß-

Newton-like strategy in most cases by a large margin.

The experiments also demonstrate the robustness of the appearance model based on

tclc-histograms towards a moving light source. For both methods, compared to the

regular scenario, the performance often even improves in the dynamic light variant

and hardly deteriorated otherwise. However, it can also be seen that both approaches

perform significantly worse for objects with ambiguous silhouettes (e.g. Baking Soda,

Glue and Koala Candy) and struggle more with image noise in case of objects of a

less distinct color (e.g. Camera, Can, Cube, Egg Box etc.).
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4.8.3 Detection Results in the LINE-MOD Dataset

The performance of the re-localization strategy of Section 4.6.2 was evaluated ex-

perimentally in [TSS17]. Here it was compared to using the localized energy (4.10)

of [HH16] within the proposed strategy as well as LINE-2D [HCI+12] and the method

of [BMK+16]. For this, the popular so-called LINE-MOD single instance RGB-D

pose detection dataset of [HLI+12] was used, including 13 of the 15 provided models

(for two of the models no proper triangle mesh was given) and all corresponding

RGB color images. Here, the training stage of the tclc-histograms was simulated

for each model by projecting it with the given ground truth pose information in a

randomly picked subset of the test images. After this initialization, it was tried to

detect the pose of the object in the entire set of test images (around 1000 - 1200

per object). Figure 4.22 shows the results for each individual model trained with

25, 50, 100, 200 images using the proposed method.

Here, in relation to [BMK+16], four different error metrics were used to compare

the detected pose Tcm(tk) to the given ground truth Tgt(tk) in each image for com-

puting detection success rates. For the first metric the two silhouette projections

were computed using both Tcm(tk) and Tgt(tk) in order to determine the exact 2D

bounding boxes containing them. Here, the detection is considered successful if the

intersection over union (IoU) of these 2D bounding boxes is at least 50%. For the

second metric the average 2D projection error is computed as

eprojk =
1

n

n∑
i=1

‖xi (Tcm(tk))− ‖xi (Tgt(tk)) ‖2,

where a successful pose detection is counted, if eprojk is below 5 px. The third metric

was adopted from [HLI+12]. It is computed as

ediamk =
1

n

n∑
i=1

min
X′i, i=1,...,n

‖(Tcm(tk)X̃i)3×1 − (Tgt(tk)X̃
′
i)3×1‖2,

which is thereby invariant to rotation symmetries. Here, pose detection is considered

successful if ediamk ≤ 0.1diam, with diam being the the model diameter (i.e. the

largest distance between two points). Finally, the fourth metric is the same as
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Figure 4.22: Top: Examples of the pose detection experiment (1st row: Original in-
put images from the LINE-MOD dataset. 2nd row: Visual results of successful pose
detection (green outline) and failure cases (red outline) of the proposed method.).
Bottom: Detection scores of the proposed method separately visualized for each
model as well as the overall average of all models of the LINE-MOD dataset with
respect to the number of randomly picked training images averaged over 10 runs.

previously used for tracking in Section 4.8.2, meaning that pose detection is counted

successful if ek(t) ≤ 5 cm and ek(R) ≤ 5◦. Here, the latter is most important in the

context of pose recovery for subsequent tracking.

The results in Figure 4.22 show that even for very small amounts of training images

the proposed method performs well for most of the models and the improvement

quickly converges when their number is increased. As expected, here the exact

pose can be recovered especially well for models with a distinct color and silhouette

(e.g. Bench Vise or Cat) while it gets confused with regions of similar shapes and

color.

Table 4.2 gives the overall results of the proposed method (with (4.10) and (4.8))

using 100 training images to those presented in [BMK+16] including their LINE-2D

implementation. Firstly, this confirms the advantage of using (4.10) as cost function

over (4.8). Secondly, it can also be seen that the proposed approach overall per-

forms significantly better than LINE-2D, which runs at comparable speed (∼10 Hz).

However, the proposed method cannot be directly compared to it for two reasons.

The first is, that the proposed method was trained with images from the dataset
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Proposed Proposed [HCI+12] [BMK+16]

Metric with (4.10) with (4.8) LINE-2D w. L1 reg.

2D IoU ≥ 0.5 78.5 68.5 86.5 97.5

eproj ≤ 5 px. 40.2 28.8 20.9 73.7

ediam ≤ 0.1diam 57.3 49.8 24.2 50.2

e(t) ≤ 5 cm, e(R) ≤ 5◦ 26.7 18.6 8.1 40.6

Avg. Runtime (s) ∼ 0.15 ∼ 0.17 ∼0.1 ∼ 1− 2

Table 4.2: Overall detection score comparison in the LINE-MOD dataset. Detection
success rates (in %) of the proposed method of [TSS17] are presented in comparison
to those of using the localized energy (4.8) of [HH16] instead of (4.10) as well as
LINE-2D [HCI+12] and the method of [BMK+16]. In the last row, furthermore
the average runtimes of all four considered approaches are denoted (in seconds)
measured across the entire dataset.

including the backgrounds, which is required in order to fill our tclc-histograms,

while LINE-2D can be trained without scene knowledge. However, this constraint

is considered acceptable for the proposed approach, since it is mainly designed to

recover from temporary tracking losses in known scenes other than detecting objects

in arbitrary scenes. On the other hand, within LINE-2D only templates of the upper

hemisphere for outer plane rotation and ±80◦ in-plane rotation are used, while the

proposed approach is potentially able to detect the object at all possible rotations.

The proposed pose detection implementation typically runs at 4–10 Hz when in-

cluding the full sphere for outer plane and 360◦ for in-plane rotation. However, in

cases when the object is not present in the current image, it can go up to 100 Hz

depending on how many regions can directly be skipped with help of the posterior

response map. Note, that the runtime of this approach decreases almost linearly

with respect to the number of templates. This becomes relevant in case of scenarios

that are more constrained for viewpoints (e.g. only require the upper hemisphere).

Finally, although the proposed method performs worse in most cases compared

to [BMK+16], it should be pointed out that this method also uses a subset of the

original images (15% i.e. ∼170 images) per model for training their random forests,

while detection takes 1 – 2 seconds per image.
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4.9 Summary

In this chapter a novel region-based 6DOF pose estimation approach was presented

that was developed within this course of this dissertation. Along with this, a new

large semi-synthetic object pose tracking dataset was created and made available

to the community. It covers many practically relevant and challenging scenarios

beyond any previously released dataset for passive, monocular 6DOF object pose

tracking.

The proposed pose estimation method uses novel tclc-histograms and is thereby the

only region-based hybrid solution for both pose tracking and detection of weakly

textured and textureless objects. As part of this approach a novel fully analytic

derivation of a Gauß-Newton optimization has been presented by formulating the

region-based cost function as a weighted nonlinear least-squares problem. It has been

shown that this leads to a major improvement of the convergence properties over

the previously used gradient descent in the context of region-based pose estimation.

Numerous experiments demonstrated that the proposed system thereby currently

achieves state of the art results for homogeneous and heterogeneous objects in chal-

lenging conditions such as cluttered backgrounds, changing lighting conditions and

partial occlusions. Another advantage of this solution is, that it is very light-weight

on the hardware side. It only requires a single camera and can be implemented on

the CPU using the GPU only for OpenGL rendering. The proposed implementation

is currently also state of the art in terms of runtime performance and is thereby

the first to be able to handle multiple (two to three) arbitrarily textured objects

simultaneously in real-time.

However, the approach also has two main drawbacks. Firstly, the main downside of

the proposed pose detection approach is that training the templates (i.e. the tclc-

histograms) requires scene or background knowledge. In other words, the descriptor

generally struggles in previously unseen environments if the foreground and back-

ground color distribution is too different from the scene it was originally trained in.

This prevents its application to the classical pose detection task, where a known

object is to be detected in arbitrary scenes. However, it does work well for recov-

ering from temporary tracking loss and comes with the significant advantage that
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new objects or scenes can be trained within a couple of seconds.

Secondly, both tracking and detection suffer from pose ambiguities that are inherent

to methods only relying on silhouette information. For example in case of bodies of

revolution (e.g. Baking Soda and Koala Candy from the RBOT dataset) the rotation

around one axis cannot be determined. Therefore, in the following Chapter 5 it will

be shown how the tracking accuracy can be further improved by incorporating a

photometric term in the cost function with regard to the objects’ texture. Assuming

an object is sufficiently textured this resolves the silhouette ambiguity in many cases.



5
Direct Photometric Pose Estimation

This chapter deals with the general concept of estimating the pose of an object based

on direct image alignment. It starts by introducing the basic idea (Section 5.1) and

then moves on by showing how it can be applied to 6DOF object pose tracking

(Section 5.2). Based on this, a novel cost function is introduced that combines

the region-based term of Chapter 4 with the photometric term presented in this

chapter (Section 5.3) in order to further increase the tracking robustness. Here it is

also shown how this cost function can be optimized with respect to the object’s pose

using a combined Gauß-Newton strategy. Next, the performance of combined region-

based and photometric pose tracking is evaluated and compared to the mere region-

based and the mere photometric solution (Section 5.4). The chapter concludes with

a summary discussing advantages and drawbacks of the proposed combined pose

tracking solution (Section 5.5).

5.1 Direct Image Alignment

Direct photometric pose estimation is based on the so-called photo-consistency as-

sumption. This means that the color of any projected surface point should appear

to be similar in every image regardless of perspective. Given a pair of images I(tr)

162
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I(tr)

I(tl)

xw(x, ξ)

Xm

o(tr)

o(tl)

Tcm(tr)

Tcm(tl)

Figure 5.1: An overview of the direct photometric pose estimation setting. Knowing
the poses Tcm(tr) and Tcm(tl) any model point Xm (here within the eye) is assumed
to project to a pixel of similar color (here black) in both the reference frame I(tr)
and the current live image I(tl). The warp function xw(x, ξ) describes the transition
from each pixel in the reference frame to the corresponding location in the live image.

and I(tl), the exact corresponding poses Tcm(tr), Tcm(tl) and a 3D surface point Xm

visible in both images, it should hold

I (x(Tcm(tr),Xm), tr) ≈ I (x(Tcm(tl),Xm), tl) , (5.1)

with

x(Tcm(tk),Xm) = π
(
K(Tcm(tk)X̃m)3×1

)
, for k = 0, . . . , l,

assuming Lambertian surface reflection properties (see Figure 5.1). In the context

of pose estimation, typically the pose Tcm(tl) corresponding to the current live frame

I(tl) is unknown. Here I(tr) is a reference frame of which the pose Tcm(tr) is known,

that serves to estimate the missing pose difference Tcc(tl, tr) = Tcm(tl)Tcm(tr)
−1 by

performing so-called direct image alignment as explained in the following.
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Assuming a dense spatial surface model of the entire scene as well as Tcm(tr) are

known, a dense depth map Id(tr) can be generated that contains the depth values

for every pixel in I(tr) (see e.g. Section 2.2.4). By representing the sought pose with

an exponential map as Tcm(tl) = exp(ξ̂)T 0
cm, one can then define a 6DOF so-called

warp function

xw(x, ξ)
.
= π

(
K(exp(ξ̂)T 0

cmTmc(tr)X̃c(Id(tr),x))3×1

)
∈ R2, (5.2)

with

Xc(Id(tr),x) = D(Id(tr),x)K−1x̃ ∈ R3,

that relates every pixel x in the reference frame I(tr) to warped coordinates xw(x, ξ)

in the current live frame I(tl). Thus, given Id(tr), this warp is achieved by explicitly

projecting the pixel back onto the model surface using (2.33) and then projecting

it into the live image (see again Figure 5.1). Accordingly, the photo-consistency

constraint (5.1) may be rewritten as

I(xw(x, ξ), tl)− I(x, tr) = 0,

which eventually leads to a general pixel-wise photometric cost function

Eph(ξ) =
1

2

∑
x∈Ω

‖I (xw(x, ξ), tl)− I (x, tr) ‖2
2, (5.3)

in the form of a nonlinear least-squares problem. When minimizing (5.3) with

respect to twist coordinates, the two images are aligned by estimating the cor-

responding warp function. Direct photometric pose estimation can thus be seen

as a 6DOF extension of the well-known Lucas-Kanade framework for direct image

alignment [LK81, BM04a], which was originally used to compute 2D image trans-

formations.

Since here the pose is estimated passively and only by minimizing the intensity dif-

ferences between two images, such direct photometric approaches are closely related

to those based on image intensity features, as previously introduced in Section 3.3.

However, instead of being limited to high contrast keypoint or edge features and

matching descriptors computed from small intensity patches, direct methods poten-
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tially integrate all pixels in both images by directly comparing their pixel intensities

(hence the name direct). Due to this large amount of redundant information, it

has been shown that these approaches are much more robust towards motion blur

and defocus (e.g. [NLD11, New12]). They therefore generally do not require the

scenes or objects to yield as strong and descriptive image gradients as needed for

computing and matching intensity based features. They do however struggle with

changing lighting conditions and non-Lambertian surfaces since these violate the im-

plied photo-consistency assumption. Therefore, in recent years, different strategies

have been investigated to make direct methods robust towards varying illumina-

tion [SMR12, SL12, CDM14, CL14].

Early direct pose estimation approaches were initially demonstrated for tracking 2D

templates [BM04b, SM07, BLLN07, BM07]. A few years later, they became popular

in the context of SLAM (simultaneous localization and mapping). Here, the 6DOF

camera pose is estimated relative to a dense [NLD11] or semi-dense [ESC14] 3D

reconstruction of the scene that gets computed in parallel. More recently, the first

direct approach to 3D object tracking was presented in [SW16]. However, this

method essentially only works well with textureless, angular objects (e.g. metallic

parts), as it relies on the reflectance of the surface instead of its texture. The

application of direct photometric methods to pose estimation of arbitrary 3D objects

has so far not been investigated. Thus, in the following a simple and straightforward

approach to direct 6DOF object pose tracking will be introduced and it will be shown

how it can be combined with the region-based method of the previous chapter.

5.2 Application to Object Pose Tracking

In case of direct photometric object pose tracking each object is again represented

by a dense 3D triangle mesh, as previously within the region-based approach. Since

here this 3D model is the only part of the scene of which the geometry is known, the

warp function can only be computed within Ωf i.e. for all pixels where Id(x) > 0.

As before, tracking starts with a known pose of the object Tcm(t0) corresponding to

the first frame of a sequence (e.g. computed by a detection step). This pose and the

corresponding image hence define the initial reference frame as I(tr) = I(t0) with
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Tcm(tr) = Tcm(t0). This further implicitly yields a pixel-wise relationship between

the image intensities and the surface geometry of the 3D model from that perspec-

tive. This reference frame can then be used in order to estimate the pose in the next

frame via direct photometric optimization. For continuous pose tracking the obvious

strategy would therefore be to always update the reference frame with the current

live frame as I(r) = I(tl) and Tcm(tr) = Tcm(tl) after successful pose optimization.

In practice however, the tracked pose will never be perfectly estimated due to e.g.

image discretization or an already slightly inaccurate initial pose detection. Since

here no explicit correspondences between the image data and the object’s surface are

given, over time irreversible pose drift will accumulate. This causes the alignment

of I(tr) and Tcm(tr) to deteriorate more and more with every new frame. Unfortu-

nately this drift is inherent to this straightforward approach. However, in scenarios

where the object pose is only to be estimated from one side (i.e. a small range of

outer plane rotation), the reference frame would not have to get updated at all after

a suitable initialization, assuming that the lighting conditions remain stable.

Experiments have shown that the drift can be significantly reduced by updating

the reference frame only when the difference between the current live pose Tcm(tl)

and the reference pose Tcm(tr) is above a certain boundary. It is thus sort of an

intermediate solution between updating the reference with every frame and not

updating it at all. Therefore, in the proposed implementation a reference frame is

only updated if the difference between Tcm(tl) and Tcm(tr) is greater than 5◦ for

rotation or 5 cm for translation after optimization, i.e. the same criteria as used for

tracking loss detection in Section 4.8.2.

5.2.1 Photometric Pose Optimization

Since the photometric cost function (5.3) is in the classical form of a nonlinear least-

squares problem, it can be optimized with a straightforward Gauß-Newton method.

For this, all camera frames are assumed to be given as RGB color images with

normalized intensities I(tk) : Ω→ [0, 1]3 ⊂ R3. This normalization was chosen with

respect to the combined cost that will be introduced in Section 5.3.1, such that the

two individual errors are of similar numerical scale.
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I(tr)

(a)

I(tl)

(b)

rph(x, ξ)

(c)

Figure 5.2: A visualization of the RGB color residuum minimized during direct
photometric pose optimization. Here shown are the reference frame I(tr) (a), the
live frame I(tl) (b) and the corresponding per pixel RGB color residuum rph(x, ξ)
within the object region (c).

For deriving the Gauß-Newton step, the per pixel RGB color residuum is denoted

by

rph(x, ξ) = I(xw(x, ξ), tl)− I(x, tr) ∈ R3,

as visualized in Figure 5.2. This allows to rewrite (5.3) compactly as

Eph(ξ) =
1

2

∑
x∈Ωf

‖rph(x, ξ)‖2
2.

Accordingly, the gradient of Eph(ξ) is given by

∇Eph(ξ) =
∑
x∈Ω

(
rph(x, ξ)>

∂rph(x, ξ)

∂ξ

)>
, (5.4)

and the approximated Hessian by

∇2Eph(ξ) ≈
∑
x∈Ω

(
∂rph(x, ξ)

∂ξ

)>
∂rph(x, ξ)

∂ξ
, (5.5)

when again assuming that rph(ξ,x) is linear in ξ. By denoting the 3 × 6 Jacobian

of the residuum rph(x, ξ) at the current pose i.e. ξ0 = 0 as

Jph(x, ξ0) =
∂rph(x, ξ)

∂ξ

∣∣∣∣
ξ0

∈ R3×6, (5.6)
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the update step is computed by

∆ξt = −

(∑
x∈Ω

Jph(x, ξ0)>Jph(x, ξ0)

)−1∑
x∈Ω

Jph(x, ξ0)>rph(x, ξ0). (5.7)

As before, during successful tracking the optimization is initialized with T 0
cm =

Tcm(tl−1). Furthermore, as previously explained for the region-based method in

Section 4.6.1, it is performed using a hierarchical coarse-to-fine strategy. As before,

this is done in order to improve the convergence rate of the iterative optimization and

thereby increase the pose tracking’s robustness towards image noise, fast movement,

defocus and motion blur.

5.2.2 Hierarchical Target-to-Source Tracking

In this work, the iterative photometric optimization is computed within the same

three-level coarse-to-fine image pyramid as explained before in Section 4.6.1. Here,

also the same number of iterations per level is performed (four on the 3rd, two on

the 2nd and one on the 1st level).

The per pixel Jacobian (5.6) is computed as

Jph(x, ξ0) =
∂I(xw(x, ξ), tl)− I(x, tr)

∂ξ

∣∣∣∣
ξ0

=
∂I(xw, tl)

∂xw

∂xw(x, ξ)

∂ξ

∣∣∣∣
ξ0

∈ R3×6,

where the derivatives of I(xw, tl) with respect to a pixel xw are computed as the

transposed 2D RGB image gradient

∂I(xw, tl)

∂xw
=
[
∂I(xw,tl)
∂xw

, ∂I(xw,tl)
∂yw

]
=

[
∇xI(tl)

∇yI(tl)

]>

=
[
I(x+1,y,tl)−I(x−1,y,tl)

2
, I(x,y+1,tl)−I(x,y−1,tl)

2

]
∈ R3×2,

calculated from central differences similar to (4.17). As previously, with regard

to (2.40) the derivatives of the warped pixel coordinates xw with respect to ξ0 are
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calculated as

∂xw(x, ξ)

∂ξ

∣∣∣∣
ξ0

=

[
fx
Zc

0 −Xcfx
Z2
c

0 fy
Zc
−Ycfy

Z2
c

] 0 Zc −Yc 1 0 0

−Zc 0 Xc 0 1 0

Yc −Xc 0 0 0 1

 ∈ R2×6, (5.8)

where Xc = [Xc, Yc, Zc]
> = (T tcmTmc(tr)X̃c(Id(tr),x))3×1, according to (5.2). Pro-

jecting Xc into the current live image then gives the corresponding color value needed

to compute the residuum for the respective x, since I(π(KXc), tl) = I(xw(x, ξ0), tl).

Here, in practice bi-linear interpolation should be used to compute the color corre-

sponding to the warped sub-pixel coordinates, in order to increase the accuracy of

the pose optimization.

The strategy as described above for obtaining the color in the live frame and the

corresponding coordinates of Xc, can be considered source-to-target mapping. Here,

based on the reference depth map Id(tr) the pixels are mapped from the reference

frame Itr (the source) to the live frame (the target). This mapping can however

also be done in the opposite direction, i.e. target-to-source. This approach is used

within the proposed implementation with regard to the combined optimization in

Section 5.3.2. It can be achieved by rendering a new (warped) depth map Id corre-

sponding to the current pose estimate T tcm, in each iteration (as in Section 4.5.2).

Given this, for all pixels considered as warped where Id(xw(x, ξ0)) > 0 the cor-

responding Xc can be computed via back-projection as Xc(Id,xw(x, ξ)) according

to (2.33). This surface point is then used in order to obtain the corresponding pixel

x in the reference frame by essentially applying the inverse warp function such that

x = π
(
K(Tcm(tr)T

t
mcX̃c)3×1

)
. Eventually, the color in the reference frame is given

by I(x, tr), which is also computed using bi-linear interpolation.

5.3 Combining Region-based and Direct Photo-

metric Pose Tracking

Direct photometric and region-based pose estimation approaches are to some de-

gree complementary. Firstly, the statistical image segmentation models used with
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region-based pose estimation are most suitable for homogeneous objects and in gen-

eral more likely to fail for very heterogenous or textured objects. As opposed to this,

direct photometric approaches work best for strongly textured objects and are least

suitable for homogeneous, textureless objects. Secondly, region-based methods are

essentially only using the image information in a narrow band around the contour of

the object without regarding most of the pixels within the object region. In contrast,

direct photometric methods only use the pixels within the object region, without

explicitly enforcing any constraint on the object’s boundary (i.e. the contours of

silhouettes to match). Thirdly, due to this difference in utilized image information,

region-based methods suffer from pose ambiguities which are unlikely to occur for

direct photometric approaches (assuming the objects are sufficiently textured). Cor-

respondingly, direct photometric methods suffer from pose drift, which is not likely

to occur for region-based methods (assuming the object can be segmented from the

background).

It is therefore reasonable to fuse these two approaches, such that they naturally

compensate each others weaknesses and combine their advantages. In the following,

a common cost function for pose estimation will thus be introduced that comprises

both a region-based term as well as a photometric term.

5.3.1 An extended common cost function

In this work, a straightforward combination of region-based tracking with direct

photometric pose tracking is proposed. For this, a common cost function is intro-

duced, that simply extends the region-based cost (4.10) (in weighted least-squares

form) by the photometric cost (5.3) in form of

Erbph(ξ)
.
= Erb(ξ) + λEph(ξ) =

1

2

∑
x∈Ω

ψ(x)rrb(x, ξ)
2 + λ

1

2

∑
x∈Ωf

‖rph(x, ξ)‖2
2, (5.9)

where λ ∈ [0, 1] serves as a weighting parameter. It thereby determines the influence

of the photometric term on the pose optimization. In the following experiments it

is set to λ = 0.8, which gives the best results on average according to an extensive

empirical investigation.



5.4. Evaluation 171

5.3.2 Joint Gauß-Newton Optimization

Both individual cost functions can be optimized efficiently using a Gauß-Newton

strategy. Thus, also for the combined cost (5.9) a joint iterative Gauß-Newton

scheme is proposed. Since the terms are combined in form of a sum, the derivation

is straightforward. For the overall gradient one obtains

∇Erbph(ξ) = ∇Erb(ξ) + λ∇Eph(ξ),

which is computed according to (2.43) and (5.4). In analogy to this, the overall

approximated Hessian is given by

∇2Erbph(ξ) = ∇2Erb(ξ) + λ∇2Eph(ξ),

which is computed according to (2.45) and (5.5). The common update step is then

finally computed as

∆ξt = −
(
∇2Erb(ξ0) + λ∇2Eph(ξ0)

)−1
(∇Erb(ξ0) + λ∇Eph(ξ0)) ,

in each iteration at ξ0 = 0.

As for the individual cost functions, in the proposed implementation, this joint

optimization is again performed coarse-to-fine within the familiar three-level image

pyramid (see Section 4.6.1). By default, here also the same number of iterations

is used, meaning four on the 3rd, two on the 2nd and one on the first level. As

explained previously, the photometric term is optimized using a target-to-source

strategy. This comes with the advantage that the coordinates of Xc, which are

needed within the derivatives of the projected image pixels (4.18) and (5.8), can be

computed from the same depth map Id (updated in each iteration) for both terms.

5.4 Evaluation

Here, the proposed combined approach (5.9) is evaluated in comparison to pure

direct photometric (5.3) and pure region-based (4.10) pose tracking. For this, the
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Regular

Eph (5.3) 44.8 33.5 48.5 35.5 59.3 55.4 46.1 38.9 18.3 58.3 54.2 54.5 44.5 57.4 28.2 53.5 57.1 60.6

Erb (4.10) 85.0 39.0 98.9 82.4 79.7 87.6 95.9 93.3 78.1 93.0 86.8 74.6 38.9 81.0 46.8 97.5 80.7 99.4

Erbph (5.9) 84.7 51.7 98.0 85.8 85.5 88.8 95.4 93.6 43.9 94.3 87.8 85.4 50.3 86.1 58.3 97.5 86.9 99.5

Dynamic Light

Eph (5.3) 36.7 27.1 46.4 31.4 56.0 47.8 44.6 37.6 19.2 54.8 41.6 46.0 33.1 51.2 27.2 47.1 53.8 58.0

Erb (4.10) 84.9 42.0 99.0 81.3 84.3 88.9 95.6 92.5 77.5 94.6 86.4 77.3 52.9 77.9 47.9 96.9 81.7 99.3

Erbph (5.9) 85.9 49.5 98.5 85.7 89.3 88.9 94.8 91.7 49.2 95.6 87.0 86.5 66.1 83.2 59.1 96.4 86.7 99.3

Noisy + Eph (5.3) 27.2 19.7 42.5 28.9 47.9 44.9 41.3 36.5 18.4 45.2 34.9 41.8 27.7 45.0 25.9 43.5 44.4 52.6

Dynamic Light Erb (4.10) 77.5 44.5 91.5 82.9 51.7 38.4 95.1 69.2 24.4 64.3 88.5 11.2 2.9 46.7 32.7 57.3 44.1 96.6

Erbph (5.9) 78.4 45.2 91.9 84.6 60.2 52.3 93.8 75.0 22.2 68.4 87.9 35.8 10.4 47.1 52.1 64.7 50.9 96.5

Unmodelled Eph (5.3) 32.4 24.3 43.7 28.4 49.8 42.3 41.0 35.0 18.1 48.1 37.1 40.5 29.8 45.9 25.5 44.2 47.1 52.5

Occlusion Erb (4.10) 80.0 42.7 91.8 73.5 76.1 81.7 89.8 82.6 68.7 86.7 80.5 67.0 46.6 64.0 43.6 88.8 68.6 86.2

Erbph (5.9) 80.6 46.5 91.7 77.2 80.0 81.3 89.5 82.8 47.3 88.4 80.7 76.1 58.3 71.6 52.7 88.4 74.0 88.3

Avg. Runtime

Eph (5.3) 7.9 7.7 9.5 7.8 8.6 8.7 8.0 7.7 7.9 8.6 7.8 8.3 7.8 9.3 7.8 9.4 8.4 8.6

Erb (4.10) 15.5 15.7 20.3 16.6 17.4 18.9 16.9 15.9 16.8 19.4 15.7 16.8 16.1 19.1 16.5 21.8 17.6 19.1

Erbph (5.9) 16.3 16.7 24.2 17.9 19.3 21.5 17.9 17.2 18.0 21.3 17.2 18.5 16.8 20.9 17.8 20.3 19.6 20.5

Table 5.1: Tracking success rates (in %) in the RBOT dataset for using the combined
cost function (5.9) in comparison to the pure photometric (5.3) and the pure region-
based cost (4.10). Furthermore, in the last three rows the average runtime of the
different approaches are denoted (in ms) measured across the first three variants.

same experiment using the same hardware as in Section 4.8.2 was conducted within

the RBOT dataset. Here also the same 5◦ and 5 cm criterion was used for detecting

a tracking loss. All three cost functions were optimized with an equal number of

iterations per pyramid level in order to provide a fair comparison. Note, that the

modelled occlusion variant was not included in the experiments, since the implemen-

tation of the direct photometric approach was not extended to multiple objects at

this point.

The results of this experiment are presented in Table 5.1. They show that in most

cases the combined method outperforms the region-based approach although the

pure photometric method takes the last place in almost all scenarios. For the

well-textured bodies of revolution (e.g. Baking Soda and Koala Candy), which the

region-based methods generally struggle with (see Section 4.9) this improvement is

even above 10% in the regular variant. It can also be seen that for many objects

(e.g. Camera, Clown, Can, Cube, Egg Box, Iron, Lamp and Phone) the photometric

tracking cost function is significantly more robust to image noise than the region-

based term. Lastly, these results show that optimizing the combined cost only

increases the average runtime by about 1–2 ms in almost all sequences compared
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Regular

Eph (5.3) 59.6 56.4 68.4 53.1 77.2 68.3 63.0 57.4 28.6 72.9 67.6 69.4 57.8 74.1 42.7 66.1 71.3 77.3

Erb (4.10) 91.9 37.8 99.7 83.8 80.8 91.9 99.6 97.7 82.0 94.2 90.2 78.8 40.2 85.4 48.6 98.1 86.0 99.9

Erbph (5.9) 92.9 69.7 99.9 93.7 90.1 95.2 99.6 99.3 76.4 95.6 93.3 91.5 56.1 92.0 80.7 98.7 93.0 100.0

Dynamic Light

Eph (5.3) 47.8 45.6 62.7 47.6 71.1 57.7 56.8 53.2 27.6 67.9 48.5 58.0 42.6 63.8 44.0 57.0 65.8 71.4

Erb (4.10) 91.5 41.5 99.8 84.3 86.6 92.6 99.5 96.0 80.9 95.2 89.2 82.3 57.7 83.5 50.8 97.5 86.4 99.8

Erbph (5.9) 94.0 60.8 99.6 92.1 92.2 94.6 99.6 98.0 82.3 96.7 91.8 91.9 73.0 86.4 83.2 98.7 91.8 100.0

Noisy + Eph (5.3) 40.2 33.4 59.1 43.9 66.2 56.3 53.8 52.2 27.0 61.0 45.4 55.1 39.1 59.8 42.4 54.4 60.5 68.8

Dynamic Light Erb (4.10) 84.1 41.0 91.4 86.4 52.0 27.8 98.7 73.3 22.8 63.0 92.9 6.3 7.9 37.3 34.8 56.1 47.7 97.9

Erbph (5.9) 85.1 56.4 95.2 90.8 62.5 54.8 99.1 84.3 40.5 68.5 93.5 35.9 4.8 47.3 70.5 69.2 52.7 98.1

Unmodelled Eph (5.3) 43.1 41.5 60.0 43.2 64.5 52.4 52.5 49.7 27.5 60.0 43.8 51.3 38.9 56.8 40.7 54.5 59.8 66.5

Occlusion Erb (4.10) 86.6 40.0 93.4 76.5 76.6 84.9 94.2 84.7 72.7 88.5 84.5 73.4 49.9 67.8 45.7 89.5 71.8 88.2

Erbph (5.9) 88.5 57.6 94.1 83.0 83.1 88.7 95.0 88.9 76.0 90.2 86.0 81.7 65.8 76.5 77.3 90.9 75.4 90.8

Avg. Runtime

Eph (5.3) 12.8 13.1 15.2 13.3 13.9 14.2 13.0 13.2 13.7 14.2 12.9 13.7 12.9 15.0 13.2 15.1 13.9 14.4

Erb (4.10) 26.9 27.3 34.0 28.8 29.6 31.8 28.9 27.7 28.4 31.6 26.8 28.4 27.4 31.5 27.7 33.6 30.2 31.0

Erbph (5.9) 27.9 29.1 37.5 30.6 32.2 34.8 30.4 29.2 30.4 34.8 28.5 31.2 29.1 35.5 30.5 37.9 32.9 35.2

Table 5.2: The same tracking success rate (in %) and runtime (in ms) result com-
parison as in Table 5.1. For this experiment however, all three methods have been
used with twice the number of optimization iterations per pyramid level.

to the region-based method. Given the improved robustness, this slight temporal

increment is neglectable and demonstrates the effectiveness of the proposed target-

to-source implementation.

In a second experiment the influence of the number of optimization iterations on the

tracking performance was investigated. For this, all three methods were evaluated

in the RBOT dataset again but this time with twice as many iterations per pyramid

level as before. This means that now eight iterations on the 3rd level, four on the

second level and two on the first level (the full image resolution) were computed.

The corresponding results of this second experiment are shown in Table 5.2. It can

be seen that the increased number of iterations generally leads to an improvement for

all three cost functions. Here, the success rates of the photometric method increased

the most while the region-based approach benefited least from it. Especially in case

of image noise, the pure direct photometric method has gained by far the most

and now wins for six out of the eighteen objects (Camera, Can, Egg Box, Glue,

Iron and Phone). This significant boost of the pure photometric method also has

a positive impact on the combined solution. Compared to the first experiment, its

improvement over the region-based approach has increased even more. For some
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objects the success rates are now up to 20% – 30% higher (e.g. Baking Soda, Glue,

Koala Candy). In case of occlusions the combined approach surpassed the pure

region-based method for all objects and only loses once to it in the regular, dynamic

light and noisy variant. The combined solution is further the only to successfully

track the pose in 100% of the images in two sequences (the regular and dynamic

light variant of the Squirrel). In analogy to the first experiment, the runtime only

increases by about 2–4 ms. Thus, the average overall time per frame of the combined

approach for a single object remains below 40 ms, meaning that is it still real-time

capable (i.e. runs with more than 25 frames per second). This demonstrates the

advantages of the proposed combined region-based and direct photometric solution

for 6DOF object pose tracking over the previous state of the art.

5.5 Summary

In this chapter, the general concept of direct image alignment and a corresponding

cost function were introduced. It was then shown how it can be applied to the prob-

lem of 6DOF rigid object pose estimation and how the corresponding photometric

cost function can be optimized iteratively using a Gauß-Newton strategy.

Based on this, a novel cost function was presented that was developed within the

course of this dissertation. It combines the region-based with the photometric term,

in order to improve the pose tracking robustness in scenarios where at least one

of the two separate approaches is prone to fail. It was further shown, how this

combined cost can be optimized using a joint Gauß-Newton optimization. This was

enabled by the novel weighted least-squares formulation of the region-based term,

derived in Chapter 4.

The quantitative experimental comparison at the end of this chapter demonstrated

that this combination does in fact lead to a significant improvement over the pre-

viously introduced state of the art region-based approach. However, the extension

of the combined solution to multiple objects and pose detection were not addressed

and remain future work.



6
Conclusion

This final chapter starts by summarizing the overall achievements developed in this

dissertation (Section 6.1). It then goes on by showing a selection of actual and po-

tential practical application scenarios of the presented systems (Section 6.2). The

chapter concludes with an overview of open topics and remaining future work (Sec-

tion 6.3).

6.1 Summary of Thesis Achievements

Within the course of this dissertation, essentially two main real-time monocular

pose estimation systems have been developed. Firstly, the infrared LED marker-

based approach of Section 3.2, and secondly, the markerless combined region-based

and direct photometric method derived in Chapter 4 and Chapter 5. Both these

proposed solutions are currently state of the art in many aspects.

The key innovations and advantages of the active marker approach can be summa-

rized as follows:

• Accurate monocular 6DOF pose estimation of a single marker within ∼1 ms

even at 2 megapixels image resolution on a single laptop CPU core.

175
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• No frame-to-frame information is required or used (pure tracking by detection).

• A novel and minimal strategy to robustly avoid pose ambiguities even at large

distances to the camera.

• Two novel nearly co-planar dot patterns (cross-shaped and circular) that allow

to identify each LED from a single image.

• Simultaneous tracking by detection of multiple markers.

• Single image marker identification based on their cross-ratio ID.

• A novel custom 3D reconstruction algorithm to semi-automatically calibrate

the markers with a single camera.

Accordingly, the proposed passive markerless approach comprises the following con-

tributions and enhancements:

• The first combined region-based and direct photometric cost function for

monocular 6DOF object pose estimation.

• A novel nonlinear weighted least-squares formulation of the region-based term

enabling an iteratively re-weighted Gauß-Newton scheme and thereby a joint

optimization of the combined cost.

• A novel statistical object segmentation model based on the proposed tempo-

rally consistent local color histograms.

• The first region-based pose detection approach for a level-set method enabled

by the tclc-histograms.

• State of the art robustness to cluttered backgrounds, partial occlusions, dy-

namic lighting changes, direct sunlight and complex motion for textureless and

weakly textured objects.

• The pose of a single object can be tracked within ∼16 ms and detected within

∼150 ms on a commodity laptop.
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• It is thus the first monocular pose estimation system capable of region-based

multi-object tracking in real-time.

In addition to the proposed algorithms, a novel comprehensive dataset for monocular

object pose tracking has been created and made available to the community (see

Section 4.8.1). It thereby closes a gap in previous literature on datasets dedicated to

the task of monocular 6DOF object pose estimation due to its increased coverage,

complexity and diversity.

6.2 Applications

While the potential fields of application for object pose estimation have been outlined

in the introduction of this work, the systems developed here have so far been applied

in a variety of specific practical scenarios. An exemplary selection of these will be

presented in the following.

Industrial The proposed active marker approach (with the cross-shaped marker)

has a patent pending and has been licensed by the soft2tec GmbH1. They have built

several commercial products around it and have integrated it in existing solutions

where in many cases it replaced a previously utilized ultra sonic pose estimation

system. HSRM-Tracking is for example the backbone of the so-called nexonar as-

sembly scout2. Here it is used to estimate the pose of markers attached to tools,

wristbands and gloves (see Figure 6.1) to supervise and support manual industrial

assembly processes in real-time.

Their products including HSRM-Tracking have ever since been sold to numerous

different companies all across Europe, Asia and the USA. These companies include,

but are not limited to, major automotive corporations and research institutions. So

far more than a hundred systems licensing HSRM-Tracking have been sold.

1Website of the company soft2tec GmbH: http://www.soft2tec.com/
2Website of the nexonar product series: http://www.nexonar.com/
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(a) (b)

Figure 6.1: Example images from an official nexonar assembly scout advertising
brochure3. These images show different cross-shaped HSRM-Tracking markers at-
tached to a screwdriver (a) as well as a wristband (b). Here the markers are inte-
grated in custom cases that include a battery and a USB power charging interface,
designed by soft2tec GmbH.

In addition to this, HSRM-Tracking was used within an internal research project

that aimed at measuring the movement range of a car’s engine block. For automotive

companies it is of great interest to know how much the individual parts within the

engine compartment move while the car drives. Being able to precisely acquire this

information allows to optimize the arrangement of the components and thereby use

all available space or decrease the overall size.

The leading existing solution for measuring the movement of an engine block is

the EngineWatch system4 by AICON 3D Systems GmbH. It is based on an optical

monocular method but requires the hood to be removed and a rather large con-

struction for the camera to be mounted onto the front of the car (see Figure 6.2).

This however influences the aerodynamics and thus the behavior of the car and also

restricts it from driving at full speed during experiments.

Using HSRM-Tracking however, comparable measurements could be obtained with-

out externally changing the shape of the car. In a prototypical experimental setup

a consumer GoPro camera5 equipped with an infrared filter was duct-taped to the

inside of the engine compartment and a small marker was strapped to the engine

3Thanks to soft2tec for kindly providing these images which remain entirely their property.
4The EngineWatch system: https://www.aicon3d.com/products/vehicle-testing/enginewatch
5GoPro consumer cameras: http://www.gopro.com/
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Marker

Camera

Live Preview

(a) (b)

Figure 6.2: A photo of the experimental setup inside an engine compartment, using
HSRM-Tracking for measuring the movement of a car’s engine block (a) in compar-
ison to the EngineWatch system6 of the AICON 3D Systems GmbH (b).

block (see again Figure 6.2). Due to these minimal space requirements of the hard-

ware setup, the hood could remain closed as usual and the car could drive at any

desired speed without any noticeable change in its behavior. The video recorded by

the camera was then evaluated using HSRM-Tracking in a post-processing step.

Robotics Within the Computer Vision and Mixed Reality (CVMR) group7 at the

RheinMain University of Applied Sciences, HSRM-Tracking was used for numerous

robotics related research projects. It is for example one of the main components

of ICARUS, a low-cost infrastructure for supervising and controlling autonomous

micro aerial vehicles (MAVs) [LTB+17]. Here, HSRM-Tracking has mainly been

used to determine the exact location and orientation of the MAVs (e.g. quadcopters)

in order to enable conducting research on autonomous control algorithms. The

robustness and precision of such control approaches directly depends on the accuracy,

frequency and temporal delay of the pose measurements, which therefore makes

HSRM-Tracking a perfect fit. In a minimal setup one only needs to attach a single

marker to the MAV and place a single camera connected to a laptop computer

somewhere in the room for the pose estimation part (see Figure 6.3). This, among

the other parts of ICARUS, makes the infrastructure very low cost compared to

those used in other related laboratories [MMLK10, LHM+14] that typically include

6Thanks to AICON 3D for kindly providing this image which remains entirely their property.
7Website of the Computer Vision and Mixed Reality Group: http://cvmr.mi.hs-rm.de/
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(a) (b) (c)

Figure 6.3: With HSRM-Tracking the pose of a miniature, light-weight MAV can
be estimated robustly, requiring only a single camera (e.g. mounted to the ceiling
– here tagged by an orange circle) and a marker attached to it (a). While for the
first prototypes the cross-shaped marker was mounted onto the MAV, later versions
used the circular pattern which could be integrated more natively in form of a rotor
protecting frame (b). Using the ICARUS infrastructure, such a modified MAV can
then follow pre-defined trajectories autonomously within the camera’s field of view.
The results can for example be visualized with help of long-exposure photography
in form of a so-called light-painting (c).

expensive multi-camera motion capturing systems. The light-weight markers of

HSRM-Tracking further allow to utilize very small hobby copters in contrast to

the otherwise commonly used larger, heavier and more expensive devices. Another

advantage of this is, that these small MAVs do not cause any harm or injuries to a

human even when a body part touches a rotor. This enables ICARUS for example

to be demonstrated directly in front of uninstructed people (e.g. in a class room or

at an exhibition) without requiring safety nets or cages.

For most of the experiments within ICARUS the camera was mounted to the ceiling,

such that one or multiple MAVs can perform autonomous maneuvers in its field of

view. In addition to this, an experimental search and rescue (SAR) scenario was

explored in which the MAV collaborates with a mobile ground robot that serves as a

landing platform. Here, a light-weight quadcopter, equipped with an onboard RGB

camera, acts as a so-called flying periscope. In this scenario, the live video stream

of the copter’s camera can for example be used to reconstruct a 3D map of the

environment by using a monocular SLAM algorithm, such as ORB-SLAM [MMT15].

This in return enables the otherwise blind so-called unmanned ground vehicle (UGV)
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(a) (b) (c)

Figure 6.4: For the flying periscope experiments a miniature MAV with an onboard
RGB camera (tagged by an orange circle), was equipped with a marker on its bot-
tom (a). Correspondingly, the UGV carries an upward-facing, monochrome camera
equipped with an infrared filter (tagged by another orange circle) connected to a
Raspberry Pi 3 computer as well as a transparent landing platform for the MAV (b).
This enables onboard-controlled maneuvers of the MAV (tagged by a green circle)
above the UGV (c).

to navigate autonomously and see beyond obstacles.

In this scenario, the camera is placed on top of the UGV looking upwards (see

Figure 6.4). Accordingly, a marker was attached to the bottom of the MAV such

that it can be seen by the moving ground vehicle’s camera. The UGV has fur-

ther been equipped with a so-called Raspberry Pi 3 single-board computer8, that

runs HSRM-Tracking while simultaneously computing control commands based on

the pose measurements and sending them to the MAV. Due to its low runtime en-

abled by the overall simplicity of the approach and its optimized implementation,

HSRM-Tracking still runs in real-time on a single core of the relatively low-powered

Raspberry Pi. Even when using the full 1080p image resolution of the natively sup-

ported Raspberry Pi camera, the pose of the MAV can be estimated at sufficient

speed (∼30 fps) and accuracy. This allows to run the entire closed control loop

onboard on the UGV to perform autonomous landing and takeoff maneuvers and

8Raspberry Pi single-board computers: https://www.raspberrypi.org/
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(a)

Tcm(t0)

Tcm(t16)

Tcm(t50)

Tcm(t101)

Tcm(t153)

(b)

Figure 6.5: Live 6DOF reconstruction of frisbee throws with HSRM-Tracking. For
a first prototype a cross-shaped marker was simply glued onto the disc (top), which
was later improved by almost seamlessly integrating the circular LED pattern (bot-
tom) into it (a). Here shown is a visualization of the progressing reconstruc-
tion of an example throw (b). This corresponding sequence was captured within
0.955 seconds and contains 154 frames. The reconstructed trajectory started at
tcm(t0) = [2577.4, 60.3, 4564.8]> and ended at tcm(t153) = [2896.8, 660.8, 7093.4]>

(in millimeters) including nine full turns. Accordingly, the frisbee traveled a total
distance of 6.073 meters at an average speed of approximately 23 km/h.

ensure that the MAV stays within its field of view in the meantime, even while the

platform itself is steadily moving. For further details and more related application

examples please refer our corresponding publication [LTB+17].

Sports In order to create a hard experimental scenario for evaluating HSRM-

tracking, an LED marker was attached to a frisbee. While initially a cross-shaped

prototype marker was simply glued on top of it, later the invention of the circular

pattern allowed to better integrate the marker without significantly changing its

aerodynamics (see Figure 6.5). This allows to compute a 6DOF reconstruction of

the frisbee’s trajectory in real-time in a large volume with high spatial accuracy and

temporal resolution beyond any other currently available monocular solution.

In a practical application, this kind of feedback could potentially be used to sup-
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(a) (b)

Figure 6.6: Using the proposed passive method, the trajectory of a golf club can
either be estimated markerlessly, based on a 3D CAD model of it, or with help
of a light-weight, passive 3D marker (here in form of a printed, red golf player
figure) attached to its shaft (a). Here also shown are example frames from an image
sequence used to estimate the golf club’s pose markerlessly, while interacting with
a ball (b). The results are visualized by overlaying the input images with virtual
renderings of the corresponding 3D CAD model based on the estimated poses.

port athletes in order improve on their throwing technique and monitor training

progression. At several exhibitions and similar events the system was used as an

interactive live demonstration. Here, visitors can throw a correspondingly modified

frisbee across the field of view of the camera and get their results evaluated live

in form of average speed and spin (degrees per second). During these occasions,

numerous throws with velocities up to 80 km/h were successfully captured.

The proposed markerless pose estimation approach was in parts developed within

the course of a research project, that aimed to develop a novel system for recon-

structing, analyzing and evaluating the 6DOF trajectories of golf clubs during the

swing. The resulting system should also potentially be used to support the training

of professional athletes and amateurs. Here, the main requirement was that the golf

club should have to get modified as little as possible or ideally not at all, such that

the athlete does not notice any difference when swinging. The solution should also

be portable (i.e. require a minimum amount of hardware) and work robustly both

indoors and outdoors (e.g. on a golf course) at all weather conditions. Hence, the
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Figure 6.7: A few examples of the proposed passive method estimating the pose of
a single or multiple complex objects under different challenging conditions. These
include cluttered scenes/backgrounds, strong occlusions as well as direct sunlight.
Top: The raw RGB input frames. Bottom: A mixed reality visualization of the
tracking result where the input images are virtually augmented with renderings of
the corresponding 3D models using the estimated poses. All results were obtained
within ∼16 ms per object.

trajectory of the golf club was ideally supposed to be estimated passively with a

single camera without requiring any marker at all.

Given the proposed passive pose estimation algorithm, two solutions are now pos-

sible. Firstly, completely markerless pose estimation of the golf club, in case a 3D

CAD model of it is available (see Figure 6.6). Secondly, since in practice there are

countless different golf club designs, a fall-back solution has been developed. Here,

a passive, light-weight, 3D-printed marker is attached to the golf club, of which a

3D model is known regardless of the club’s design. This unfortunately comes with

the drawback of having to modify the golf club slightly. However, compared to an

active marker solution, the advantages are that it does not require any battery pack

and works in direct sunlight.

Mixed Reality The prime potential field of application for the proposed passive,

markerless approach are mixed reality systems. The features, that make the method

especially suitable for such applications are its low runtime, its high accuracy and its

robustness under many challenging conditions (see Figure 6.7). The ability to track

multiple objects in real-time enables immersive visualizations in highly dynamic

scenarios. Here, the virtual augmentations can realistically be occluded by the
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Figure 6.8: Mixed reality visualizations in two different complex scenes with two
tracked objects each. Based on the pose estimates the real objects are augmented
with virtual attachments (hats, a carrot and a patch of grass), in real-time. Here,
despite large perspective changes and both modelled and unmodelled occlusions, the
augmentations remain precisely in place.

real objects since their geometry and poses are accurately known (see Figure 6.8).

What makes it even more attractive for mixed reality systems is, that the proposed

approach can handle fair amounts of ummodelled occlusion e.g. by hands. Therefore,

object-specific augmentations will remain in place while a user inspects objects by

manipulating them manually. This further allows to turn arbitrary objects into

6DOF motion input devices.

A prototypical mixed reality application similar to that in Figure 6.8 was shown dur-

ing the official live demonstration sessions of both the European Conference on Com-

puter Vision 2016 (see: https://youtu.be/YNhiFPlAYyg) as well as the Interna-

tional Conference on Computer Vision 2017 (see: https://youtu.be/BW1jum0G88s),

where also the two corresponding papers were presented as part of the main confer-

ences.

6.3 Future Work

The following discusses potential further development possibilities of the presented

methods as well as open, related topics that could not be addressed within the scope

of this work.

The proposed active marker-based approach could easily be extended to be used

within a multi-camera stereo system in order to further increase the depth accuracy.
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Current multi-camera systems would thereby directly benefit from the single image

LED identification since the markers could be used in order to dynamically calibrate

the multi-camera system without having to solve stereo correspondence problems.

Being able to estimate the marker pose from a single camera would also vastly in-

crease the tracking volume of such setups and could be used in conjunction with

stereo methods, whenever the marker is visible in more than one camera. Here, it

would of course also be possible to construct the markers using the familiar pas-

sive retro-reflective tags, such that they can be used natively within active-camera

systems. This would furthermore save the otherwise required battery pack.

Another way to potentially further improve the pose measurement accuracy of

HSRM-Tracking is to combine the markers with an IMU and perform so-called

visual-inertial sensor fusion [CLD07, KS11, LS13]. This should help to decrease

the measurement noise of the rotation regardless of the distance to the camera and

thereby enable the use of even smaller markers at larger distances. This combination

could then also be used to bridge temporary visual losses of the marker by at least

roughly estimating its motion based on the IMU data in the meantime.

In case of the the proposed passive, markerless approach, several further develop-

ments are possible. For example, despite its relatively low runtime along with a

comparably high accuracy, the main drawback of the current pose detection method

is that it requires the templates to be re-trained for every new scene, as discussed in

Section 4.9. Therefore, the approach is not suitable for the classical pose detection

task, were a familiar object has to be detected in an arbitrary scene. When more

computational power is available, this issue could be resolved by combining recent

deep learning-based approaches for pose detection (e.g. [RL17, KMT+17]) with the

proposed tracking. These are currently achieving state of the art results for this task

and can be trained only from semi-synthetic images [KMT+17, HLWK17]. Similar

to those of the RBOT dataset, these training images can be generated completely

automatically by pasting renderings of the object under different local lighting con-

ditions onto random background images. This makes these techniques robust to

different environments without ever having seen the actual real image of the ob-

jects before. They do however currently require a powerful GPU in order to achieve

similar frame rates as the proposed method based on tclc-histograms does on the

CPU.



6.3. Future Work 187

In analogy to this, a complementing deep learning-based approach for pose track-

ing i.e. continuous frame-to-frame pose optimization could be investigated, which

currently still remains an open problem. Here, based on the insights presented

in [HLWK17], the semi-synthetic images of the proposed RBOT dataset could for

example be used for training the respective deep convolutional neural networks

(CNNs).

If however, it should turn out that accurate 6DOF pose tracking cannot directly be

resolved using CNNs only or that this does not lead to an improvement, at least

parts of the proposed so-called classical pipeline could potentially be enhanced with

deep learning strategies. For example the proposed classical image segmentation

model based on tclc-histograms could be replaced with a CNN in order to compute

Pf (x) and Pb(x) within the region-based cost (4.2) with increased robustness to

lighting conditions and occlusions. For this, existing network architectures such as

the recently presented Mask R-CNN [HGDG17] could be build upon. While it was

originally designed and trained for the more general task of category-based image

segmentation, in [HLWK17] it was demonstrated that Mask R-CNN can also be

trained from synthetic images only for accurate object instance specific silhouette

segmentation as required for region-based object pose estimation.

Also, the robustness of the direct photometric cost especially towards lighting changes

can be further improved. This could either be achieved by using a classical ap-

proach, e.g. transforming the original image intensities to so-called dense descriptor

fields [CL14], or as well with help of a deep neural network. For the latter, for

example the general strategy of using so-called semantic textures [CLD17] could

be utilized. Here, the idea is to replace the regular raw RGB image pyramid with

learned feature layers coming from a standard CNN pre-trained for image regocni-

tion, such as the famous VGG network [SZ14]. Regardless of the employed image

representation, the direct photometric pose estimation would significantly benefit

from developing a technique for so-called live texture mapping of the object’s 3D

model. Being able to fuse the current live images into a globally optimized texture

map that is correctly aligned with the 3D triangle mesh would thereby establish

an absolute relationship between the camera images and the object’s surface. This

would then further allow to perform drift-free photometric frame-to-model tracking,

as well as direct photometric pose detection (e.g. template-based).
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Apart from these algorithmic enhancements, the proposed markerless method could

also be implemented on hand-held mobile devices such as tablets and mobile phones

in order to make it even more attractive and suitable for mixed-reality applications.

Here, the object pose estimation could further be supported by and fused with the

commonly available IMU sensor of such devices (similar to [PKMR15]). Corre-

spondingly, it could also be combined with an onboard monocular SLAM algorithm,

e.g. that of Apple’s recently released ARKit9 and Google’s ARCore10 equivalent.

Such a combination would thereby enable advanced mixed reality experiences be-

yond the current capabilities of ARKit and ARCore, which are essentially restricted

to displaying virtual augmentations in static scenes.

Finally, the proposed passive, markerless approach could also form the basis for

developing novel monocular methods for estimating the pose of deformable objects

while simultaneously reconstructing occurring spatial object surface displacements.

This is a far more complex problem than the pure 6DOF pose estimation of rigid

bodies, as dealt with in this work. Although this has recently become possible

for strongly textured objects [CB15], real-time, monocular pose estimation and 3D

reconstruction of weakly textured and textureless soft-bodies still remains an im-

portant unresolved problem in computer vision.

9The ARKit of Apple: https://developer.apple.com/arkit/
10The ARCore platform of Google: https://developers.google.com/ar/discover/



Bibliography

[ABD12] Pablo Fernández Alcantarilla, Adrien Bartoli, and Andrew J. Davi-

son. KAZE features. In Proceedings of the European Conference on

Computer Vision (ECCV), Part VI, pages 214–227. Springer, 2012.

[AD02] Adnan Ansar and Konstantinos Daniilidis. Linear pose estimation

from points or lines. In Proceedings of the European Conference on

Computer Vision (ECCV), Part IV, pages 282–296. Springer, 2002.

[AGHWK16] C. Anthes, R. J. Garca-Hernndez, M. Wiedemann, and D. Kranzlm-

ller. State of the art of virtual reality technology. In Proceedings of

the IEEE Aerospace Conference, pages 1–19, 2016.

[AHH10] Bradley Atcheson, Felix Heide, and Wolfgang Heidrich. Caltag: High

precision fiducial markers for camera calibration. In Proceedings of the

Vision, Modeling, and Visualization Workshop (VMV), pages 41–48.

Eurographics Association, 2010.

[Ang06] Edward Angel. Interactive computer graphics - a top-down approach

using OpenGL (4. ed.). Addison-Wesley, 2006.

[AOH+18] M Allan, S Ourselin, DJ Hawkes, JD Kelly, and D Stoyanov. 3d pose

estimation of articulated instruments in robotic minimally invasive

surgery. IEEE Transactions on Medical Imaging, 37(5):1204–1213,

2018.

[AOV12] Alexandre Alahi, Raphael Ortiz, and Pierre Vandergheynst. FREAK:

fast retina keypoint. In Proceedings of the IEEE Conference on Com-

puter Vision and Pattern Recognition (CVPR), pages 510–517. IEEE

Computer Society, 2012.

189



[Bal98] Robert Stawell Ball. A Treatise on the Theory of Screws. Cambridge

Mathematical Library. Cambridge University Press, 1998.

[BART11] Filippo Bergamasco, Andrea Albarelli, Emanuele Rodolà, and An-
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rich Schwanecke. A low-cost mobile infrastructure for compact aerial

robots under supervision. In European Conference on Mobile Robots

(ECMR), pages 1–6. IEEE Computer Society, 2017.

199



[MAFK17] Arsalan Mousavian, Dragomir Anguelov, John Flynn, and Jana

Kosecka. 3d bounding box estimation using deep learning and ge-

ometry. In Proceedings of the IEEE Conference on Computer Vision

and Pattern Recognition (CVPR), pages 5632–5640. IEEE Computer

Society, 2017.

[Mar63] Donald W. Marquardt. An algorithm for least-squares estimation

of nonlinear parameters. SIAM Journal on Applied Mathematics,

11(2):431–441, 1963.
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proving ncc-based direct visual tracking. In Proceedings of the Euro-

pean Conference on Computer Vision (ECCV), Part VI, pages 442–

455. Springer, 2012.

[SP06] Gerald Schweighofer and Axel Pinz. Robust pose estimation from a

planar target. IEEE Transactions on Pattern Analysis and Machine

Intelligence (TPAMI), 28(12):2024–2030, 2006.

[SP08] Gerald Schweighofer and Axel Pinz. Globally optimal o(n) solution

to the pnp problem for general camera models. In Proceedings of

the British Machine Vision Conference (BMVC), pages 1–10. British

Machine Vision Association, 2008.

[SPP+14] Byung-Kuk Seo, Hanhoon Park, Jong-Il Park, Stefan Hinterstoisser,

and Slobodan Ilic. Optimal local searching for fast and robust texture-

less 3d object tracking in highly cluttered backgrounds. IEEE Trans-

actions on Visualization and Computer Graphics (TVCG), 20(1):99–

110, 2014.

[SRBW12] Christian Schmaltz, Bodo Rosenhahn, Thomas Brox, and Joachim

Weickert. Region-based pose tracking with occlusions using 3d models.

Machine Vision and Applications, 23(3):557–577, 2012.
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