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Abstract

It is predicted that the number of nodes and cores per node will rapidly increase
with the upcoming era of exascale supercomputers. Such growing number of
hardware components causes a decrease in the Mean Time Between Failures
(MTBF). Furthermore, in order to efficiently exploit such exascale systems and
fully utilize all available resources of a node, multiple applications could share
execution on one node and compete for the resources available on this node, for
instance, computing cores and accelerators. However, applications competing
for the same resources, result in resource overload. Application checkpointing
and migration are promising solutions to improve fault tolerance and to balance
workloads between computing nodes, while avoiding resources overload.

In this thesis, we address part of the challenges related to performing ap-
plication checkpointing and migration in HPC. We consider the problem of
checkpointing for load balancing between different resources on a heterogeneous
node. This problem is affiliated with context switching between the host and the
accelerator memory spaces. We present a tool collection (ConSerner) (Context
Serializer) that automatically identifies, gathers, and serializes the context of a
kernel and migrates it to an accelerator’s memory, where an accelerator kernel
is executed with this data.

We consider the problem of reducing checkpoint size and migration time in a
virtualized HPC environment. We notice that not all data objects within a vir-
tual machine (VM) image are required for a successful checkpoint or a migration
from a source to a destination node. Therefore, discarding these data objects
that are not required from the virtual machine image before migration/check-
pointing significantly decreases the migration time and the checkpoint storage
size. In this thesis, we propose a novel approach for the acceleration of VM
migration and the reduction of VM checkpoint storage size. We take advantage
of the fact that freed memory regions within the guest system are not recog-
nised by the hypervisor. Therefore, we fill them with zeros, so that zero-page
detection and compression can work more efficiently. We demonstrate that our
approach can boost the migration time by up to 10 %, when it is applied alone,
and by up to 60 %, when it is combined with compression. We also show that
our approach reduces the checkpoint size of our tested applications by up to
9%, without compression, and by up to 94 % with compression.

Furthermore, for checkpointing, we consider the problem of scalability and
the problem of checkpoint size reduction. A study on a wide range of HPC
applications is performed. For each application, we show the deduplication
potential of its checkpoints for different deduplication configurations. Since
not all applications provide built-in checkpointing, we use DMTCP for system-
level checkpointing. Using this type of checkpointing, we show that there is
a high potential for saving data sent to disk and for increasing checkpointing
performance and scalability.
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Chapter 1

Introduction

Computers are a remarkable invention of the twentieth century [Cer03]. They
are becoming dominant in our life starting from embedded devices, to desk-
top computers, to large-scale supercomputers. The scientific and engineering
applications of computers are numerous. They have allowed scientists to solve
complex mathematical problems and perform fast data analysis which is impos-
sible to be performed by human. Scientists can almost model everything with
the help of computers from protein molecules to galaxies.

There is a need for faster computers. It is driven by the applications’ de-
mands for more computation power and the competition to solve more complex
problems, to generate discoveries faster and more efficient with a reduced so-
lution time from days or weeks to hours. A desktop computer cannot satisfy
this need. This motivates the development of High Performance Computers
(HPC). A High Performance Computer is a supercomputer that has a massive
computation power (in term of Floating Operation Per Second (FLOPS)) and
memory. Typically this supercomputer is composed of many computers called
nodes. For space reason, sets of nodes are packed together to form a rack. Nodes
are connected to each other using fast interconnect networks. There are soft-
ware layers that allow communication between nodes, for example MPI [GL93].
The arrangement of these machines together is known as HPC cluster.

Bringing more computation power to satisfy the application needs is an in-
teresting problem. From a hardware perspective, increasing the clock frequency
is one way of solving this problem. However, increasing the clock frequency,
increases the cooling cost and decreases the reliability. This is known as the
power wall problem [VJO*14, NWKO05, Kur01].

Driven by Moore’s law, which states the number of transistors will be dou-
bled approximately every two years [Moo00], more and more gates are built on
the same die. The transistor size is usually shrinking with every new technology.
As more gates can be built per unit die area, more function units (for exam-
ple, adders, subtractors, multipliers) can be added to the chip. By operating
these function units in parallel, the throughput is increased. So parallelization
is a one key to boost the computation power capability. Starting from a se-
rial executing machine, instruction level parallelism is introduced by instruction
pipelining [Pat11]. Techniques like branch prediction, speculative execution, out
of order execution, are employed to improve the performance of the pipelining.
Processors have vector instructions, such as, SIMD instructions, in which an
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operation is performed on multiple data at the same time [Pat11]. Multi-core
processors are built on the same chip. Parallelization is also exploited by hy-
perthreading. It allows independent hardware threads executing on the same
hardware core. These threads appear to the software as virtual computing cores.
A computing node has multiple cores that operate in parallel and share the node
memory.

From the software side, serial applications have to be transferred into par-
allel programming paradigms to use multiple computing resources in parallel.
The parallelization can be performed on instruction level (SIMD instructions),
thread level (OpenMP [DM98]), process level, (MPI [GL93]), or a mixture be-
tween all previous.

The continuous growing demand for more computation power has let to a
competition between companies, countries, and institutes to build and own the
fastest computer on Earth. The first petascale computer was ”Roadrunner” by
IBM, USA in 2008. Just three years later, Fujitsu built a Japanese ten petascale
computer in 2011. At the time of writing this thesis, the fastest computer on
earth is ”Sunway TaihuLight” by Sunway, China in 2016. This machine offers
a maximum performance of 93 PetaFLOP and 1.25 petabyes of memory.

Now supercomputers are on the edge of the exascale era [Top]. The up-
coming exascale era raises new questions about the system architecture and
new problems that might appear at that scale. The problems include efficient
utilization of the computing nodes, workload balancing to avoid resource con-
gestion, reliability and fault tolerance [BWT15, DBM™11].

Looking at today’s systems, this computation power gain can be achieved
not only by increasing the node count, but also by raising the number of cores
per node. Efficient exploitation of such exascale systems requires full utilization
of all available resources of a node, which includes computing cores and accel-
erators. Single applications typically stress one specific resource on a compute
node, like the CPU, the memory or the I/O. The sharing of nodes by multi-
ple applications can saturate all resources within a node. In previous work, it
has been shown that co-scheduling multiple applications with different resource
requirements on the same node can increase the overall system utilization and
energy efficiency [SDG'16a, BWT15]. However, as applications have varying
resource demands over time, they can compete for the same resource. This
results in resource congestion. Application migration across computing nodes
appears as a solution to this problem, where migration decisions are issued by
a dynamic load balancer that monitors the computing nodes’ performance.

For exascale, increasing the number of cores and nodes of the system intro-
duces new issues. The increasing number of hardware components of the system
decreases the Mean Time Between Failures (MTBF). While the MTBF was in
the order of days (BlueGene/L, Nov 2005) [IMB*12], it will further decrease for
exascale systems [DBM*11, BBC*08, GCR'07]. When errors can be detected
in advance, application migration is still proposed as a solution to solve this
problem and increase the system’s resiliency. In the case of imminent failures,
an evacuation of affected nodes can be performed by a migration of the respec-
tive processes [WMES12, NMES07]. Application checkpointing is another way
of solving this problem [JKCS12]. An application can save its status informa-
tion, i.e., checkpoint, at regular intervals to a reliable storage. The checkpoint
can be triggered by the application or the system. In the case of a failure, the
application can be restarted from its last checkpoint.
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Application checkpointing and migration are therefore key solutions to solve
problems in exascale environments. However, applying them at that large scale
introduces new challenges. In this thesis, we address some of these challenges.
For checkpointing, we consider the problem of scalability, the problem of check-
point size reduction and the problem of checkpoint for load balancing on a
heterogeneous node. Creating checkpoints for many processes puts high pres-
sure on the storage backend and the network. For job migration, we consider
the problem of flexibility and the problem of decreasing job migration time.

High throughput, energy-efficient accelerators like GPUs are promising to
boost performance to reach exascale [SILT15]. However, using them is still as-
sociated with some difficulties. In most cases, they require hardware specific
code. They sometimes have separated memory space from their host systems.
Switching between them requires time-consuming copy operations, reformat-
ing/serializing the used data structures and complicated device-specific memory
allocation [KDK™11]. Nowadays, a system scheduler does not assign a job to an
accelerator unless the hardware specific code of this job is available and the data
objects required for the execution of this job are predefined [SDGT17,SDG*16b].
These data objects should be copied to the accelerator memory before the job
execution. These difficulties make accelerators hard to use from a program-
mer perspective, especially for legacy code, and inflexible to incorporate in the
scheduling process. As a result of this, workload balancing between resources
on a heterogeneous node is infeasible.

In this thesis, we address the problems associated with using accelerators,
mainly the context switching problem between the host and the accelerator
memory spaces, to perform load balancing on a heterogeneous node. This also
includes determining and serializing the data objects that need to be copied
to the accelerator memory before job execution. These data objects that are
needed can be considered as a special type of checkpoint, where the checkpoint
is generated for a part of the program, we call it a kernel. A kernel is a section
of the program responsible for doing the computationally expensive part.

The approaches presented in this thesis are not limited to HPC. They can
also be applied to other areas, such as, cloud computing.
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Contribution In this thesis, we address challenges associated with applica-
tion checkpointing and migration in HPC. Application checkpoint and migration
are key solutions for the efficient utilization of the computing nodes, workload
balancing to avoid resource congestion, reliability and fault tolerance.

One way to efficiently utilize all components within a computer node is to
have several application share execution on the same node. In our contribution
in Chapter 3, we show that even in the case of a heterogeneous single node, we
are able to load balance between the different entities on that node [GSB14].
We address the context switch problem between the host and the accelerator
memory spaces and the problems associated with using accelerators. They often
have an isolated memory space from their host systems. Data objects required
for an execution of a kernel need to be explicitly serialized and copied to the
accelerator memory before the kernel execution. It is the task of a programmer
to serialize and copy these data objects.

We present a tool collection (ConSerner) (Context Serializer) that automat-
ically identifies, gathers, and serializes the context of a kernel and migrates it
to an accelerator’s memory, where an accelerator kernel is executed with this
data. In this way, the accelerator can be used concurrently with the host system
CPUs. This is done transparently to the programmer. Complex data structures
(e.g., n-dimensional arrays, lists, trees, graphs) can be used without the need
for manual modification of the program code by a programmer. Predefined data
structures in external libraries (e.g., the STL’s vector) can also be used as long
as the source code of these libraries is available.

ConSerner saves the programmer the burden of writing error-prone serial-
ization codes manually. In this way, it facilitates the use of accelerators. It is
provided as runtime libraries and a compiler plugin that is partially embedded
inside the LLVM compiler framework [LAO04].

In Chapter 4, we propose an approach to accelerate virtual machine migra-
tion in the HPC context and to reduce the storage size of a virtual machine
checkpoint [GPST16]. The idea behind our approach is that we have noticed
that not all data objects within the virtual machine image are required for a suc-
cessful checkpointing or a migration from a source node to a destination node.
The migration time of a virtual machine is mainly determined by the network
bandwidth [HGLPO07] and the size of the virtual machine image comprising the
guest operating system and the application’s processes. Also, the storage size
of a virtual machine checkpoint is determined by the size of the virtual machine
image. Therefore, discarding data objects that are not required from the vir-
tual machine image before migration/checkpointing significantly decreases the
migration time and the checkpoint storage size.

For a reduction of the virtual machine image size and an acceleration of
the migration, hypervisors apply compression [STHE11] and zero-block detec-
tion [DS11]. When an application is executed within a virtual machine, the
deallocation of memory does not affect the amount of data that is transferred
during a migration or saved in a checkpoint, since these regions are only freed
within the guest system but not returned back to the host. They are included
in the virtual machine image during migration/checkpointing. Therefore, we
overwrite these freed regions with zeros. This way, the zero-page detection and
the compression algorithms are able to further reduce the virtual machine image
size.

In our approach, we substitute the memory operations realloc and free to
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place zeros in every freed memory region. We evaluate the approach by running
a set of HPC applications from various domains within virtual machines based
on Kernel-based Virtual Machine (KVM) [KKL107]. We demonstrate that our
approach reduces the migration time by up to 10% when it is applied alone
and by up to 60 % when it is combined with compression. We show that the
overhead of our approach can be neglected for most applications. The overhead
is due to intercepting deallocation operations and writing zeros in the virtual
machine image. We also show that our approach reduces the checkpoint size of
our tested applications by up to 9% without compression and by up to 94 %
with compression.

In Chapter 5, we propose to apply data deduplication as a solution to increase
checkpoint scalability and decrease checkpoint size [KGST16]. In this chapter,
we investigate the deduplication potential for a wide range of HPC applications
checkpoints. For each application, we show the deduplication potential of its
checkpoints for different deduplication configurations. The coupling of check-
pointing and deduplication for applications, which have a high deduplication
rate, can help to improve checkpointing scalability. Since not all applications
provide built-in checkpointing, we use DMTCP [AAC09] for system-level check-
pointing. Using this type of checkpointing, we show that there is a high potential
for saving data sent to disk and for increasing checkpointing performance. Fur-
thermore, we show where redundancies occur and how they can be exploited
best.



Chapter 2

Application Checkpointing
and Migration

Checkpointing is the process of saving the status of an application at a certain
point in time, so that the application can be restarted from that point. It is ex-
tensively used to provide support for software fault-tolerance [YGO7], playback
debugging and process migration [WHV195].

HPC applications have continuously increasing demands for much more per-
formance. One way HPC systems address these demands is scaling up the
number of nodes and cores per node to deliver the target performance. How-
ever, the increase in the performance of such systems does not come with an
increase in the reliability. As the system scales up, the reliability goes down.
While the Mean Time Between Failures (MTBF), the average time that a de-
vice functions before failure, for the current petascale systems is in the order of
hours [SMM™*12,SG07b], it is expected that it will further decrease for exascale
systems [DBM*11,BBC*08, GCR'07].

This reliability issue makes checkpointing very crucial for such systems be-
cause it allows them to restore their work in case of failure. Though from an-
other point of view, checkpointing itself is an overhead for an application. The
application execution has to be interrupted for saving its status. The check-
pointing operations consume CPU cycles, memory, disk bandwidth and parallel
file system (PFS) bandwidth, even the saved checkpoints might not be used for
restoring status.

A carefully designed checkpointing scheme tries to make the checkpointing
overhead as low as possible by decreasing the checkpoint size and time. Many
factors affect the design choice. For example; whether the system or the ap-
plication programmer performs the checkpoint, and how often checkpointing is
done? When checkpointing is done too often, it introduces much overhead. It
becomes a waste of resources that leads to poor performance. Checkpointing
less frequently wastes application computation in a case of a failure which also
leads to poor performance. In the best case, the checkpointing frequency should
be tuned to the expected failure rate for a certain failure coverage [MMBdS14].

The checkpoint design scheme has to consider the additional challenge re-
quired for checkpointing multi-process applications. These applications usually
have many processes which communicate with each other using message passing
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like MPI [GL93]. Checkpointing these processes is more complicated than just
checkpointing every participating process alone. If every participating process
takes its checkpoint independently, there is no guarantee that some in-flight
messages might not get lost while checkpointing [FWL*14, GC11, EAWJ02].

Migration is the process of moving an application’s execution from one
computing resource to another [PGLT14]. It is used to support load balanc-
ing [SDGT16b, GSB14] and fault tolerance [WMES12,NMES07]. The migration
can be performed locally between resources within the same node, for instance,
migrating computation between a host and an accelerator in a heterogeneous
node [GSB14]. Migration can also be used to transfer computation to an ex-
ternal node, for instance, virtual machine migration [BBKT12, YWGKO06]. A
carefully designed migration scheme must provide enough resources on the desti-
nation node for a successful migration. This is known as the residual dependency
problem [MDP*00].

This chapter provides background to application checkpointing and migra-
tion, it is organized as follows. In Section 2.1, checkpointing is classified into
two different flavors according to how they are performed; system-level and
application-level checkpointing. Then, in Section 2.2, we discuss techniques
which are used to enhance the checkpointing performance. These techniques
either to decrease the checkpoint size, to increase the available checkpoint write
bandwidth, or to avoid blocking the application while checkpointing. Check-
pointing challenges of parallel multi-process applications are discussed in Sec-
tions 2.3. Applications of checkpointing which include fault-tolerance, playback
debugging and migration are discussed in Section 2.4.

Finally, in Section 2.5, we end this chapter with a brief discussion about
application migration. We discuss four different groups: process-level migration,
task migration, virtual machine migration, and container-based migration.

2.1 Checkpointing

Checkpointing can be classified into two main types: system-level and application-
level checkpointing.

2.1.1 System-level

The simplest checkpoint is a memory core dump of the computation status of an
application to a file; it is performed at the system-level. The computation status
of an application includes the content of the processor registers, the heap, the
stack and the code region. The advantages of this approach are: the checkpoint
is completely transparent, i.e. the application is unaware that it is being check-
pointed. Checkpointing can be done at any arbitrary location. A checkpointing
decision can be triggered from inside or outside the program. The disadvantages
of this approach are: it produces a relatively large checkpoint in comparison to
application-level checkpointing. As the system-level checkpointing is a memory
core dump, everything is included in the checkpoint even if it is not required for
the restarting process. However, system-level checkpointing is still attractive
for legacy code and for the cases where application-level checkpointing is not
supported by the application.
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System-level checkpointing is divided into kernel-level and user-level check-
pointing.

Kernel-level (OS provided checkpointing)

Kernel-level checkpointing is implemented inside the kernel space. The advan-
tage of kernel-level checkpointing is that it provides better transparency. There
is no need to replicate kernel data structures in user-space. Kernel-level check-
pointing is able to restore the process ID and section ID of a process. This
feature is desirable for applications that may rely on their parent’s and/or chil-
dren’s PID to remain constant. For example, consider a parent process waits
for one of its child processes to exit. The parent process keeps a track of its
child process using the child’s PID. On checkpoint restart, if the child’s PID is
different from the original (i.e. the PID before restart), the parent process will
wait forever(see Figure 2.1).

Parent Process o
£
l,_
fork()
Parent Child
Process Process
Checkpoint
GE) Failure
o]
@ Restart from
e} Parent Child checkpoint
Process Process
> i

¢ |/

Figure 2.1: A block diagram of a parent process waiting for its child process to
exit. The parent will wait forever if the child’s PID changes after a restart.

The disadvantage of kernel-level checkpointing is that it requires kernel mod-
ification. This modification is usually shipped as a kernel module. The kernel
module has to match the kernel version [Kim05]. Newer versions of Linux ker-
nels require new kernel modules to be developed which makes kernel-level check-
pointing tools hard to maintain for future use. Kernel-level checkpointing is less
portable because it requires administrative rights to be installed which is not
usually possible for normal users.

Berkley Lab Checkpoint / Restart for LINUX (BLCR) [Due03] is a kernel-
level checkpointing tool. Initially, it was only providing support for single pro-
cess applications. However, later some Message Passing Interface (MPI) libraries
like OpenMPI uses BLCR as a plugin to support distributed checkpointing.
BLCR supports up to Linux kernel version 3.7.x; it does not support newer
kernel versions.
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User-level

User-level checkpointing is implemented in user space. It is not dependent on
a certain kernel version, which makes it much more portable. Therefore, no
administrative rights are required to install or run the user-level checkpointing
tool.

Libckpt [PBKL95] is a transparent system-level checkpointing tool that op-
erates in user space. It implements an incremental checkpointing technique, in
which only differences between successive checkpoints are saved instead of sav-
ing the entire checkpoints. Libckpt does not suspend an application execution
while checkpointing as it performs a forked checkpoint technique. This tech-
nique clones the application status then performs checkpointing on this cloned
status without interrupting the application execution. The advantage of forked
checkpointing is that it minimizes the checkpointing time overhead. However,
it requires the availability of enough memory on the compute node in order to
duplicate the application status. Libckpt also proposes a user-directed check-
pointing technique; this assumes that a little information from a programmer
can yield large improvements in the checkpoint performance. The programmer
provides some hints: to decide data objects that are excluded or included in the
checkpoint and to choose the checkpoints locations.

Distributed MultiThreaded Checkpointing (DMTCP) [AAC09] is a trans-
parent user-level checkpointing tool for distributed applications. Its novelty
rests on its particular combination of features; It supports multi-threaded and
parallel MPI applications. It operates in the user space and provides fast check-
point times with negligible runtime overhead while not checkpointing. Ansel
et al. show that, on 128 distributed core (32 nodes), a typical checkpoint time
is 2 seconds or 0.2 seconds when forked checkpointing is enabled [AAC09]. We
rely on this tool in Chapter 5.

2.1.2 Application-level

In application-level checkpointing, checkpointing is hard coded inside the appli-
cation as it is implemented by the application programmer. The advantage of
this approach is that it usually provides smaller checkpoint sizes than system-
level checkpointing. The programmer uses his application knowledge to deter-
mine the minimum set of objects that should be included in the checkpoint and
to decide the optimal checkpoint locations. The disadvantage of this approach
is that the burden of the checkpointing becomes the application programmer’s
responsibility.

Some checkpoint classifications sort application-level checkpointing as user-
level checkpointing because application-level checkpointing operates in the user
space [GSjP05].

2.2 Checkpointing Enhancements Techniques
In this section, we give an overview of techniques that improve checkpointing

performance. All the techniques aim to minimize the checkpointing time over-
head and storage size.
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2.2.1 Incremental Checkpointing

Instead of saving the entire application status, incremental checkpointing saves
only the part of the application status that has been changed since the last
checkpoint [GSjP05]. This requires a mechanism for determining what has been
changed.

For full state checkpointing, a single checkpoint is sufficient to restore the ap-
plication status. However, with incremental checkpointing, care must be taken
with old checkpoint files. Restoring from a checkpoint requires keeping the old
checkpoint files, which would increase the total storage requirements per check-
point in comparison to full state checkpointing [Frol3]. So, occasionally a full
status checkpoint is taken with incremental checkpointing.

The data block granularity on which the incremental checkpoint is performed
affects the checkpoint efficiency. A large granularity makes incremental check-
pointing useless because its size becomes almost equal to full checkpointing. A
small granularity produces a small checkpoint, but it increases the overhead.
So a compromise between both extremes has to be chosen. When incremental
checkpointing is performed at the system level, the granularity is usually chosen
equal to the page size [VMHRI11].

Figure 2.2 shows an example of incremental checkpointing carried out on
the system level. Only written pages and newly added pages are included in
the incremental checkpoint. A single bit change in a memory page, forces the
complete page to be included in the checkpoint. The old version of already
written pages and deleted pages are marked to be deleted.

Mehnert-Spahn et al. propose a system-level incremental checkpointing based
on write bit (WB) page protection tracking [MSFS09]. In their approach, the
WB of every memory page is set to zero at every checkpoint. At the next check-
point, the WB is checked whether it is set to one or not. If the application writes
to a memory page whose WB is cleared, the kernel generates a page fault and
the WB of this page will be set to one. The WB acts as an indicator whether a
memory page has been written between the checkpoints or not. The advantage
of this approach is that WB modification does not interfere with Linux page
management functions like, page caching. The disadvantages of this approach
are that it requires tracking the virtual memory area because pages might get
mapped or unmapped between checkpoints.

Stertz et al. propose another approach for system level incremental check-
pointing [Ste03]. This approach also detects writing on memory pages but by
using dirty bit (DB) page tracking. It uses a kernel patch to shadow the DB
information from the kernel within the user level and captures the modification
status of the pages.

Vasavada et al. compare between write bit (WB) page protection tracking
and dirty bit (DB) page tracking approaches for incremental system level check-
pointing [VMHR11]. They have provided an optimized implementation of both
approaches in BLCR [Due03] (a kernel-level checkpointing tool). In their evalu-
ation, they favored the dirty bit page tracking approach as it has the potential
to reduce the kernel activity significantly.
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Figure 2.2: An example of incremental checkpointing carried out on the system
level. Only written pages and newly added pages are included in the checkpoint.

2.2.2 Compression

Checkpoint compression is a practical solution to improve checkpoint perfor-
mance. However, it is only useful when its benefit exceeds its cost. The cost
includes the compression time and resources, for instance, CPU usage and mem-
ory. The compression time can be neglected when there is a slow disk and/or
network bandwidth. Ibtesham et al. express this in Equation 2.1 [TAB*12].
Compression is only useful when:

Time to save the
< uncompressed
checkpoint

Time to save the

C jon ti :
ompression trme .+ compressed checkpoint

(2.1)
which is equivalent to:

|checkpoint| Jr(1 — Compression factor) x |checkpoint| - |checkpoint]

Compression speed Saving speed Saving( sp;aed
2.2
where |checkpoint| is the checkpoint size. Compression speed is how much
data can be compressed per unit time. Saving speed is the rate of check-
point writes, i.e. how much checkpoint data can be saved per unit time.
Compression factor is the percentage of size reduction due to compression.
Equation 2.2 can be reduced to Equation 2.3.

Saving speed

- < Compression factor (2.3)
Compression speed

This means that, if the ratio of the checkpoints saving speed to the com-
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pression speed is less than the compression factor, checkpoint compression is
beneficial. It then saves time and storage space.

Ibtesham et al. demonstrate that since the current computational power
has increased at a faster rate than disk and network bandwidth, checkpoint
compression can allow trading fast CPU workloads for slow disk and network
bandwidth [TAB*12]. More computation power means increasing the compres-
sion speed which decreases the size of the left-hand side in Equation 2.3. Plank
et al. use compression with asynchronous checkpointing to lower the Parallel
File System (PFS) checkpointing overhead [PL94]. Ibtesham et al. examine
the feasibility of using compression to reduce checkpoint size in HPC environ-
ment [[AFB12]. Their study reveals that checkpoint compression is a potentially
useful optimization for large-scale scientific applications.

Islam et al. introduce data aware checkpoint compression to improve the
compressibility of HPC applications checkpoints and decrease the checkpoint-
ing overhead [IMB*12]. They compress multiple checkpoint files from different
processes together. Data aware checkpoint compression extracts metadata se-
mantic inside a process checkpoint file and then it uses this knowledge to merge
the checkpoints parts from various processes intelligently. Often compression
techniques have a finite window where they look for similarities. However, with
the provided semantic data, similarities can be searched within all the check-
point files. This approach is similar to our contribution in Chapter 5. However,
in our case, we find similarities between processes’ checkpoints using data dedu-
plication which is considered as a special type of compression. In our case,
similarities between processes’ checkpoints are discarded by comparing the fin-
gerprints of the chunks instead of relying on metadata semantic in the checkpoint
files.

2.2.3 Zero block detection

As system level checkpoint takes a snapshot of an application’s memory, zero
blocks in the application’s memory appear in the checkpoint image. Applica-
tions have a significantly large number of zero blocks resident in their memory.
Ekman et al. show that the SPEC CPU 2000 benchmarks, on the average, the
zero blocks represent 30% of the memory sizes [ES05]. They used a block size
of 64 bytes. Dusser et al. confirm these results by performing the same exper-
iment on the SPEC CPU 2006 benchmarks. They notice that the number of
zero blocks is quite high exceeding 80% in several cases [DS11].

Our results in Chapter 4 confirm the finding of Ekman et al. and Dusser
et al. We show that the zero blocks represent 10% to 92% of the applications’
checkpoints. In our case, the block size is 4 KB, and we use a different set of
parallel HPC applications.

Zero block detection is considered as a compression technique, in which
the checkpoint image is divided into equal blocks, then these equal blocks are
searched for complete zero blocks [DS11, MB09, ES05]. The found zero blocks
are discarded from the checkpoint image, which in turn decrease the checkpoint
storage size. Some metadata is needed to keep references to the discarded
zero blocks. On checkpoint restart, the metadata is used to reconstruct the
checkpoint image and to restore the discarded zero blocks. The size granularity
of the block is tied to a particular implementation as it also affects the storage
size of the metadata.
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Figure 2.3: A block diagram of forked checkpointing.

2.2.4 Forked Checkpointing

With traditional checkpoint schemes, the application execution is interrupted
while checkpointing is in progress. Once checkpointing is done, the application
continues execution. However, with forked checkpointing, there is no need to
interrupt the application execution [PBKL95,Vai95b]. A copy of the application
state is made using the Unix fork() operation; then another asynchronously
executing process is responsible for copying this application state copy to a file.
In this way, the application execution and checkpointing can overlap. Figure
2.3 shows a block diagram of forked checkpointing. The parent process is not
blocked by the checkpointing operation.

The advantage of the forked checkpointing approach is that it decreases the
time overhead of the checkpointing process (reference to the wall clock time).
However, it requires the availability of enough memory on the computing node
to duplicate the application status.

Most operating system implement process cloning with copy-on-write [LNP94],
in which a process and its clone share a memory page until one of them change
this page. This memory page sharing decreases the memory required to per-
form the clone operation. The required memory is less than twice the memory
allocated by the original process.

2.2.5 User-directed Checkpointing

User-directed checkpointing assumes that a little information from a program-
mer can yield large improvements in the checkpoint performance. This tech-
nique is used in system-level checkpointing tools so that they can get some
of the information already available for application-level checkpointing. Both
user-directed and application level checkpointing rely on the programmer infor-
mation to improve the checkpoint performance. User-directed checkpointing is
integrated into the system-level checkpointing tool Libckpt [PBKL95]. There
are two ways in which the user information can boost performance, namely
memory exclusion and synchronous checkpointing.

Memory exclusion

The user provides directives for excluding some memory locations from the
checkpoint [PCLT99]. There are two cases where memory locations can be
excluded. The first case is when the memory locations are dead, i.e. they
are not going to be read or written in the future. The second case is when
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Figure 2.4: Memory organization of a typical program [Fer10].

the memory locations are clean, i.e. they are not being written since the last
checkpoint. This case is similar to incremental checkpointing. However, in
incremental checkpointing, the memory exclusion is done automatically without
user direction.

A running program has four types of memory: code segment, data segment,
heap, and stack [Fer10]. Figure 2.4 shows the memory organization of a typical
program. The code segment contains the executable code. The data segment
has two parts: The first is the initialized part where all the global, static and
constant data are stored. The second is the uninitialized part which is set to
zero when the program is first loaded.

A program allocates memory dynamically at runtime from the heap. For
each new allocation, the heap grows in the direction shown in Figure 2.4. The
lifetime of objects in the heap is either managed by the program with explicit
allocation and deallocation functions or by a garbage collector [JHM16]. The
stack stores a function local variables, arguments passed to that function and
the return address of the instruction which will be executed after that function
finishes execution. The stack grows in a last-in-first-out manner in the direction
shown in Figure 2.4, when a function starts execution it adds its data on the
top of the stack. Then when it finishes execution, it is responsible for removing
that data from the stack. This mechanism helps the checkpointing tool in
determining the lifetime of local variables. However, this is not the case for
the program heap variables and for variables statically allocated in the data
segment, i.e. global variables. The user-directed memory exclusion is quite
useful in the case of the heap and global variables.

User-directed memory exclusion can reduce the checkpoint size of system-
level checkpointing tools, but it needs to be used carefully. If a live memory
region is mistakenly excluded from a checkpoint, this can cause the application
to fail on recovery or produce incorrect results.

Synchronous Checkpointing

Synchronous checkpointing is a user directive that allows the programmer to
choose the locations where the program should be checkpointed. The program-
mer should use it wisely with the memory exclusion directive. He should choose
checkpoint locations where memory exclusion has the greatest effect. It is called
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”synchronous checkpointing” because it is not initiated by timer interrupts.

Synchronous checkpoints may be placed in program locations that are reached
more often. Checkpointing more often can lead to poor performance. To avoid
this, some libraries, for example, Libckpt, require a minimum time interval be-
tween the checkpoints to be specified.

Listings 2.1 and 2.2 show a sample scientific program before and after adding
memory exclusion and synchronous checkpointing directives [PBKL95]. The
program reads some data (D) from an input file, processes the data, then writes
the processed data to an output file. It performs this operation in a loop. In
Listing 2.2, by choosing line 13 to carry out the checkpoint, (D) is discarded
from the checkpoint. If (D) is large enough, user-directed checkpointing will be
responsible for a significant saving in the checkpointing overhead. In line 14,
(D) is included again because it is going to be used again starting from line 8.

Listing 2.1: Typical scientific program [PBKL95] that reads some data from an
input file, processes the data, then writes the processed data to an output file.
It performs this operation in a loop.

1 main ()
{
3 struct data xD;
FILE «fi, x*fo;
5 D = allocate_data_set ();
fi = fopen(”input”, "r”);
7 fo = fopen(”output”, "w”
while(read_data(fi, D) !
-
perform_calculation (D);
u write_results(fo, D);

}
!

)

N

)

_1)

Listing 2.2: The sample program in Listing 2.1 after adding memory exclusion
and synchronous checkpointing directives [PBKL95].

ckpt_target ()

2 {

struct data x*D;

+ FILE xfi, xfo;
D = allocate_data_set ();

¢ fi = fopen(”input”, "1r”);
fo = fopen (”output”, "w”);

s while(read_data(fi, D) !
{
1w perform_calculation (D);
write_results (fo, D);
12 exclude_bytes (D, sizeof(struct data), CKPTDEAD);
checkpoint_here ();
1 include_bytes (D, sizeof(struct data));

~1)
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2.2.6 Diskless Checkpointing

An application checkpoint can be stored to a stable storage, i.e., disk. The
stable storage offers a high level of resiliency; the application can be restored in
case of complete node power failure. Since application checkpoints can be large
(up to hundreds of megabytes per process) [KGST16], storing checkpoints to
a stable storage becomes a major contributor to the checkpoint overhead, i.e.,
performance degradation due to checkpointing. This performance degradation
is noticeable in parallel and distributed systems where the number of running
processes outnumbers the number of disks.

Diskless checkpointing reduces overhead by avoiding storing checkpoints to
stable storage [PLP98]. Instead, it caches checkpoints in local node memory
or other neighbor node storage. Diskless checkpointing enhances checkpointing
by removing the disk. However, this does not come for free. Failure coverage
of diskless checkpointing is less than stable storage checkpointing because com-
ponents of diskless checkpointing might not survive a complete cluster power
outage. Diskless checkpointing can recover from a single process failure and in
some cases from multiple processes failure.

Vaidya et al. combine diskless checkpointing with disk-based checkpointing
to build a two-level checkpointing scheme [Vai95a]. Diskless checkpoints are
frequently taken to handle the most common one or more processes failure.
Disk-based checkpoints are taken less often to survive the rare power outage
failures.

Diskless checkpointing can be combined with incremental checkpointing and
forked checkpointing to decrease the memory usage. With incremental check-
pointing, only the difference between the checkpoints is saved. The difference
includes the updated read/write pages. Read only pages are saved once. Incre-
mental checkpointing implies having a full checkpoint at least once (see Figure
2.2). With forked checkpointing, a clone process is generated for each process.
Most operating systems implement process cloning with copy-on-write [LNP94],
in which a process and its clone share a memory page until one of them changes
this page. This page sharing reduces the memory usage.

Diskless checkpointing can use mirroring and parity methods for redundancy.
A process checkpoint can be reconstructed from its neighbor’s process check-
point in the same group and from party information. Redundancy schemes like
redundant array of inexpensive disks (RAID) Level 5 [CLG"94,PGK88], Ham-
ming codes [Gib92], Reed-Soloman coding [Pla97] can be used. Reed-Soloman
coding achieves maximal failure coverage per checkpoint process, but it has a
high CPU overhead [BE09, CSWBO08,FLO05, Lee03]. Bautista-Gomez et al. hide
the latency of Reed-Soloman encoding of checkpoints by using a dedicated MPI
process and GPUs [BGTK™11].

2.2.7 Multi-level Checkpointing

An application checkpoint can be stored locally on a computing node. It uses
one of the available local storage media, such as, RAM, Flash, SSD or disk.
The checkpoint can also be stored remotely to a neighbor node or a network file
system. Each checkpoint storage location has different storage bandwidth and
has a different level of resilience.

A RAM disk offers more bandwidth than an SSD. Within a computing node,
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Figure 2.5: Aggregate checkpoint write bandwidth to RAM disk, SSD, and
Lustre PFS [MBMS10]. The aggregated write bandwidth on the local RAM
disk is 1,000x more than the PFS. The Partner/XOR RAM disk is 100x more
than the PFS. Finally, the SSD is 10x more than the PFS.

usually more memory bandwidth is available for local storage than external
storage. The parallel file system (PFS) usually have the least bandwidth per
core. Its bandwidth is shared between all nodes in the cluster. Applications
compete to get a share of the PFS bandwidth.

The available storage bandwidth defines the checkpoint cost. The most
expensive storage (concerning time) is the PFS, and the cheapest is the local
RAM disk [MMBdAS14]. Checkpointing to PFS offers the highest resilient level
as it can recover failure of an entire computing node. However, checkpointing
to local storage has less resilient.

Figure 2.5 shows the aggregate checkpoint write bandwidth to different stor-
age locations measured by Moody et al. [MBMS10]. In local mode, checkpoints
are written to local node storage. In partner mode, checkpoints are written
to local node storage and a neighbor node storage. In xor mode, redundant
checkpoint parity data is stored to local node storage and a set of neighbor
nodes. Lustre PFS delivers a peak bandwidth (in their setting) of 10GB/s. It
is observed from Figure 2.5 that partner and xor modes with RAM disk achieve
100x more performance than PFS. Local mode with RAM disk gives 1000x more
performance that PFS.

Multi-level checkpointing [Vai94] uses different storage levels with different
costs and resiliency. Multi-level checkpointing uses cheap checkpointing levels
to handle most common failures and expensive checkpointing levels to handle
less common but severe failures. Cheap checkpoints are frequently taken while
expensive high resilient checkpoints are taken less often. This increases the
efficiency and decreases the load on the parallel file system.

Moody et al. evalute the effectiveness of multi-level checkpointing in large
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scale HPC systems [MMBdAS14, MBMS10]. They implement a system, called
Scalable Checkpoint/Restart (SCR) library, that writes checkpoints to storage
on the compute nodes utilizing RAM, flash or disk, in addition to the parallel
file system. They show that multi-level checkpointing improves efficiency on
existing large-scale systems. In particular, they develop low-cost checkpoint
schemes that are faster than the parallel file system and effective against 85%
of their system failures. This increases the machine efficiency up to 35%, and it
reduces the load on the parallel file system by a factor of two.

2.2.8 Asynchronous Checkpointing

A parallel file system (PFS) usually offers the least write bandwidth per core.
All nodes in a cluster compete to take a share of this PFS bandwidth. Writing
checkpoint files to a PFS is expensive. A single checkpoint can take on the order
of tens of minutes [MMBdS14].

Asynchronous checkpointing sends checkpoints to the PFS asynchronously
in a way to lower the checkpointing overhead. This is performed by overlapping
computation and writing checkpoints to the PFS.” In other words, the appli-
cation continues execution while checkpointing to the PFS is performed in the
background. Nevertheless, the rate of asynchronous sending the checkpoints to
the PFS can be tuned to decrease the effective load on the PFS [MMdS12].

Plank et al. use compression with asynchronous checkpointing to lower PFS
checkpointing overhead [PL94]. Mohror et al. employ asynchronous checkpoint-
ing with multi-level checkpointing [MMdS12]. They enhance Scalable Check-
point/Restart (SCR) library by using MRNet, a tree-based overlay network
library [RAMO3], to copy checkpoints from the computing nodes to the paral-
lel file system asynchronously. They show that integrating SCR with MRNeT
reduces the time spent in I/O operations. Abbasi et al. show that data stag-
ing services moving application output data from compute nodes to dedicated
staging or I/O nodes before storing the data to the PFS are used to reduce I/0O
overheads on applications’ total processing times [AWET09]. A data staging
service intends to copy data to an intermediate location so that later the data
is copied asynchronously to the Parallel File System (PFS).

Santo et al. extend the work of Abbasi et al. and Mohror et al. to design a
non-blocking checkpointing system that combines the benefits of asynchronous
checkpointing, multi-level checkpointing and data staging services [SMM™112].
Their system uses the Scalable Checkpoint/Restart (SCR) library to perform
multi-checkpoint levels with different cost and resilience.

Figure 2.6 shows the non-blocking checkpoint system of Santo et al. The
system has two node sets, computing nodes, and staging nodes. The comput-
ing nodes are nodes where applications execute. The staging nodes are nodes
that transfer the checkpoints from the computing nodes to the PFS. The stag-
ing nodes asynchronously read checkpoint data from compute nodes and write
checkpoint data to the PFS. Each staging node handles multiple computing
nodes. The staging node reads checkpoints from the computing nodes using
Remote Direct Memory Access (RDMA) to minimize the CPU usage on the
computing nodes. This is how the system provides the none blocking feature.
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Figure 2.6: Santo et al. non-blocking checkpointing system [SMM7*12]. The
arrows show the direction of flow of the checkpoints.

2.2.9 Cooperative Checkpointing

Periodic checkpointing is a standard approach for providing fault tolerance for
long-running jobs. On a checkpoint, the application execution is interrupted
so that it can save its checkpoint to stable storage. With checkpointing more
frequently, the application spends most of its time saving its status instead of
doing a useful computation. This also dramatically increases the total execution
time. CPU time, memory, disk, and parallel file system (PFS) bandwidth are
also wasted on checkpoints which are less likely to be used.

Checkpointing less often decreases the benefit of checkpointing; the compu-
tation performed by an application from the failure point to the last available
checkpoint will be wasted. To avoid both extremes, the checkpoint interval
should be carefully tuned. Finding an optimal checkpoint interval has been
widely studied for single process applications [PE98, Vai97] and multiprocess
parallel applications [PT01,KS97]. The optimal checkpoint interval guarantees
the lowest checkpoint rate for a certain rate of failures.

However, periodic checkpointing cannot cope with the dynamic reliability
challenges of large scale systems. As a result, cooperative checkpoint is em-
ployed [ORS06b, ORS06a]. At runtime, an application requests a checkpoint.
The system decides whether to grant or skip the checkpoint based on a dynamic
system-wide heuristics. In this way, the application and the system are all part
of the decisions regarding when and how checkpoints are performed. Skipping
checkpoints which are less likely to be used for recovery improves the overall
system performance.

When a periodic checkpoint requested by an application after that the system
denies some of these checkpoints, the checkpoint period becomes irregular. So
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cooperative checkpointing can appear as an irregularity added to the checkpoint
interval.

Decisions regarding whether to accept or deny checkpoints are based on
heuristics. When good heuristics are chosen, cooperative checkpointing in-
creases the system resilience and decrease checkpoint overhead. The chosen
heuristics can depend on the system dynamic changing status, such as, the cur-
rently available memory, disk, and PFS bandwidth. The system will skip a
checkpoint if less PF'S bandwidth is available. In this way, it will avoid having
a long checkpointing time.

Also, the chosen heuristics can depend on the expected failure rate. When
failures are predicted before they occur, the system will accept to save check-
points before failures happen. However, when the system is predicted to be
stable, the system could skip checkpoints. In this way, the system can adjust
the checkpoint period according to the dynamically changing failure probability.
Failure prediction can be accurate on real systems [LZST06,SORT03]. Figure
2.7 explains the application behavior with checkpoint skipping when failures can
be predicted.
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Figure 2.7: Three jobs run with different checkpoints skipping [ORS06b]. Run
(a) shows a standard periodic checkpoint, in which all checkpoints are per-
formed. In run(b), the last checkpoint is skipped because the system predicted
a low probability of failure, given the short time remaining in the computation.
Run (c) shows the ideal case, in which a checkpoint is performed just before
failure. With periodic checkpointing in the run (a), the waste is at maximum.
With cooperative checkpointing in the run (b) and the run (c), the waste is
relatively reduced.

Decisions regarding whether to accept or deny a checkpoint can also be taken
based on Quality of Service (QoS) guarantees [ORST05]. For example, a late
starting job can be made to skip checkpoints to reduce its effective runtime. In
this way, the job is more likely to meet its deadline.
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2.2.10 Checkpointing Filesystem

Parallel applications run across thousand of processors and simultaneously save
their checkpoints to a stable storage. In the case of failure, they can rollback to
the last available checkpoint. Checkpointing to the parallel file system (PFS)
allows the highest level of resilience as it can survive a complete power out-
age. However, PFS bandwidth is shared between all computing nodes. So
checkpointing to the PFS is a potential source of system bottlenecks. Single
application checkpoint can last for a tens of minutes [MMBdS14]. Checkpoint-
ing has become the driving workload of PFS and the challenges it imposes grow
with every new larger supercomputer [KGST16, MBMS10, EP04].

Usually, different HPC applications have different checkpointing patterns.
Some of these patterns lead to very poor storage performance on PFS systems
like PanFS, GPFS [VTHBI18], and Lustre [QLIT17]. Bent et al. propose a
virtual parallel log structure file system (PLFS) that remaps the application
checkpointing pattern into one which is optimized for the underlying filesys-
tem [BGGT09]. PLFS acts as an interposition layer inserted into the existing
storage stack that rearranges an applications checkpoint pattern into one which
is optimized for the underlying filesystem. Bent et al. evaluate PLFS on PanF'S,
GPFS, and Lustre. They show the PLFS reduce the checkpointing time of their
tested applications by an order of magnitude.

Cranor et al. structure PLFS to become a more general platform for trans-
parently translating application I/O patterns [CPG13]. They extend PLFS so
that it can be used with different backend storage, for example, cloud storage,
such as Hadoop Distributed Filesystem (HDFS), and to solve different workload
problems. HDFS is not POSIX-based and does not support multiple concurrent
writes to the same file [SKRC10]. However, with the extended PLFS, HPC ap-
plications have the ability to concurrently write from multiple computing nodes
into a single file stored in HDFS.

Multi-level checkpointing [MMBdS14] is also used to decrease the load on the
PFS. It uses the node local storage for storing low overhead, and high frequently
checkpoints. Only a few selected checkpoints are stored on the PFS. A node
local storage has an advantage that it scales with the number of the used nodes
by an application. The more computing nodes are used, the more accumulated
storage capacity is available for the application. Unfortunately, not every HPC
system provides a local node storage. They have only the local node memory.

Rajachandrasekar et al. develop a user space file system, called CRUISE,
which stores data in main memory [RMMP13]. CRUISE is optimized to be
used with a multi-level checkpointing library like Scalable Checkpoint/Restart
(SCR). In this way, multi-level checkpointing can still be performed on com-
puting nodes which do not have local storage. CRUISE transparently spills
data to other storage like local flash memory or the parallel file system. It also
supports Remote Direct Memory Access (RDMA), so that it can allow other
remote server processes to read files directly from a computer node memory.
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2.3 Checkpointing Distributed Parallel Applica-
tions

Checkpointing a single process application saves the process status to a stable
storage. In a case of failure, rollback-recovery restore the process status from
the latest checkpoint. However, for a parallel multi-process application, such
as, MPI applications, the checkpoint and restart operations are not that simple.
The application has multiple processes running in parallel. The processes are
not necessarily sharing the same computing node. They may be physically or
logically isolated from each other. The processes communicate with each other
using message passing mechanism for example MPI [GL93| (see Figure 2.8).
The global checkpoint of a parallel distributed application includes the state of
each participating process and the state of the communication channel.
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Figure 2.8: A parallel muli-process application [EAWJ02]. Processes commu-
nicate with each other using message passing mechanism. They can also send
and receive messages from the outside world. The processes can be logically or
physically isolated from each other, i.e., not necessarily running on the same
computing node.

Just having a checkpoint for every process in this message passing system
may not be sufficient to restore the status of the application in a case of failure.
In-flight messages should also be restored after roll-back, i.e., restart. If the
system fails in restoring the in-flight messages, it tries to restart again but from
an older checkpoint. If it is still unsuccessful, the action can be repeated. This
is known as rollback propagation [EAWJ02].

For example, if a sender of a message m restarted from a state before sending
m, the receiver process must restart back to a state before receiving m. Oth-
erwise, the states of the two processes would be inconsistent, they would show
that the message m was received but has never been sent, which is impossible
for a normal program execution.

In some cases, cascaded rollback propagation can be relatively long, it can
force the application to return to its initial state, i.e., as if it is just starting,
losing all work done before failure. This unbounded rollback is referred in litera-
ture as the domino effect [KT87, EAWJ02] (see Figure 2.9). Having the domino
effect in the rollback process is completely unacceptable. As it makes the check-
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point process useless; all resources spent on checkpointing including CPU time,
memory and disk space are wasted in vain.

X0 X1 X2 X3 Failure
& < K
/ \ / m' m
O O—
YO Y1l Y2 Y3
& = Checkpoint

—_—> = message

Figure 2.9: The domino effect [KT87, EAWJ02]. For processes X and Y, their
earliest checkpoints are (X0, Y0) and their last available checkpoints are (X3,
Y3). When X process fails, the application tries to restart from (X3, Y3).
However, (X3, Y3) checkpoints are inconsistent, Y3 shows that m message was
received, but X3 has not sent m yet. As a result of this restarting from (X3,
Y3) fails. The application tries to restart again from earlier checkpoints (X3,
Y2), (X2, Y3), etc. This is known as rollback propagation. But unfortu-
nately, all these checkpoints are inconsistent. So it is only possible to restart
the application from the earliest checkpoint (X0, Y0). Unbounded cascaded
inconsistent checkpoints force the program to return to the beginning in case of
failure. If this happens, checkpointing becomes useless. This is what is know as
the domino effect.

In a message passing multi-process application, if every process takes the
decision regarding when to take its checkpoint by it own independent of all other
processes, then the system is vulnerable to the domino effect. This approach
is known as uncoordinated checkpointing or independent checkpointing [GC11,
EAWJ02, FWL*14].

One way to prevent the domino effect is to perform coordinated checkpoint-
ing [EAWJ02, FWL*14, ADY12,CS98]. All processes communicate with each
other to find a system-wide consistent checkpointing state, where there is no in-
flight messages that cannot be restored. This consistent state limits the rollback
propagation.

Communication-induced checkpointing is also used to evade the domino ef-
fect [BHMR97, MG09, EAWJ02]. Each process is forced to take a checkpoint
based on messages it receives from other processes. Certain communication
patterns are chosen such that they guarantee a domino effect free rollback.

In the next sections, we try to understand what a consistent global check-
point is, and what are factors that make a checkpoint inconsistent. Then, we
discuss checkpointing techniques for a message passing multi-process applica-
tion. The techniques include uncoordinated, coordinated and communication-
induced checkpointing. In our discussion, we are not interested in implementa-
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tion details regarding different message types (synchronous or asynchronous) or
different library implementations.

2.3.1 Consistent Global Checkpoint

The global checkpoint of a multi-process message passing application is com-
posed of the states of the participating processes, i.e., local checkpoints, and
the state of every communication channel between these processes. The global
checkpoint is consistent if every message received is also shown as sent in the
state of the sender [Woll0b, EAWJ02]. This occurs in a normal execution of the
program.

For example, Figure 2.10a shows a consistent checkpoint while Figure 2.10b
shows an inconsistent checkpoint. The arrows represent the messages, and the
dotted lines describe the global checkpoint. In Figure 2.10b, the checkpoint of
P2 tells that a message was received. However, the checkpoint of P! indicates
that the message was never sent. This is inconsistent and should not happen in
a normal execution of the program.

Messages that are sent but not yet received may not cause the checkpoint
to be inconsistent. For example, message m’ in Figure 2.10a, the checkpoint of
PO tells that m’ was sent but the state of P1 indicates that P! did not try to
receive the message. This kind of message is called in-transit message. In a fault
tolerant system, the sender P0 resends this message again [Woll0b]. In-transit
messages do not invalidate a global system checkpoint in fault tolerant system.

Consistent checkpoint Inconsistent checkpoint

PO PO

P1 P1

P2 P2

{> = checkpoint
———>» = message

------------------- = global checkpoint

Figure 2.10: Consistent and inconsistent global checkpoint [Woll0b, EAWJ02].
A global checkpoint is consistent if all the checkpoints of all the contributing
processes do not record that they have received a message that was never sent.
For example in (b) the checkpoint of P2 shows that it has received the message
m. However, the checkpoint of P1 indicates that the message m was not sent yet.
This is an inconsistency that should not occur in a normal program execution.

The checkpointing protocol of a multi-process application periodically saves
the status of each process to stable storage. If a failure happens, the applica-
tion restarts from the latest available consistent checkpoint. Inconsistent check-
points are skipped. The latest consistent global checkpoint is called the recovery
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line [OAFI04, EAWJ02].

The recovery line is used to restore the global status of the complete ap-
plication. Figure 2.11 shows the recovery line where all checkpoints after the
recovery line are inconsistent. In the case of failure, all the work done after
the recovery line is lost. For unbounded rollback, i.e., the domino effect, the
recovery line is at the beginning of the program.

2.3.2 Uncoordinated Checkpointing

Uncoordinated (or independent) checkpointing of a multi-process application
allows every process to decide when to take its checkpoint independent of the
other processes [GC11,EAWJ02, FWL*"14]. The advantage of this is that every
process has the choice in selecting the checkpoint location with a possible min-
imum checkpoint size which in turn decreases the checkpoint overhead. All the
participating processes do not need to do their checkpoints at the same time
which reduces the I/O stress on the system. No communication between the
processes is required for the checkpointing which decreases the checkpointing
overhead.

Recovery
line
,,,,,,, A
PO
/ \ / \ vA
B
P1

Failure

ARV

> = checkpoint

—>» = message

Figure 2.11: The recovery line [EAWJO02]. In failure events, inconsistent check-
points are skipped until a consistent checkpoint is found. The last recent con-
sistent checkpoint is known as the recovery line.

The disadvantage of uncoordinated checkpointing is that it may skip check-
points until a consistent global checkpoint, i.e., recovery line is found. This
makes it vulnerable to the domino effect. Figure 2.11 shows an application
composed of three processes that are allowed to have checkpoints independently
without any coordination between them. The diamond figures represent the
checkpoints; it is assumed that every process has an initial checkpoint at the
beginning of the execution. Suppose that process P2 failed; it has to rollback to
checkpoint C. Restarting from C will ”unsend” message m. As a result of this,
process P1 has to rollback to B to ”unreceive” message m. This means that the
rollback of process P2 has propagated to P1. This is where the name rollback
propagation comes from. P1 restarting from B will unsent message m’ This
will force PO to rollback to A. Such cascaded rollback can lead to unbounded
rollback, i.e., the domino effect.
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During normal application execution, there are dependencies between local
checkpoints. These dependencies are due to the message exchange between the
processes. The dependencies are recorded so that they are used later to calculate
the recovery line [EAWJ02].

Checkpoints that are no longer required can be deleted, as only the recovery
line is sufficient to restore the global state of the application. A garbage col-
lection task can be triggered periodically to calculate the new recovery line and
delete unnecessary checkpoints.

Uncoordinated checkpointing can be mixed with message logging to avoid
the domino effect [FWL*14, GC11]. Message logging can be used to recover
a process state as declared by the piecewise deterministic execution model
(PWD) [EAWJ02]. The model states that process execution time can be divided
into deterministic state intervals. Each interval starts by a non-deterministic
event. By logging and replaying the non-deterministic events in their original
order, a process can reconstruct its status even if it does not have a recent
checkpoint. This recovery approach is useful for applications that interact with
the outside world. However, logging messages introduces overhead. Several
previous works have been done to reduce this overhead [GC11,RGUT11].

2.3.3 Coordinated Checkpointing

In coordinated checkpointing, all processes of a parallel application communi-
cate with each other to agree on a consistent checkpoint [EAWJ02, FWL™'14,
ADY12,CS98]. The advantages of this are that always the recent checkpoint is
consistent. The application can be restarted from this checkpoint. Calculating
the recovery line is simple because the last checkpoint becomes the recovery
line. As a result of this, coordinated checkpointing is free from the domino
effect. Old checkpoints can be deleted because they are no longer needed.

The disadvantages of coordinating checkpoint are that each contributing
process has no longer the privilege of choosing its local optimal checkpoint. All
processes have to communicate with each other to find a consistent checkpoint;
this requires a bulk of messages which generate a time overhead and stress
the communication channel. All participating processes save their checkpoints
within a short time window which stress the system I/O. If any participating
process fails, all processes are forced to restart. Global processes restart is a
waste of energy and time [GC11].

The simplest approach for performing coordinating checkpointing is by block-
ing interprocess communications and drain all in-flight messages by sending
a broadcast checkpoint request. Once a checkpoint request is received, each
process stops sending any more messages then starts performing its local check-
point [KT87,KP93, CHLT06]. When all processes are done, a broadcast message
is dispatched to all process so that they can continue execution. The disadvan-
tage of this is mainly the wasted time in blocking.

One way to avoid blocking is to make the receiver process responsible for
checkpoint consistency. This is explained by the example in Figure 2.12. In
Figure 2.12a, inconsistency occurs when a checkpoint request was sent to P0
and P1; however, the request has arrived at different time. P0 has a checkpoint
before sending m, and P1 has a checkpoint after receiving m. Now the status
of P1 shows that m was received; however, the status of PO shows that m was
never sent.
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Figure 2.12: Nonblocking coordinating checkpointing [EAWJ02]. (a) An incon-
sistent checkpoint. (b) P0 is forced to send a checkpoint request before sending
m. P1 is forced to have a checkpoint upon the first received checkpoint request.
(¢) The checkpoint request is piggybacked with the message. The dotted short
arrow represents the piggybacked checkpoint request.

For a FIFO channel, this problem can be solved by forcing every sender
process PO to send a checkpoint request before sending its message m and forcing
every receiver process to take a checkpoint once it receives the first checkpoint
request [CL85, CHL106] (see Figure 2.12b). If the system does not guarantee
a FIFO channel, i.e., in Figure 2.12b, for process PI, the checkpoint request
may not arrive before m. The checkpoint request can be piggybacked with the
message [LY87] (see Figure 2.12¢). The receiver P1 has the possibility to read
the piggybacked label before processing the message m. If the piggybacked
information contains a checkpoint request, the receiver P1 is forced to have a
checkpoint before processing message m.

2.3.4 Communication-induced Checkpointing

Communication-induced checkpointing combines coordinated and uncoordinated
checkpointing to get the benefit of both. It avoids the domino effect and still al-
lows processes to have freedom in choosing their checkpoints [MG09, EAW.J02,
BHMROI7]. It does not require special coordination messages to be sent be-
tween the process. However, it enforces system-wide constraints on the com-
munications and checkpoints. These constraints guarantee a consistent global
checkpoint. In other words, they guarantee progression of the recovery line.
Participating processes are occasionally forced to have checkpoints due to these
constraints.

Communication-induced checkpoint achieves coordination between the sys-
tem processes by piggybacking control information with messages. A receiver
process can read the control information without opening the received message.
Based on the control information, the receiver process might be forced to have
a checkpoint according to the system-wide constraints.
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Table 2.1: TSUBAME?2.0 failure categories [SMM*12]. Single node failure cat-

egory has the highest failure rate.

Category || # of affected nodes Failure points | Failure rate MTBF
(failure/sec)

5 1408 PFS, Core switch 0.1778e — 6 | 67.10 days

4 32 Rack 0.1332e — 6 | 86.90 days

3 16 Edge switch 0.6665e — 6 | 17.37 days

2 4 | Power Supply Unit 0.3999¢ — 6 | 28.94 days

1 1 Compute nodes 0.1757e — 4 | 15.8 hours

2.4 Checkpointing Applications

In this section, we provide an overview of checkpointing applications which
include fault-tolerance, playback debugging and migration. We also discuss
failure rates in HPC systems.

2.4.1 Fault-tolerance

The application saves its checkpoint periodically to a stable non-volatile storage.

In case any of the application’s processes fail, all of its processes may roll
back to the last checkpoint and restart from there [EAWJ02]. Checkpointing
is vital for long running applications. Otherwise, in the case of failure, the
application needs to restart from the beginning.

Failure rate

Understanding how often failures occur helps in choosing a suitable checkpoint-
ing scheme. The failure rate of an HPC system increases with its size. For
current petascale systems, the Mean Time Between Failures (MTBF) is in the
order of hours [SGO7b, SMM*12]. However, it is expected that it will further
decrease for exascale systems [DBM 111, BBCT08, GCR*07].

A study of the failure history of TSUBAME2.0 [Tsu], a petascale system
ranked 5th on the Top500 [Top] list in November 2011, is shown in Table 2.1.
Santo et al. have done this study between November 1, 2010, and April 6,
2012 [SMM*12]. The study classifies failures into categories or levels according
to the number of affected computing nodes. The study shows that most failures
are in category 1, which means that they affect only a single computing node.
Its rate is two order of magnitude larger than the failure rates of the other
categories. This observation is the core of the design of multi-level checkpointing
discussed in Section 2.2.7.

Furthermore, the study investigates the failure rate of components within
a single node, see Figure 2.13. The study shows that approximately half of
compute node failures arise from GPUs (Nvidia Tesla M2050). As more appli-
cations use GPUs, the overall system temperature increases. This results in a
high failure rate of GPUs. Our contribution in Chapter 3 can be used to recover
GPU application in the case of failures.
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Figure 2.13: The failure history of TSUBAME2.0 HPC [SMM*12]. Single node
failures are most common (Failure level 1). GPU failures have the highest failure
rate.

2.4.2 Playback Debugging

Programs usually have programming errors. Programmers probably spend more
time in debugging than in coding their programs. Due to bugs, program errors
can appear during the runtime of a program which can last from hours to days.
Some of these errors can cause complete failures. With the help of checkpoint-
ing, a programmer does not need to restart a program from the beginning to
regenerate the same error again. Instead, the program can be restarted from
nearest checkpoint to that error. The programmer also has the possibility to
attach a debugger to his program when restarting from the checkpoint. This
way, checkpointing facilitates the debugging process and decreases its time.

However, in some cases, this approach does not work. Some errors that
appear during a program runtime and cause program failure might not ap-
pear when restarting this program from the last checkpoint. This is due to
the change in the environment status at the time of restarting from the check-
point [WHVT95].

Listing 2.3: Heap memory allocation failure. This type of errors might not be
regenerated upon restarting from a checkpoint.

ptr = malloc(size);

if (ptr = NULL){

printf(” ErrorAllocatingMemory\n” );
return EXIT_ WITH_ERROR;

5}

//Use ptr

A real life example of these types of error is shown in Listing 2.3. It shows a
program segment that is quite common in Linux programs which dynamically
allocate memory from the heap. When this program fails to allocate memory, it
will show an error message, then exit. This kind of software exit is undesirable
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for a long running application. With the help of checkpointing, the program
can be restarted from its last checkpoint. On restarting, this error might not
appear again as the environment status might have changed, i. e. memory might
become available on the system again and can be allocated.

2.5 Migration

Application migration is the operation of moving computations from one com-
puting resource to another. It allows a clean separation between hardware and
software. It is widely used for fault tolerance [WMES12], hardware mainte-
nance and workload balancing between computing nodes. Application migra-
tion techniques can be divided into four groups: process-level migration, kernel
migration, virtual machine migration and container-based migration [PGL114].

2.5.1 Process-level Migration

Process level migration is based on checkpointing. To migrate a running appli-
cation from a source node to a destination node, a checkpoint is taken on the
source node then this checkpoint is copied to the destination node. Finally, the
application is restarted from that checkpoint on the destination node [Rom02].
Any checkpointing technique discussed in Section 2.1 can be used.

A successful application migration is only possible when all resources that are
allocated by the application on the source node, i.e. the residual dependencies,
are provided by the destination node as well [MDP+00]. Unfortunately, process-
level migration cannot always guaranty to provide resources like open files and
communication channels on the destination node. For example, an open file
descriptor on the source node will not be valid on the destination node. The file
descriptor could be closed before migration, which implies a non-transparent
migration from the application’s perspective.

2.5.2 Kernel Migration

Accelerators like GPUs, DSPs, and FPGAs can be used to boost performance
by exploring parallelism within an application. For example, GPUs are mas-
sively parallel devices that combine many-core multi-tasking with vectorization.
NVIDIA CUDA GPUs are built of a scalable array of multiprocessors [Cla07].
Each multiprocessor has a Single Instruction Multiple Data (SIMD) architec-
ture. In this architecture, each processor of the multiprocessor executes the
same instruction but operates on different data. They share the same instruc-
tion fetch unit (see Figure 2.14).

Using profiling, the computationally expensive part (a kernel) of an appli-
cation is determined. If possible, this part is parallelized then migrated to be
executed on the GPU. We call this operation as kernel migration in this thesis.

Accelerators sometimes have an isolated memory from their host systems.
Migrating a kernel to an accelerator implies also migrating the data objects
required for the execution of this kernel by time-consuming copy operations.
NVIDIA solves this problem by having a unified memory between the host
system and the accelerator. This solution was implemented in NVIDIA ” Pascal”
GPUs. In our contribution in Chapter 3, we propose another solution that
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Figure 2.14: SIMD multiprocessors architecture of NVIDIA GPUs. [Cla07]. The
GPU has many multiprocessors. Each multiprocessor has many processors that
execute the same instruction on different data (SIMD). Each process has its
registers. The processors share the instruction unit, constant cache, texture
cache, and shared memory within a multiprocessor. All multiprocessors within
the GPU share the device memory.
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automates determining, serializing and copying data objects required for a kernel
execution on an accelerator.

Instead of manual kernel migration, source-to-source compilers, such as,
hiCUDA [HA09], CAPS HMPP [DBBO07] and PGI compiler [Woll0a] can be
employed to transfer serial code into parallel architecture specific code for the
accelerator. These tools use preprocessor directive-based approach, i.e. pragma
in which an application programmer provides some hints. In these hints, he
defines parallel regions including loops that should be migrated to the acceler-
ators. He also defines data objects that should be relocated to the accelerator
memory.

The success of this preprocessor directive-based approach leads to the def-
inition of an Industrial standard for GPU directive-based programming called
OpenACC [Farl6]. Its API is inspired by OpenMP [DM98]. In this standard,
still, parallel loops are identified by preprocessor pragma. Listing 2.4 shows a
sample OpenACC code. OpenACC offers a memory managed mode in which
data objects required for a kernel execution are fetched on demand from the
host memory to accelerator memory [Farl6]. However, this mode results in
performance degradation. If memory managed mode is disable, these object
should be manually managed by the programmer using OpenACC data clauses
like copyin(), copyout(), copy(), create(), delete() and present().

The advantages of using accelerators which include performance enhance-
ment and energy saving [SDGT16b,MV 15|, make them attractive to incorporate
in the system scheduler. In other words, the system scheduler treats them like
an ordinary CPU core and assign jobs to them. The scheduler aims to efficiently
use all the resources within a compute node according to predefined strategies
and the current status of the runtime environment.

Beisel et al. [BWPBI11] have developed a resource-aware scheduler that
incorporates accelerators in the scheduling process. However, this schedule has
a static scheduling strategy. A similar scheduler was provided by Siifl et al. called
VarSched [SDGT16b]. In contrast to Beisel et al. scheduler, VarSched supports
multiple scheduling strategies, dynamic switching between strategies at runtime
according to the system requirements and migration of kernels between resources
at runtime.

Listing 2.4: Jacobi iteration with OpenACC [Farl6]. An application program-
mer uses pragma directives to identify loops that need to be parallelized (in
Lines 4 and 12) and to mark data objects that need to be copied or allocated
to the accelerator memory (in Line 1). The pragma directives are not intended
for a certain accelerator. The compiler uses the pragma directives to port the
marked code regions to a particular accelerator. A non-parallelizing compiler
would simply ignore the pragma directives. In this way, the code becomes
portable.

#pragma acc data copy(A), create(Anew)
while ( err > tol && iter < iter_max ) {
err =0.0;
#pragma acc parallel loop reduction(max:err)
for( int j = 1; j < n-1; j++) {
for(int i = 1; i < m—1; i++) {
Anew[j|[i] = 0.25 = (A[j][i+1] + A[j][i—-1] + A[j—1][i]
+ A[j+1][1]);
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err = max(err, abs(Anewl[j]|[i] — A[j][i]));
}

}

#pragma acc parallel loop

for( int j = 1; j < n—-1; j++) {
for( int i = 1; i < m—1; i++ )
A[j111] = Anew[j][i];
}

}

iter++;

}

{

2.5.3 Virtual machine Migration

Virtual machine migration is an alternative to process level migration, which
reduces the problem of residual dependencies [CFHT05]. Resources like open
files and virtual I/Os within a virtual machine are still valid after migration.
For a successful migration, the memory state of the virtual machine needs to
be copied from the source to the destination node, and the Virtual Machine
Monitor (VMM) on the destination node needs to provide the same hardware
configuration used by the virtual machine on the source node. A VMM is a
piece of software that is responsible for housekeeping virtual machines. Fur-
thermore, virtual machine migration supports moving a running application
between computing nodes without stopping it, this is known as live migration.

KVM is an open source virtualization solution integrated into the Linux
kernel [KKLT07]. It provides full virtualization on x86 hardware depending on
the VT-x or AMD-V hardware extensions [UNR'05, Vir05]. A virtual machine
is started as an ordinary Linux process running under the host system. If the
virtual machine configuration has more than one virtual core, a thread is created
per each virtual core, so that the threads can be scheduled separately on the
host system.

Figure 2.15a shows a block diagram of KVM virtualization framework. Each
virtual machine has its own operating system. The host and the guest operating
system do not need to be the same.

2.5.4 Container-based Migration

Container-based virtualization is a lightweight alternative to a virtual machine.
It uses the host operating system to manage what is called a virtual container.
A virtual container provides a full virtualization similar to a virtual machine,
but it guarantees a better utilization and less overhead. All containers, running
on a host node, share execution on the same host operating system, they do not
have their own operating system like in the case of virtual machines. Eliminating
the redundant operating systems provides a better utilization of the host node.
However, this comes at a cost. It is not possible to run different operating
systems on the same host, and crashes on the host operating system would halt
all the containers running under this system.

Linux Containers (LXC), OpenVZ [RH11], and Docker [Merl4] are common
container-based virtualization solutions. Docker has rapidly become a standard
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tool for managing containers. It is a lightweight virtualization solution that
combines Linux containers with an overlay filesystem. It provides utilities for
building and packing applications into a portable environment, i.e., container
image.

Regola et al. study OpenVZ and show that container-based virtualization
solution offers a near-native CPU and I/O performance [RD10]. Figure 2.15b
shows container-based virtualization with LXC. Applications are running inside
containers which share execution on the same host operation system.

Several works have been performed to compare container-based virtualiza-
tion and virtual machine based virtualization. Morabito et al. have performed a
detailed performance comparison between virtual machine virtualization rep-
resented in KVM and container-based virtualization expressed in LXC and
Docker [MKK15]. Their results show that containers achieve better perfor-
mance. A similar performance comparison evaluation was performed by Felter
et al. [FFRR15]. However, they are only concerned about KVM and Docker in
their comparison. They evaluate KVM and Docker performance using Linpack,
Stream, RandomAccess, nuttcp, netperf, and MySQL. Their results correspond
with the results from Morabito et al. that Docker outperforms KVM.
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Figure 2.15: KVM and LXC virtualization solutions. For KVM each virtual ma-
chine has its own operating system, while for LXC all containers share execution
on the host operating system. Removing the redundant operation system in the
case of LXC improves the performance. This is confirmed by the performance
comparison study performed by Morabito et al. [MKK15].



Chapter 3

Compiler Driven Automatic
Kernel Context Migration
for Heterogeneous
Computing

Modern computer systems provide different heterogeneous resources, like GPUs,
DSPs or FPGAs. Applications can profit significantly from these resources to
accelerate computations or save energy. These resources have either isolated
or unified memory spaces. While executing applications on these resources, if
the memory spaces are separated from each other, data must be moved from
one resource to another one manually. In the case where the memory spaces
are unified, data is moved automatically but often for the price of a signifi-
cant performance penalties. Besides these issues, a target specific code has to
be created for the different resources. Different tools exist that automatically
perform this task [ACET12, BHRS08, VCJC*13]. These tools take parts of the
code, so-called kernels, which have been written for a common CPU as input,
and produce target specific kernels that exploit the advantages of their target.
However, these tools restrict the programmers to use only primitive data types
or simple data structures like arrays in their kernels. When switching between
resources, it is in the responsibility of the programmer to serialize the data ob-
jects used in the kernel and to copy them to or from the resource’s memory.
Typically, the programmer writes his own serializing function or uses existing
serialization libraries [SLL0O1, Meh08, KF10]. Unfortunately, these approaches
require code modifications and the programmer requires knowledge of the used
data structure format. The programmer might need to modify the used data
structures or he might be restricted to particular types [ACO1].

These issues show that there is a need for a tool that is able to automati-
cally extract the original kernel data objects, serialize them and migrate them
between target resources without the programmer’s intervention. Kernel mi-
gration from the CPU to another target resource allows exploiting all resource
advantages.

We refer to data objects used by a kernel as kernel context. A kernel context

36
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can contain complex data structures based on primitive data types as well as
externally predefined types and data structures in a supplied library like the
STL.

In this chapter, we present the tool collection ConSerner (Context Serializer)
that automatically identifies, gathers, and serializes the context of an original
CPU kernel and migrates it to a target resource’s memory where a target spe-
cific kernel is executed with this data. In this way, the target resource can be
used concurrently with the original CPU. This is all done transparently to the
programmer. Complex data structures (e.g., n-dimensional arrays, lists, trees,
graphs) can be used without the need for manual modification of the program
code by a programmer. Predefined data structures in external libraries (e.g.,
the STL’s vector) can also be used as long as the source code of these libraries
is available, because our tool get data type information from the source code.

Our tool collection is intended to provide help for the programmer. As it
saves the programmer the burden of writing error-prone time-consuming se-
rialization codes manually. In this way, it facilitates the use of heterogenous
resources. Migrating a kernel context with its context to a heterogeneous re-
source exploits the advantage of this resource by providing a code acceleration
and saving energy.

Our tool collection provides runtime libraries and a compiler plugin that is
partially embedded inside the LLVM compiler framework. In order to detect
code regions where data is allocated in the heap memory and where its type
is casted, we use the static compiler analysis provided by the LLVM compiler
framework. We call these regions actors.

The original program code is instrumented by injecting code that is respon-
sible for monitoring the actors’ behavior at runtime. All memory allocations
are recorded including their data size and related type information.

A pointer inside a data structure can point to another memory allocation. In
this way, a relation between these two memory allocations is established. The
data type information provides us with information about pointers and their
locations in the allocated memory. Using this information, pointers are followed
to find relations between the allocated memory regions.

The relation between the original kernel’s arguments and the allocated mem-
ory is explored to identify the required memory regions for the kernel execution.
Then, the identified memory regions are gathered and serialized in a single ar-
ray. The pointer locations in that array are preserved so that they are updated
for the target address space. Later the serialized data is migrated to the target’s
memory and the target kernel is executed. The results are copied back to the
CPU memory, deserialized and copied back to the original memory locations.

The main contributions of our tool collection are:

e We show how the LLVM compiler’s static analysis can be used to identify
regions in the code where memory is allocated and type casted.

e Our tool collection introduces code instrumentation to record the runtime
behavior of code regions to provide information about all allocated heap
memory regions with their type attribute at runtime.

e Our tool collection automates the identification and serialization of kernel
context.
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The remainder of this chapter is structured as follows: Related work is
discussed in Section 3.1. Section 3.3 describes the structure of our tool collection.
Finally, in Section 3.4, we evaluate our tool collection.

3.1 Related Work

Finding kernel contexts is a special type of checkpointing where the checkpoint
is generated for a function instead of a complete application. Checkpointing
techniques to store the status of applications at a certain point in time have
been used extensively to provide support for software fault-tolerance [YGO7],
playback debugging and process migration [WHV195]. Takizawa et al. intro-
duced checkpointing for heterogeneous systems [TSKKO09]. They presented a
tool named CheCUDA, which is able to save the system status and targets
NVidia CUDA applications.

CheCUDA is implemented as a plugin in Berkley Lab Checkpoint / Restart
for LINUX (BLCR) [Due03]. BLCR does not provide checkpointing for CUDA
applications. CheCUDA overcomes this limitation by providing wrapper func-
tions that monitor the CUDA APIs that do the memory allocations, copy data to
and from the GPU. During a checkpoint, CheCUDA copies all the GPU memory
data to the host memory and destroys the CUDA context. Then, BLCR saves
the application’s status. On restarting from a checkpoint, BLCR restores the
application’s status and CheCUDA recreates the CUDA context. In our case,
we checkpoint only the data required for the target kernel execution instead of
the data required for the complete application execution.

Pourghassemi et al. propose a scalable checkpoint/restart scheme, called
cudaCR for long-running kernels on NVIDIA GPUs [Poul7]. Their scheme
is able to capture GPU status inside a kernel and roll back to a previous state
within the same kernel without destroying the CUDA context, unlike CheCUDA
approach.

Heterogeneous checkpointing was introduced by Karablieh et al. [KBO02].
They proposed a checkpointing technique for multi-threaded applications that
use POSIX threads. However, the heterogeneity here is for the different plat-
forms that use this type of threads. That way, they can save the status of the
application on one platform and start it on another one. Checkpointing for fault-
tolerance in CPU-GPU hybrid systems was introduced by Xu et al. [XLTL10].
They offered an application-level checkpointing tool called ”HiAL-Ckpt”. This
tool requires the user to provide information about the data objects that should
be saved at a checkpoint.

Determining the data size of a kernel context is related to program safe ex-
ecution problem (e.g, array bounds checking, loads and stores only access valid
memory objects, etc.). Flater et al. proposed an extended pointer representa-
tion (fat pointers) to record information about the intended reference with each
pointer [FYP93]. However, the extended pointer representation is incompatible
with external unchecked code, e.g., precompiled libraries. Another approach
introduced a map, which stores metadata associated with each pointer [DA06].
This approach does not eliminate the compatibility problem of fat pointers.
The possibility to modify an observed pointer by an external library requires
additional efforts to keep the map up-to-date. Jones et al. proposed to store
the address ranges of living objects [JK97] and to ensure that the intermediate
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pointer arithmetic never crosses from the original object over to another valid
object. The address ranges are stored in a global table, which is organized as a
splay tree. The splay tree is binary search tree that provides a fast access time
to recently accessed elements. The table is searched for the intended reference
before any pointer arithmetic is performed. This approach removes the incom-
patibilities introduced by associating metadata with pointers, but it suffers from
a high negative performance impact caused by searching the map and keeping it
up-to-date. This approach is related to ours, since both approaches keep records
of the memory. However, while Jones et al. use the map for boundary checking
for each memory access, we just use it to identify the objects’ sizes.

Dhurjati et al. proposed a collection of techniques [DAOG] to overcome the
overhead in Jones et al.’s approach. Their techniques exploit a fine-grained
partitioning of memory called Automatic Pool Allocation. They were able to
bring the average overhead of the runtime checks down to only 12 % for the
set of benchmarks that they have evaluated. Later this work was used in the
SAFEcode compiler [DKAO06]. The commercially available Purify tool [HJ91]
processes the binary representation of the software. Each memory access in-
struction is modified to maintain a bit map of valid storage regions and to
record if each byte has been initialized. Accesses to unallocated or uninitialized
memory are reported as errors. While the Purify tool uses its records to debug
memory, to find errors, to detect buffer overflow and improper freeing of mem-
ory, we use the records of the valid stored memory regions to know the data size
at runtime.

Serialization is the process of translating data structures or objects into a
format that can be stored so that they can be restored again in a different envi-
ronment. The boost library [SLLO1] provides a popular serialization interface.
Using boost’s serial interface requires code modifications and prior knowledge
of the used data structures. Protocol buffer [KF10] is a serializing tool that
requires the user to explicitly provide the layout of the used data structures.
Attardi et al. provided template classes with meta-information, such as storage
attributes or index properties of fields [ACO1]. A programmer can extend these
classes to define objects that can be stored or searched in a database table.
This approach forces the programmer to use the predefined templates. ODB
(C++) is a compiler based serializing solution that requires the programmer to
insert custom pragma directives in the application C++ header files [Meh08].
These directives describe the data objects’ layouts, so that they can be serial-
ized and mapped to a relation database. Ser++ [CV13] is a serialization code
generator tool that relies on static compiler analysis. It traces pointers and
identifies statements in which properties regarding the serialization of pointer
attributes can be extracted. Ser++ finds relations between classes and auto-
matically generates the serializing function for these classes. This tool requires
the programmer to specify the serializable classes through a special annotation
in an external file.

OpenACC is a GPU directive-based programming in which the programmer
uses preprocessor pragma to mark parallel loops that should be executed on the
GPU [Far16]. OpenACC offers a memory managed mode in which data objects
required for a kernel execution are fetched on demand from the host memory to
the GPU memory. However, this mode results in performance degradation. If
memory managed mode is disable, these object should be manually managed by
the programmer using OpenACC data clauses like copyin(), copyout(), copy(),
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Figure 3.1: Objects reachability. Only X, Y, and Z can be accessed by Kernel().

create(), delete() and present|().

Most of these tools require code modifications by a programmer to specify
how the data has to be serialized. Our tool collection does not require any
intervention from a programmer for serialization. The programmer needs to
choose the set of kernels that he would like to migrate to the target resource.
We analyze the program memory to find relations between the allocated mem-
ory regions and to gather the required memory regions for a kernel execution
automatically while introducing small overhead.

3.2 Kernel Context

An object is said to be "live” if it is going to be read or written at some time
in the future execution of a program. Unfortunately, liveness is an undecidable
property of a program, i.e. there is no way to decide for an arbitrary program
during its execution whether it is going to access a particular object or not. The
undecidability of liveness is a consequence of the halting problem [JHM16]. If
a program holds a pointer to an object this does not mean that it is going to
access that object.

For conserner, we are only interested in a kernel context, i.e live objects that
are going to be accessed during execution of that kernel, because other objects
are not necessary and transferring them costs resources. We approximate live-
ness by a property that is decidable: pointer reachability [JHM16]. An object
X is reachable from an object Y if X can be reached by following a chain of
pointers starting from some fields f in Y (see Figure 3.1 a). By applying pointer
reachability, we find out that the kernel contest is formed from all objects that
are reachable from the kernel arguments’ values by chains of pointers.

An object that is unreachable in the program memory, not pointed to by
any kernel argument’s value, can never be accessed by the kernel. Conversely,
any object reachable from the kernel arguments’ values may be accessed by the
kernel. Unreachable objects can safely be discarded from the kernel context.
Reachable objects are included in the kernel context, even though that they
might not get accessed during kernel execution.

Figure 3.1 b shows a sample program which allocates five objects X, Y, Z,
L, and M. The program calls kernel () passing Y as an argument. The objects
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Figure 3.2: The structure of our tool.

layout in figure 3.1 a shows that only X and Z are reachable from Y. Then X, Y,
and Z are the kernel context of Kernel(). L and M will never be accessed by
kernel () because they are unreachable.

3.3 Tool Flow

This section describes the structure of our tool collection. It relies on two phases:
one at program compilation and one at program execution (see Figure 3.2).

3.3.1 Program Compilation Tool flow

In the beginning of the compiling phase, the program C code is analyzed, instru-
mented, and finally compiled to generate an executable program. Our compiler
tool collection uses the Clang compiler [Llva] as front-end to generate an LLVM
intermediate representation (IR) for the program. The IR of a program is the
input for our developed compiler plugin that outputs an instrumented version
of the IR. Our plugin is implemented as a compiler pass [Llvc] inside the LLVM
framework.

A programmer chooses a set of CPU kernels in his application and uses
code generator tools to generate target specific kernels. Later these kernels are
compiled and linked to the output of our plugin to produce an executable code.
Due to this, the chosen kernels can be migrated to run on the target resource.
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Code analysis and instrumentation

Our compiler plugin searches the program LLVM IR for memory allocation
functions like malloc, new. These functions return pointers to allocated mem-
ory regions. Our plugin determines where these returned pointers are casted to
know the assigned type to the allocated memory regions (see Listing 3.1). In-
strumentation functions are injected in the code to record the returned pointers
from the allocation functions, the allocation size, and the expected casted data
type. These instrumentation functions record information so that it can be used
at program execution.

Listing 3.1: The sample LLVM IR code shows the memory allocation function
new. It returns a pointer %call. %call is casted later to %struct. TestStruct.
%struct. TestStruct type is composed of two elements a float pointer and a float.
An instrumentation function is inserted in this code records %call (the address of
the allocated region), i32 8 (the size of the allocated regions), %struct. TestStruct
(the region data type). Refer to the LLVM instruction documentation [Llvb]
for more info.

%struct . TestStruct = type { floatx, float }

%call = call noalias i18x
@operator new(unsigned int)(i32 8)

%1 = bitcast i8x* %call to %struct.TestStructx

Similarly, our compiler plugin searches the program’s IR for memory de-
allocation functions, like free or delete, and injects an instrumentation func-
tion to record pointers to the freed memory regions.

The limitation of our tool is that it requires the availability of the original
source code. It relies on the provided data type information at compilation time.
Our tool does not cover situations when an allocated memory region can have
more than one type, e.g., a C union. Also our tool does not cover situations
when data type information is only available at program execution time, for
example, if it depends on user input. The current implementation of the tool
limits the allocated memory regions to a single casting during the execution of
the program.

3.3.2 Program Runtime

During a program’s execution, our tool relies on the results of the previously
injected instrumentation functions. The tool provides API functions that are
linked as dynamic libraries. These API functions receive the arguments’ values
of the original kernels that require a migration of their context. Our tool ana-
lyzes the allocated memory regions and finds the relation between these regions
and the kernels’ arguments. It defines the set of memory regions required for a
kernel execution and provides these regions for serialization.
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Memory analysis

Memory analysis is driven by the instrumentation functions inserted at compi-
lation time. Our tool generates a memory map for the allocated regions. Each
element in this map represents an allocated memory region with its attributes.
These attributes contain the starting memory location, the allocation size, the
data type size, and pointer locations in this memory region. These attributes
are the metadata required for finding a kernel context and for serializing this
kernel context.

The memory map is maintained by the instrumentation functions. For each
memory allocation, a new element is inserted in the map. These elements are
removed from the map if a tracked memory region is deallocated.

Relations between memory regions

Typically, the relations between memory regions are established with pointers
that point from one region to another one. These connections represent object
structures (or data structures) in memory.

If a kernel is automatically generated, typically a new function with argu-
ments is generated. The tool uses the arguments’ values of the original kernel
to find the context required for the target kernel execution. These values are
related to previously allocated memory regions and they can contain relations
to other memory regions. Our tool finds these relations between the original
kernel arguments’ values and the allocated memory regions by searching the
memory map (see Figure 3.3). The regions themselves can contain other point-
ers that must be followed. Therefore, the addresses stored in these pointers
are also searched in the memory map to determine to what region they point.
Recursively, our tool follows pointers from one region to the next one by search-
ing the map. It is necessary to mark visited regions to prevent circles and
to allow handling complex data structures like graphs. The set of determined
memory regions that might be necessary for the kernel execution is prepared for
migration.

Listing 3.2 shows the algorithm used to find the kernel contest. argumentList
contains the arguments’ value of the original kernel. Visited regions are marked
by adding them to visitedNodes. Pointers(object) returns the set of point-
ers found in object. If a pointer is invalid or pointing to an object that has al-
ready been visited, there is not work to do, otherwise, the target object is marked
and added to the worklist. All items in the worklist are processed until the
worklist becomes empty. At the end, when visitFromArgumentValues() fin-
ishes, visitedNodes contains all the objects that might be necessary for the
kernel execution. Objects that are not in visitedNodes are not required for
the kernel execution.

Listing 3.2: The algorithm used to find the kernel contest.

visitFromArgumentValues ():
initialise (worklist)
initialise (visitedNodes)
for each argument in argumentList
add (visitedNodes , arg)
for each P in Pointer (arg)
ref = «P  /x ref is the object pointed by P x/
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kernel( a, b)

Figure 3.3: Values of a kernel arguments point to memory regions. Our tool
finds the relation between these values and the allocated memory regions. It
finds the set of memory regions required for the kernel execution.

if ref != null & & not hasItem (visitedNodes ,ref)
add (visitedNodes , ref)
add (worklist ,ref)
visit ()

initialise (worklist ):
worklist = empty

initialise (visitedNodes):
visitedNodes = empty

visit ():
while not isEmpty(worklist)
ref = remove(worklist)
for each P in Pointer(ref)
child = %P
if child != null && not hasltem (visitedNodes , child)
add(visitedNodes , child)
add (worklist , child)

Automatic serialization

Once the set of memory regions required for kernel execution is known, this set
is automatically serialized. Firstly, an array is created and all memory regions
are copied into it. This array represents the serialized context. The size of this
array equals the total size of all the memory regions in the set. Additionally, it
is necessary to update the pointers inside the regions to preserve the connections
between the copied memory regions. The pointers are updated with respect to
their relative address in the array. If the expected starting address, where this
array will be copied to the target resource, is known, these pointers are directly
updated to the target address space. A mapping between the addresses of the
memory regions on the host and their new addresses in the serialized context
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Figure 3.4: Memory regions required for kernel migration are serialized in an
array. Pointers in the array are updated to preserve the connection between the
serialized memory regions.

is saved. This mapping is used to calculate the updated values of pointers in
the serialized context. The serialization of memory regions required for kernel
execution is illustrated as an example in Figure 3.4.

Once the pointers are updated, the array now contains the complete serial-
ized kernel context. The array is copied directly to the target memory so that
the target kernel can be executed. After a successful execution of the target
kernel, the array is copied back. Since other program elements can point to
elements inside the kernel context, our tool deserializes the copied array and
updates the original memory locations.

The advantage of this serialization approach is that it is completely generic.
It handles the layouts of arbitrary data structures, as it relies on information in
the memory map, which was constructed by the instrumentation functions.

As a corner case, the internal data representation of a kernel context may
differ from one resource to another one (e.g., devices may have different pointer
sizes). The current implementation of our tool collection does not support those
corner cases.

3.4 Evaluation

In this section, we evaluate our tool collection by using different applications
as benchmarks. First, we test if the automatically determined and serialized
kernel contexts and the performed computations (which use these contexts)
are correct. In our second test, we determine the overhead introduced to the
application by our tool collection. Additionally, we analyze what conditions are
necessary to compensate for these overheads. Finally, we verify the integration
of our tool with other system elements. We integrate the modified applications
in a simple resource-aware scheduler. This scheduler receives different resource-
specific implementations of the same kernel. The scheduler relies on our tool for
automatically generating the kernel context. At runtime, the scheduler decides
which resource to choose according to the system requirements.
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3.4.1 Evaluation Benchmarks

In this section, we describe the benchmarks used in the evaluation. These
benchmarks were chosen because they cover a broad area of applications and
have kernels that can take advantage of the chosen target resource in the eval-
uation.

Heat distribution (HD) The HD-application computes the temperature spread
on a surface if a single point is heated. The algorithm computes the heat
distribution on a discrete n x n field after T' time steps. Every join of two
edges in the grid represents a heat value that is set to the average heat of
its four direct neighbors in each time step. We have two implementations
for this algorithm. The first one uses a two-dimensional array to represent
the heat distribution. We refer to it as HD-n. The second one uses a
two-dimensional STL vector. We refer to it as HD-stl.

Markov chain (MC) A Markov chain is a system where the probability of
its future states depends only on the current state, not on the past states.
Stock/share price movements and the growth or the decline in a firm’s
market share [JIT12] are examples of Markov chains.

The benchmark performs repeated loops. In each loop a matrix A is mul-
tiplied by itself to produce A2. Afterwards the L;-norm of the difference
between A and A2 is computed. Matrix A is set in the next loop to A2
The loop exits when the Li-norm goes below a defined value or when the
number of allowed iteration is reached.

In this application, a kernel is embedded in another kernel. While the inner
kernel (the matrix multiplication) gains from the execution on a GPU, the
outer one (the Lj-norm computation) performs best on the CPU. Thus,
the kernel context is frequently moved between the CPU’s and the GPU’s
memory.

Correlation Matrix (CM) Correlation is a statistical operation that finds
the degree of the relation between two or more random variables. This
algorithm has widespread applications, e.g., in finance, it is used to analyze
stock and bond returns. In signal processing, it is used to find the header
of data packets.

The benchmark computes the correlation between the columns of a given
matrix. It outputs a matrix with elements between 1 and —1. Uncorre-
lated columns have 0 values. The correlation of a column with itself equals
1.

Dummy memory allocator (DM) The dummy memory allocator is an ar-
tificial benchmark instead of a real application. This program allocates
a two-dimensional array in the heap memory and deletes it again. The
program is executed multiple time to show the overheads introduced by
the instrumentation functions.

3.4.2 Evaluation Environment

In our evaluation, we use two different systems equipped with different NVidia
GPUs as target resources. The first system is a laptop equipped with an Intel i7
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Application ‘ Max result difference

HD-n 0

HD-stl 0

Mc 0.0126e — 9
CM 59.6046e — 9

Table 3.1: The maximum difference between the results of the CPU kernels and
their corresponding GPU kernels for the set of applications that we have tested.
The small variation in the results of the MC and CM application results from
the different order in the floating point operation caused by the parallelization.

(2860QM with 2.5 GHz) and a NVidia graphics adapter (NVidia Fermi Quadro
2000M, 2 GB DDR3). The second system is a server with a symmetric multipro-
cessing (SMP) computer node equipped with two Intel Xeon processors (E5620
with four cores 2.4 GHz each) and four NVidia Tesla accelerators (NVidia Fermi
C2070, 6 GB DDR5).

3.4.3 Tool Evaluation
Correctness test

The following tests show that the automatically determined and serialized ker-
nel contexts are correct and that the performed computations that use these
contexts are correct.

In this test, we use the previously described benchmarks: HD-n, HD-stl,
MC, and CM. We use the pluto compiler [BHRS08] with CUDA support as a
code generator. We manually mark kernels in the original CPU codes of these
benchmarks for the code generator tool. Then, we use this tool to automatically
produce GPU kernels from the original CPU kernels.

First, we perform all computations with the original kernels. Afterwards, we
perform the same computation with the tool generated GPU kernels. We use
our tool collection to automatically identify, gather, and serialize the contexts of
the original CPU kernel. The contexts are migrated from the CPU memory to
the GPU memory. After all data is copied, the GPU kernel is executed. Once
it terminates the context is copied back from the GPU’s memory and auto-
matically deserialized (see Figure 3.5). Finally, we compare the computations’
results.

Our tests show that for all benchmarks the computed results are obtained
equally from the original CPU kernel and its corresponding GPU kernel, since
we use the same algorithms. This indicates the correctness of our tool collection.
In Table 3.1, we show the maximum difference between the results of the CPU
and the GPU kernels for the set of applications that we have tested. The small
variation in the results of the MC and CM application results from the different
order in the floating point operation caused by the parallelization.

Tool overhead test

The following test is done to determine the overhead introduced to the applica-
tion by our tool collection. Additionally, we analyze what conditions must be
met to compensate for these overheads.
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Figure 3.5: Subfigure (a) shows the execution of the original CPU kernel. Sub-
figure (b) shows the execution of the GPU kernel.

We partition this test into two subgroups: the serialization/deserialization
overhead test and the instrumentation overhead.

Serialization and deserialization overhead test In this test, we use the
same programs as before, which use the original kernels for computation and
the tool-generated GPU kernels. We measure the following time intervals: (see
Figure 3.5)

e Topy: time spent for executing the original CPU kernel without any
instrumentation. No instrumentation functions inserted in the original
kernel.

e Tgpy: time spent for executing the GPU kernel.

e Tiooi: time spent for serialization and deserialization (the additional, ac-
cumulated times spent for identifying and serializing a kernel context, and
the times spent to deserialize the context and copy it back to the original
memory locations).

o T,ig: time spent for migrating the tool-generated context to and from the
GPU memory.

o TGpUtotar: sum of Tgpy, Tmig and Tioor.

We repeat all our measurements at least ten times and pick the median,
maximum, and minimum values. The measurements are performed for all ap-
plications on both evaluation environments. For all applications, we provide
three graphs that describe their execution properties.

The first graph shows the CPU execution time T¢opy and the total GPU
execution time Tgpyiotar- Bach graph’s x-axis shows the applications’ problem
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sizes and each graph’s y-axis shows the required times in seconds. In each graph,
both axes are drawn in logarithmic scale.

The second graph for each application displays the extra time introduced by
serialization and deserialization (denoted Tioo). Each graph’s x-axis shows the
applications’ problem sizes in logarithmic scale and each graph’s y-axis shows
the required times in seconds in linear scale.

The third graph displays the speedup = TcPv/Tgpyiaa for each application.
Each graph’s x-axis shows the applications’ problem sizes in logarithmic scale
and each graph’s y-axis shows the achieved speedups in linear scale.

In all graphs, we show the median values of our measurements. In selected
cases, we show the maximum and minimum (e.g., if the variance in the mea-
surements is high).

Heat distribution (HD) The heat distribution application computes the
temperature changes in a two-dimensional grid. The grid’s side length is given
as N, which defines the problem size. We provide two implementations for this
application: HD-n and HD-stl While the HD-n application uses standard C
data structures, the HD-stl application uses also C+-+ data structures provided
by the STL.

For the HD-n implementation on both systems, we notice for small N that
Tcpy is smaller than Tgputorar. As N increases, the execution time on the CPU
Tepu increases faster than the execution time on the GPU T¢ puiotar (see Figure
3.6). These results show that for medium sized and large values of N the speedup
caused by the GPU compensate for the overhead T;,,; introduced by our tool
collection. This overhead Ty, can be calculated and shown by the difference
between Tapuiotar and Tapy + Tmig. The values of Ty increase by increasing
N (see Figures 3.7). However, there is some noise in the measurements on the
Intel Xeon system (see Figures 3.6 and 3.7). This noise is caused by the first
executions of the GPU kernel. In the first runs, the serialization takes longer
than the later ones. That is due to the fact that the first access to the GPU
driver on the Intel Xeon system has high variance and takes longer than later
acesses. The minimum and maximum times shown in Figure 3.7 display the
values’ wide variation. Thereby, the maximum values vary from one measuring
point to the other, while the minimum values form a continuous curve (similar
to the i7 measurements). However, if the first executions are not included in
the time measurements, these variations nearly disappear.
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Figure 3.6: The execution time results of the HD-n application using an Intel
i7 and an Intel Xeon.

Tool overhead for the HDn application
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Figure 3.7: The serialization and deserialization overhead of the HD-n applica-
tion using an Intel i7 and an Intel Xeon introduced by our tool collection.



CHAPTER 3. COMPILER DRIVEN KERNEL CONTEXT MIGRATION 51

The speedup is the ratio between Topy and Tgputotar- In the HD applica-
tions, the speedup becomes greater than one once T pyy becomes greater than
Teputotal (see Figure 3.8). The speedup on the Intel Xeon system is higher
than on the Intel i7 system. This can be explained by the different hardware
configurations. A single core of the Intel i7 is faster than a single core of the
Intel Xeon, while the GPU (Tesla accelerator) on the Intel Xeon system in faster
than the GPU (graphics adapter) on the Intel i7 system. This can also be seen
in Figure 3.6.

Speedup of the HDn application
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Figure 3.8: The speedup of the HD-n application using an Intel i7 and an Intel
Xeon.

In general, the used CPU kernels are neither vectorized nor parallelized codes
which run on a single core, while the GPU kernels are automatically generated
and exploit the GPU advantages. The GPU has parallel cores that parallelize
the execution of the GPU kernel. This parallelization reasons the speedup on
the GPU. However, there are a limited number of GPU cores. The Intel Xeon
system’s GPU (Tesla accelerator) has more cores than the Intel i7 system’s GPU
(graphics adapter). This explains why the speedup saturates earlier on the Intel
i7 system than on the Intel Xeon system (see Figure 3.8).

However, we notice that on the largest value of N the speedup on the Intel
i7 system decreases by 3% from its previous value. This can be explained by the
increase of the time spent by the tool overhead T;,,;. However, this additional
costs can still be balanced by the kernel acceleration.

In general, copy operations for the serialization and deserialization of arrays
requires less effort than the same operations for STL-containers. However, STL-
vectors can still be easily handled like arrays. Copying the contents of vectors
and arrays requires almost the same effort. The additional computation times
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Tioo1, which are introduced by these additional operations, can be seen in Figure
3.9 for the HD-n and the HD-stl applications on the Intel i7 system. In both
cases, 1,01 increases when N is increased. Since the HD-stl application uses
vectors, the time spent for copying data is almost the same as in the HD-n
application.

Tool overhead for the HD-n & HD-stl applications on Intel i7
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Figure 3.9: The serialization and unserialization overhead differences of the
HD-n and HD-stl applications using an Intel i7.

Markov chain (MC) The Markov chain application performs a continuous
multiplication of a square matrix (N x N). N is the matrix side length, which
defines the problem size.

We notice that in both evaluation systems Topy is greater than Tapuiotal
for all values of N (see Figure 3.10). Thus, the speedup gained by utilizing the
GPU compensates the overhead Ty, introduced by our tool collection. The
values of Tioe; increase by increasing N (see Figure 3.11). However, we do not
experience any noise like in the HD.



CHAPTER 3. COMPILER DRIVEN KERNEL CONTEXT MIGRATION 53

Executions times of the MC application
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Figure 3.10: The execution time results of the MC application using an Intel i7
and an Intel Xeon.

Tool overhead for the MC application
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Figure 3.11: Tj,0, the serialization and deserialization overhead, of the MC
application using an Intel i7 and an Intel Xeon.
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For the speedup, we have a similar behavior like in the HD, but without any
saturation (see Figure 3.12).

Speedup of the MC application
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Figure 3.12: The speedup of the MC application using an Intel i7 and an Intel
Xeon.

Correlation Matrix (CM) The Correlation Matrix application computes
the correlation between the columns (N) of a given matrix. The number of
columns in this matrix is denoted as N, which defines the problem size.

For both systems, we notice that Topy is less than Tgpyiote; for small N
values. As N increases, T py becomes greater than Tg putotar (see Figure 3.13)
and the tool overhead T},; is compensated by the GPU speedup. This behavior
is similar to the case of HD.

The values of T}, are similar to the values in HD. Again, we experience some
noise (see Figure 3.14). Also the speedup of CM behaves similar to the speedup
of the HD applications (see Figure 3.15). However, there is no saturation and
only for large N values is the speedup on the Intel Xeon larger than i7.
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Executions times of the CM application
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Figure 3.13: The execution time results of the CM application using an Intel i7

and an Intel Xeon.
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Figure 3.14: T},0, serialization and deserialization overhead, of the CM appli-
cation using an Intel i7 and an Intel Xeon.
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Speedup of the CM application
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Figure 3.15: The speedup of the MC application using an Intel i7 and an Intel
Xeon.

All applications on all systems have Topy greater than Tgpyiota; for suf-
ficiently large values of N. The Markov chain application even shows T¢py
greater than T pyiotq for all values of N.

The overhead T}, introduced by our tool collection can be compensated by
the speedup introduced by the GPU. In this test, we did not show the quality
of the code generators. Instead we have shown how the speedup introduced by
the automatically generated kernels can compensate the overhead of our tool
collection.

Instrumentation overhead test Overhead is introduced to the application
by the instrumentation functions that have been inserted to the original pro-
gram by our LLVM compiler-pass at compilation time. To determine these
additional costs, we perform an artificial test (the DM benchmark) where only
the management of the actors is measured. We compile two version of this
benchmark with the same optimizations: one with instrumentation and one
without instrumentation.

To determine the overhead, we measure the time to allocate and delete two-
dimensional arrays (N x N) in the heap for both applications. We repeat all
our measurements hundred times and pick the median value. The difference in
the execution time determines the additional time required for instrumentation.

In these tests, N is the side length of a two-dimensional array, which defines
the allocation size. The results in the difference of the execution time is shown
in Figure 3.16 for an Intel i7 and an Intel Xeon system. The x-axis shows
the arrays’ side length N in logarithmic scale and the y-axis shows the time
difference in seconds in linear scale.
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Figure 3.16: The difference in the execution time of the DM application with
and without instrumentation using an Intel i7 and an Intel Xeon system.

The results show that the instrumentation overhead increases by increasing
N. This overhead is in the order of milliseconds and, thus, can be neglected
with respect to total program execution time.

Tool integration

We verify the integration of our tool with other system elements. We integrate
the modified applications in a simple resource-aware scheduler (VarySched)
[SDGT16a] [SDGT16b]. We have developed VarySched as a configurable task
scheduler framework tailored to efficiently utilize all available computing re-
sources in a system. VarySched allows a more fine-grained task-to-resource
placement which is even further enhanced by allowing the tasks to migrate to
another resource during their runtime. In addition, VarySched can manage
multiple scheduling strategies, optimizing (for instance, throughput or energy
efficiency) and switch between them at any time.

Figure 3.17 shows a block diagram of VarySched. It receives a patch of
kernels with their context information. Each kernel can have multiple imple-
mentations: a single-core kernel, an OpenMP multi-core kernel, a GPU kernel.
The scheduler binds the received kernels to all resources available on its node
and external nodes. The scheduler relies on our tool in automatically generating
the kernel context so that the scheduler can support running GPU kernels and
dynamic kernel migration between resources at runtime.

The scheduler ( VarySched) provides a shared memory region where applica-
tions can register their kernels for different resources at runtime. The functions
to register a kernel and the necessary context-copy functions are provided by the
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scheduler’s library. In combination with the resource specific kernel, an affinity
of the kernel to the resource must be submitted to the scheduler. After the dif-
ferent kernels of an application have been registered, the scheduler informs the
application when its kernel is delayed (since all resources are in use), when to
start its kernel, and when its kernel must be moved to another resource. After
a kernel has performed its calculation for a while, it can pause itself and ask the
scheduler if it has to leave its current resource, if a better resource is available
or if it has to leave the resource (e.g., since another application is scheduled
on the resource). In general, since a kernel can be migrated from one resource
to another at runtime, the scheduler must migrate the applications’ contexts.
Due to this, applications can start their computations on one (not that ideal)
resource and proceed later on the preferred one, instead of waiting until its pre-
ferred resource is free. Thus, the scheduler relies on our tool in automatically
generating the kernel context. At runtime, the scheduler decides which resource
to choose according to the system requirements. For the scheduler, we gener-
ated three different kernels: a single-core kernel, an OpenMP multi-core kernel,
and a GPU kernel (see Figure 3.17). We started one hundred instances of our
benchmark applications in parallel with the resource-aware scheduler and com-
pared the result with a sequential start of the applications which uses only the
GPU for its computations. We have also tried to start one hundred instances
of the application in parallel without the scheduler but this test crashed our
computer.

Figure 3.18 shows that the total execution time of the programs can be
reduced if the scheduler is used. However, to achieve a reduction of the execution
time, the resource affinities of the applications (and in this way the distribution
among the devices) must be well chosen. In our case, the metric to determine
the affinity is the relation between the execution time on the GPU and the
execution time on a single core of the CPU.

3.5 Conclusion

In this work, we presented a tool collection ConSerner that automatically iden-
tifies, gathers, and serializes the context of an original CPU kernel and migrates
it to a target resource’s memory where a target specific kernel is executed with
this data. The overhead introduced by our tool can be compensated by exploit-
ing the advantages of the target resource over the ordinary CPU. We have also
shown that the usage of a resource-aware scheduler can help to use all resources
efficiently.
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Scheduler execution versus sequential GPU kernels' execution times

Il Sequential GPU kernels' execution time
I Scheduler execution time

1.2
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Normalized execution time

Figure 3.18: The execution time of one hundred instances of the HD-n, MC and
CM applications. All values are normalized with respect to the total execution
time without the scheduler.



Chapter 4

Zeroing Memory
Deallocator to Reduce
Checkpoint Size and
Accelerate Migration in a
Virtualized HPC

Environment

The migration of jobs across the cluster is necessary to support dynamic load
balancing. A migration mechanism can also help to improve the systems’ re-
siliency, as in the case of imminent failures an evacuation of affected nodes can
be performed by a migration of the respective processes [WMES12, NMES07]. In
previous studies, we investigated different migration techniques and found full
virtualization based on KVM [KKLT07] to offer high flexibility, while providing
performance results comparable to a native execution [PGL*14]. A drawback
of this approach is high migration times caused by the transfer of partly un-
used and therefore unnecessary memory regions. The transfer of unnecessary
memory regions is due to lack of information on the system level performing the
migration, i.e., only the application may distinguish between data necessary
for its further execution and data that can be discarded prior to the migration.
In the case of Virtual Machine (VM) migrations, The transfer of unnecessary
memory regions is aggravated by the additional level in the address translation
that comes with full virtualization. The hypervisor is not capable of detecting
memory that has been freed by applications running within the VM.

In this chapter, we propose an approach to decrease the storage size of HPC
applications’ checkpoints and to accelerate application migration in HPC by
reducing the transmitted data volume. We showcase our approach by taking
the example of VM migration/checkpointing. The migration time of VMs is
mainly determined by the network bandwidth [HGLPO7] and the size of the vir-
tual machine image comprising the guest operating system and the application’s

61
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processes. For a reduction of the VM checkpoint image size and an acceleration
of the migration, hypervisors apply compression [STHE11] and zero-block de-
tection [DS11]. We leverage these mechanisms to reduce the transmitted data
to the minimum that is required to resume the VM on the target node and to
further decrease the storage size of the VM checkpoint image.

When executed within a VM, the release of memory does not affect the
amount of data that is transferred during a migration or saved in a checkpoint
since these regions are only freed within the guest system but not returned to
the host. The same holds for the runtime, i. e., the glibc preserves freed memory
to serve further allocations during the course of the application’s execution.
Therefore, we overwrite these freed regions with zeros. This way, the zero-
page detection and the compression algorithm are able to further reduce the
amount of migrated/checkpointed data. In our approach, we substitute the
memory operations realloc and free to place zeros in every freed memory region.
We evaluate the approach by running a set of HPC applications from various
domains within VMs based on KVM. We demonstrate that our approach reduces
the migration time by up to 10 %, when it is applied alone, and by up to 60 %,
when it is combined with compression. We show that the overhead of our
approach is neglectable for most applications. We also show that our approach
reduces the checkpoint size of our tested applications by up to 9% without
compression and by up to 94 % with compression.

The remainder of this chapter is structured as follows: After discussing
related work, we explain our approach in Section 4.2. In Section 4.3, we present
a comprehensive evaluation of our approach before generalizing our approach in
Section 4.4 and concluding this chapter in Section 4.5.

4.1 Related Work

Application migration is used for fault tolerance and load balancing. Nagarajan
et al. propose a fault tolerance scheme for MPI applications based on proactive
migration [NMESO07]. They monitor the health of computing nodes in order to
detect deteriorating behavior and to anticipate node failures. In such a case,
the monitoring system triggers the migration of the node’s processes to healthy
nodes.

Application migration for load balancing is seldom exploited in HPC, but
quite common in cloud computing. Load balancing strategies can include the
current load distribution in the data center, historical data on the load and/or
information about renewable energy [MNBT 15 HGSZ10]. Randles et al. present
a comparison of distributed load balancing strategies [RLT10].

Different migration techniques exist in HPC, such as, process-level migration,
virtual machine migration and container-based migration [PGLT14]. Process-
level migration is based on the checkpoint /restart (¢/r) mechanism, which allows
an application to save a snapshot of its current state, so that it can be restarted
from that point on the same or another node. The simplest approach is system-
level ¢/r, which performs a memory core dump. It can be implemented in
kernel space (see BLCR [Due03]) or in user space (see DMTCP [AAC09]). The
advantage of system-level checkpoint/restart is that it is transparent to the
application and that the checkpoint can be taken at arbitrary points. However,
these tools produce relatively large checkpoints because they include data that
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is not required for restarting the computation.

Application-level ¢/r was introduced to get checkpoints of smaller size, but
it is also more complex and involves the application programmer. The program-
mer must know the data structures to be included into the checkpoint and has to
add this information to the code. In order to ease the process, the programmer
is assisted by special libraries and compilers. The Libckpt library, e.g., pro-
vides transparent c/r, but requires user directives that mark the checkpoints’
locations and data [PBKL95]. Bronevetsky et al. provide a source-to-source
compiler tool that automatically instruments the code to save and restore its
own state. The tool coordinates ¢/r for parallel OpenMP [BMP*04] and MPI
programs [SBF'04]. An approach to reduce the checkpoint size of application-
level Checkpoint / Restart (CR), which is orthogonal to the approach presented
in this chapter, is to deduplicate different generations of checkpoints [KGS116].

The virtualization overhead is often seen as the main reason why virtual
machine migration is rarely used in HPC. Youseff et al. show that this overhead
can be neglected and that the performance of virtual machines is relatively
close to native execution [YWGKO06]. Pickartz et al. demonstrated that virtual
machine migration can also be beneficial in HPC because of its flexibly and even
improved performance [PGL™14].

A lot of effort is spent on accelerating these virtual machine migrations
through focusing on increasing the bandwidth between source and destination
nodes, and finding better algorithms for copying data between the nodes. None
of the studies investigated what is contained in the virtual machine image and
whether it is needed. Huang et al. propose a high performance virtual ma-
chine migration design that uses RDMA (Remote Direct Memory Access) over
InfiniBand [HGLPO7]. In this way, they are able to increase the available band-
width for migration and reduce the migration overhead by 80% with respect
to TCP/IP. Satyanarayanan et al. propose a suspend/resume approach for vir-
tual machines, in which a suspended virtual machine saves its volatile state to
a file [SGT07a,KS02]. This file is copied to a remote node where the virtual
machine can be resumed.

Live migration is a technique for moving virtual machines between comput-
ing nodes with almost zero downtime. There are different techniques for live
migration, such as precopy and postcopy. Hirofuchi et al. propose live migra-
tion with postcopy in which the content of a virtual machine is copied after
its process state has been sent to the target node [HNIS11]. Once the process
state starts execution on the target node, virtual machine memory pages are
fetched on demand from the source node. The precopy approach proposed by
Clark et al. first copies the whole memory state of the virtual machine from the
source to the destination node [CFHT05]. As this memory might get updated
after being copied from the host node, updated memory pages are iteratively
copied to the source node before finally the process state can be copied to the
target node. Precopy works better with read-intensive applications. With pre-
copy, write-intensive applications accessing large amounts of memory can make
migration impossible [HNIS11]. Precopy is also more resistant to faults because
the source node still holds an updated copy of the virtual machine. On the
other hand, postcopy typically experiences the shortest downtime.
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4.2 Methodology

This section describes our proposed solution for an accelerated migration of
VMs in detail. First, we give an overview of the migration mechanism inside
QEMU / KVM. Afterwards, we introduce our preload library implementing the
zeroing of freed memory. Finally, we provide a brief description of selected HPC
application benchmarks that we use for an evaluation of the presented approach.

4.2.1 Virtual Machine Migration in QEMU / KVM

KVM is an open source Linux-based virtualization solution [KKL*07]. It pro-
vides full virtualization on x86 hardware utilizing the VT-x or AMD-V hardware
extensions [UNRT05, Vir05] and is implemented as a loadable kernel module.
Starting from Linux 2.6.20, the kernel components of KVM are part of the Linux
main branch.

KVM only virtualizes the CPU and the memory subsystem in kernel space.
Device emulation, e.g., access to virtual hard disks, and migration are per-
formed by the user-space emulator QEMU [Bel05]. QEMU supports cold and
live migration. The former — often referred to as stop-and-copy migration — ba-
sically leverages checkpointing techniques. The guest VM has to be suspended
to obtain a consistent state and afterwards this state is sent over the network
to the target node. In contrast, live migration allows the guest to continue its
execution during the migration process. A popular method is the pre-copy live
migration, introduced by Clark et al. [CFH05], which is split into two phases:
(1) The push-phase in which the guest keeps running on the source host while
its memory pages are already transferred to the target host. Since the guest
may modify pages that are already transferred, theses have to be tracked an re-
transmitted, i. e., the first phase is an iterative process that lasts until a certain
termination criterion is met. (2) The migration finalizes with the stop-and-copy
phase corresponding to the cold migration. Here, the guest is stopped on the
source host and the remaining dirty pages are transferred to the target host.
Since these are likely to be considerably less than in the case of a cold migra-
tion, the live migration is able to drastically reduce the guests downtime at the
expense of a higher network load.

The implementations of cold and live migration within QEMU are very sim-
ilar and we therefore restrict the analysis to the former in the scope of this
work. For an understanding of the underlying migration logic, a closer look into
the implementation of VMs by QEMU /KVM is necessary. A VM is started
as a normal process from the host’s point of view. Therefore, QEMU allocates
a region within the virtual address space representing the physical memory of
the VM, i.e., the guest-physical memory. Just as with any other process, these
memory pages are not backed by physical page frames before the process, i.e.,
in this case the guest system modifies the according regions.

During the migration process, QEMU traverses this virtual memory region
on the source node to determine which pages have to be transferred to the
destination to successfully resume the VM. QEMU is purely implemented in
user-space and therefore does not know the actual page mapping and whether
a particular page has already been used by the guest or not. However, virtual
pages that do not point to a physical page frame always point to the so-called
NULL page — a page frame that solely contains zeros. This fact is leveraged by a
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zero-page detection algorithm within the migration logic. Each page is analysed
during the memory traversal whether it only contains zeros or not. During the
migration, QEMU omits these zero-pages as they are not required to successfully
resume the VM on the target node. The zero-detection is implemented by
an unrolled loop that can easily benefit from vector operations. Furthermore,
QEMU takes care of the proper handling of TCP /IP connections to / from the
guest during migration, i. e., the migration is transparent from the application’s
point of view, since the protocol handles packet losses and re-transmissions of
missing packets.

Although the described zero-page detection already improves migration times,
especially for guests with a low memory footprint, it only works for memory re-
gions that have never been used by the guest. Memory regions that were used
and then freed by guest processes cannot be detected without further effort.
This is because a process running within the guest only returns the memory
to the guest kernel, but it is not returned to the host. Hence, QEMU will still
transfer these pages to the target node as they are likely to contain values differ-
ent from zero. If the pages were returned to the host kernel, the according page
mappings would again point to the NULL page. In that case, the zero-detection
would be capable of detecting these regions and omit them during the migration
process.

QEMU starting at version 2.4 also supports the migration of compressed
VMs. If enabled, each RAM page of a VM is compressed prior to the migration
and decompressed at the destination node. The performance of the compressed
migration can be fine-tuned by modifying the parameters compress-level and
(de-)compress-threads. Compression is of course only applied to non-zero pages.

4.2.2 Virtual Machine Memory Zeroing

Our zeroing preload library reduces the amount of data migrated by intercepting
memory deallocation calls and placing zeros in the deallocated memory regions
(See Figure 4.1) before the memory is returned to the system. The new zero
regions either result in zero pages, which are left out during the migration, or
in partial zero pages which can be compressed more efficiently.

Allocated chunks Memory must only be overwritten when it is deallocated.
Deallocations are performed by functions provided by the glibc library, which
is dynamically linked to the application at runtime. Memory is deallocated by
calling free() or realloc(), which changes the size of allocated memory by
freeing an old memory section before allocating a new one.

The implementation of our preload library intercepts all deallocation related
calls and clears the corresponding memory. Glibc generates for each memory
allocation a so-called allocated chunk. Allocated chunks are cascaded after each
other in memory. When an allocated chunk is freed, it is connected to other
freed chunks using a double-linked list. An allocated chunk contains, besides the
requested memory, metadata that includes pointers to the next and the previous
free chunk (only if this chunk is currently deallocated), the size of this chunk,
the size of the previous chunk (if allocated) and three flags (See Figure 4.2).
The flags encode whether the current chunk is allocated via the mmap () system
call, whether the previous chunk is in use and whether this chunk belongs to a
thread arena (a separate heap memory which is maintained per thread). The
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application

free(), realloc()|Functions
zeroing preload library

‘ get memory region size ‘

malloc(),calloc() |Functions

‘ place zeros in the memory region ‘

free(), realloc()|Functions
\ glibc library

Figure 4.1: The preload library intercepts deallocation operations issued by an
application.

library only uses the application’s pointer to the data and the metadata about
the chunk size to zero the chunk’s user data.

Zeroing Memory alignment reasons and additional metadata are the reasons
that the space occupied by an allocated chunk is larger than the memory re-
quested by the user. It is important to only zero-out user data and not the
corresponding metadata, as the metadata is still used by glibc, which moves the
chunk to the double linked list of free chunks once the memory is deallocated.
We therefore carefully approximate the size of the user data by taking the chunk
size minus 32 Bytes, which is an upper bound for the size of the chunk metadata
[NB10, Fer07].

It is necessary to intercept calls to the functions free () or realloc() before
data can be zeroed. In order to do this, our library provides functions with
the same signature (function name, number of arguments, and types of the
arguments as well as of the return value), which are called instead of the original
functions. The new functions call the old functions, but only after placing zeros
in the user data region of the respective allocated chunk. The placement of the
zeros is performed by calling memset ().

The proposed implementation does not require any extra metadata struc-
tures or the interception of allocation operations, so that its runtime overhead
primarily depends on the number of deallocation operations, the size of deal-
located memory and the durability of the operations. Furthermore, this over-
head has to be small, so that the zeroing of regions, which get reallocated and
rewritten by the application, does not lead to increased runtimes. As shown in
Section 4.3, the implementation of our library has a negligible overhead for most
applications, while it can induce an overhead of 7% for selected applications like
mpiblast.
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Figure 4.2: The structure of an allocated chunk managed by glibc [Fer07]. Only
deallocated chunks are connected to a double linked free list.

4.2.3 HPC Application Benchmarks

The following is a brief description of the HPC applications which we have tested
with our approach:

mpiblast [DCF03] is a parallel implementation of NCBI BLAST and com-
putes alignments of DNA sequences. It scales to hundreds of processors
and improves NCBI BLAST’s performance by several orders of magni-
tude. mpiblast achieves this by using database fragmentation, query seg-
mentation, intelligent scheduling, and parallel I/O. In our experiments,

we compared 10,000 nucleotide sequences with microbial sequences from
the MBGD database [Mbg].

NAMD [PBWT05] is a parallel and highly scalable code designed for the sim-
ulation of large biomolecular systems. It is written using the Charm—++ [KK93]
programming framework. It uses a combination of spatial and force de-
composition to benefit from the available processors.

gromacs [HKVDSLO08] is a widely used software to perform molecular dy-
namics (MD) simulations of molecules, like proteins and lipids, in which
complex bonded interactions are involved. We ran a program that calcu-
lated the absolute solvation free energy of ethanol.

The system consisted of an ethanol molecule in a box of 895 water molecules.
The input data was spread over different files and contained information
about the system, like the number of atoms in the system, the type of
each atom, the coordinates of each atom in nanometers, and the dimen-
sions of the simulation box (2.99491, 2.99491, 2.99491) in nanometers.
Additionally, there was a topology file which contained information about
the topology of the system being simulated and a file which contained
simulation parameters, like the number of steps of the simulation and the
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integration interval. At the beginning of the simulation, the simulation
box was divided among the available processors via neutral-territory do-
main decomposition using MPI plus OpenMP multi-threading within a
rank.

phylobayes [LLBO09] is a Bayesian Monte Carlo Markov Chain sampler for
phylogenetic reconstruction using protein alignments. In our experiments,
we used the alignment of the PB2 gene of 401 influenza viruses. We used a
stick-breaking Dirichlet process mixture with the following characteristics:
the number of taxa is 401, the number of sites is 2277 and the number of
states is 4.

LAMMPS [Pli95] is also a molecular dynamics program. By default it uses
spatial decomposition with equal-size domains. It also implements a series
of commands that can augment the distribution of the domains among
processors based on different criteria. In addition to exploiting inter-node
parallelism via the aforementioned decomposition, LAMMPS also exploits
intra-node parallelism by using variety of packages (GPU, USER-CUDA,
USER-OMP, USER-INTEL, KOKKOS).

We ran the ReaxFF benchmark, which is a simulation of PETN crystal,
and is shipped with the software package. The system under study con-
sisted of 58 atoms of four different types and the data file contained the
coordinates of all the atoms.

4.3 Evaluation

In this section we evaluate the proposed approach in terms of runtime over-
head and checkpoint size. We show that the reduction of the checkpoint size
descreases the migration time.

We have used two NUMA nodes for the evaluation. Both nodes have 32
virtual cores on two sockets with 8 physical cores each. The nodes are equipped
with Intel SandyBridge CPUs (E5-2650) clocked at 2 GHz and connected by
a Gigabit Ethernet fabric. Both systems have the same software stack and
run an unmodified CentOS 7.2 installation with a 3.10.0 Linux kernel. The
virtualization framework is based on KVM and QEMU version 2.5.1.

4.3.1 Zeroing Preload Library Overhead

The zeroing preload library introduces a runtime overhead, which is mainly the
time required to place zeros in the freed memory regions. For this reason, it
is highly application-dependent: it depends on the number of times memory is
freed and the size of the affected memory regions. To assess this overhead, we
compared the execution time of each application with and without the preload
library.

We took the median over ten runs to obtain stable values. PhyloBayes
was excluded from the test because its execution time lasts longer than four
days. Figure 4.3 shows the execution times of our test applications, which
are normalized with respect to the median. mpiblast exhibits a large preload
library overhead of 7.1 %. In contrast, gromacs, NAMD, and LAMMPS, show a
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negligible overhead of less than 0.3 %. The negative value of —0.11 % for NAMD
can only be explained by noise.
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Figure 4.3: Impact of the preload library on the runtimes of selected HPC
applications. The bars represent the normalized execution time, the median and
the upper and lower quartiles. The numbers above the bars are the difference
between the medians for enabled and disabled zeroing.

The runtime overhead of the preload library depends on the application and
is at most 7.1 % for our sample applications.

Source of the Overhead

For an assessment of the source of the overhead, we modified the zeroing preload
library so that it generates a trace of the intercepted deallocation operations.
The overhead is proportional to the amount of these operations and the size of
the affected memory regions. The trace records the number of zero bytes placed
in the deallocated memory regions and the number of deallocation operations
issued by the application at runtime. We ran each test application inside of a
VM with the modified preload library generating the trace. Figures 4.4 and 4.5
show the size of memory set to zero in bytes per minute, and the number
of deallocation operations per minute issued by the application respectively.
(Every value in the graphs represents the accumulated amount of the previous
minute.)

mpiblast shows the highest amount of memory set to zero per minute (See
Figure 4.5) and has the highest deallocation rate after LAMMPS (See Figure
4.4) which explains why mpiblast has the highest preload library overhead in
Figure 4.3. This is probably the result of a frequent usage of communication
buffers within the MPI layer. However, further investigations are necessary to
validate this assumption. LAMMPS, in contrast, reveals the lowest amount
of memory set to zero per minute. For LAMMPS, some points are missing in
Figure 4.5 because the allocated chunk sizes were less than 32 Byte. Although
the preload library intercepts every deallocation operation, it only places zeros
in the deallocated memory if the size of the allocated chunk is greater than
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32 Byte. As a result of this, no zeros were placed in these memory regions and
hence the respective memory size is equal to zero, which cannot be plotted on
the logarithmic scale.

mpiblast has the highest overhead among the benchmark applications be-
cause it has the highest product of deallocation operations per minute and size
of zeroed memory per minute.

4.3.2 VM Image Size

The migration time of a running application inside a VM is affected by the size
of the VM image, which mainly depends on the size of the application’s memory
image. We studied the effect of our zeroing preload library on the size of the VM
image and examined whether compression and zero-page detection algorithms
benefit from it. Since KVM performs checkpointing as a memory core dump,
a checkpoint is a good measure for the VM’s image size. Again we ran each of
our application benchmarks inside a VM with and without the zeroing preload
library. We performed three checkpoints at 5 minutes intervals and compressed
them logging the checkpoint size before and after compression.

The zero-page detection algorithm is applied by the hypervisor with every
checkpoint. So we log the number of these detected zero pages. Note that the
first complete zero pages are discarded by the zero-page detection algorithm,
after that compression is applied to get rid of partial zero pages.

||:I Zeroing disabled [ Zeroing enabled [ Size after compression|

= ;
o L2y O [ % —————————————— ]
N Q O O < )
» m — N m N
.§ 1.0 l_ ,,,,,,,,,,, L0 B TR =
I} — —
o% o [0 < @ 0[5 < | © |©
X m | m [ o o |o 0 |m
O 0.8l |@o| O o] o oo o 100
v — [m M [N o |N INR ) © [0
5 © [~ o [ o |- o (e 0 |0
N [m 0 |© N | s 0 [ ™ ||
W] K= = I el [ U o L NG 51 oLLend
>
3
No4l | . i
©
g — —
5 0.2 o O Y IS | U P [ P, .
P I
0.0 -
NAMD mpiblast PhyloBayes gromacs LAMMPS

Figure 4.6: Impact of the preload library on the checkpoint size. The values
are normalized to the checkpoint size with disabled preload library and without
compression. The values above the bars are the absolute size with disabled
preload library and without compression. The values inside the bars are the
number of detected zero pages in the checkpoint image.

Observing the results in Figure 4.6, we see that, with compression disabled,
all applications have a smaller checkpoint size when zeroing is enabled. Also all
applications experience a larger number of zero pages when zeroing is enabled.
With compression enabled, the checkpoints of all application, except gromacs,
are smaller when zeroing is enabled.
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From the results we can derive that, for all applications, the zero-page de-
tection algorithm found additional zero blocks generated by the preload library.
The compression algorithm is applied after the zero-page detection algorithm.
For all applications, except gromacs, compression benefitted from the additional
partial zero pages generated by the preload library.

Zeroing is able to decrease the checkpoint size by up to 9 % without compres-
sion and by up to 94 % with compression, with respect to the case with disabled
preload library and without compression. The benefit of zeroing depends on the
number of full/partial zero memory blocks detected within the application at
the time of the checkpoint.

4.3.3 VM Migration Time

One of the goals of our zeroing approach is to accelerate application migration.
For this reason we compare the migration times of HPC application benchmarks
with and without the preload library enabled. For this experiment, we selected
NAMD, PhyloBayes and mpiblast because, looking at the previous results, one
would expect them to benefit the most from our approach.

We ran each of the three applications for more than half an hour and mi-
grated them back and forth between the two cluster nodes at intervals of 5 min.
Each application started in a VM with 10 GiB of guest physical memory. The
VM’s virtual CPUs were mapped to the host’s topology [BPWM16]. To do so,
we performed a one-to-one pinning of each virtual CPU to its counterpart on the
host system, i. e., the CPU IDs seen by the guest match those on the host. Fur-
thermore, the VM configuration comprises a virtual non-uniform memory access
(NUMA) topology matching that of the host. Therefore, the virtual CPUs have
to be grouped in so-called NUMA cells in accordance with the host’s NUMA
topology. As a result, the guest system sees exaclty the same hardware config-
uration as software running natively on the host. We used a Gigabit Ethernet
link for data transfer and QEMU for the migration of the VMs with compres-
sion enabled or disabled and with default parameters, i.e., eight compression
threads, two decompression threads, and a compression level of 1. To get stable
results, we repeated this test 10 times and averaged the results. It is important
to note that QEMU'’s zero-page detection algorithm discards full zero pages and
that compression, if enabled, is only applied to the remaining pages.

As seen in Figures 4.7, 4.8 and 4.9, zeroing accelerated the migration time
for all applications regardless of whether compression was enabled or not. When
zeroing was applied alone without compression, NAMD benefited the most. It
showed migration time saving up to 10% (see Figure 4.7 (b)).

The combination of zeroing enabled and compression enabled, provided the
least migration time for all application. PhyloBayes benefited the most when
zeroing and compression are enabled; its migration time was improved by up to
60 % compared to the case when migration is performed without zeroing and
without compression (see Figure 4.8 (b)).

PhyloBayes and NAMD experienced a major improvement in the migration
time saving when zeroing and compression are applied together, comparing to
the case when zeroing was used alone. On the contrary, mpiblast showed a
minor improvement compared to PhyloBayes and NAMD. We relate this to the
amount of partial zero page injected by the zeroing library. This will be studied
more closely in Section 4.3.4.
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Figure 4.7: Migration time and Migration time saving for NAMD with zeroing
enabled or disabled when compression is enabled (dashed curves) or disabled
(solid curves). The saving is with respect to the case when zeroing and com-
pression are disabled.

Although we only regarded the migration over Gigabit Ethernet, the pre-
sented approach might be interesting for other interconnects as well. In any
case, the overhead generated by the preload library has to be compensated by
the savings that can be achieved with the given link speed.

The migration procedure of KVM benefits from the zeroing approach because
it can leave out full zero pages and usually better compress partial zero pages.
The combination of zeroing and compression provides the best acceleration.
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Figure 4.8: Migration time and Migration time saving for PhyloBayes with
zeroing enabled or disabled when compression is enabled (dashed curves) or
disabled (solid curves). The saving is with respect to the case when zeroing and
compression are disabled.

4.3.4 Partial Zero Pages and Compression

In this section, we investigate more closely when and how compression benefits
from the zeroing approach. As mentioned before, full zero pages are discarded
from the VM image before compression. Hence, compression is only applied to
partial zero pages and full data pages. Of course, compression benefits from
other data criteria, but they are not part of this study because we are only
interested in zeros injected by our library.

In the previous test, in Section 4.3.3, mpiblast showed a minor improvement
in the migration time saving when compression is added to zeroing, compared
to PhyloBayes and NAMD. mpiblast migration time saving was improved form
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Figure 4.9: Migration time and Migration time saving for mpiblast with zeroing
enabled or disabled when compression is enabled (dashed curves) or disabled
(solid curves). The saving is with respect to the case when zeroing and com-
pression are disabled.

around 6% to 29% (difference 23%), while PhyloBayes migration time saving
was improved from around 4% to 60% (difference 56%) and NAMD migration
time saving was improved from around 9% to 44% (difference 35%). We relate
this to the amount of partial zero pages in the VM image before compression.
To understand this phenomenon, we analyzed the effect of zeroing on the VM
image. We re-ran the previous test from Section 4.3.3, but without compression,
and instrumented QEMU to log the number of partial zero pages as well as
the number and size of zero regions at every VM migration. The size of a
continuous zero region in a page is always between 1 and 4095 bytes because
the maximum page size is 4096 bytes and full zero pages are discarded. The



CHAPTER 4. ZEROING MEMORY DEALLOCATOR 76

I‘HH | | | | | — | NAM D‘
| [—_Nawo]

400

200

Difference in the occurrences

i i i i i i i i
0 500 1000 1500 2000 2500 3000 3500 4000
The size of a continuous zero region in bytes

Figure 4.10: Difference in the number of occurrences of each zero region length
for NAMD.

resulting trace contains a histogram for each migration providing for each region
size the number of occurrences of this region in the respective VM image.

To analyze the effect of the preload library on the zero distribution, we sub-
tracted the histogram before the zeroing from the histogram after the zeroing.
Figures 4.10 to 4.12 show the differences for NAMD, PhyloBayes and mpiblast,
respectively. The results are clearly positive for NAMD, but not for mpiblast;
for PhyloBayes it is ambiguous. Then we computed the cumulative function
of the result(see Figure 4.13). The cumulative function accumulates the size of
the differences in the partial zero pages. Figure 4.13 shows that the number
of accumulated zeros increases for PhyloBayes and NAMD, but decreases for
mpiblast. This explains, in the previous test, why mpiblast showed a minor
improvement in the migration time saving when zeroing and compression are
applied together compared to PhyloBayes and NAMD.

This raises the following questions: Why does zeroing not produce more zero
ranges in the migrated image of mpiblast? There are two possible reasons:

1. There are not many zeros placed, or their placement results in full zero
pages, but not in partial zero pages. We observed this for mpiblast which
matches our assumption that deallocations of communication buffers are
the main source for zero regions in the mpiblast image. As these buffers are
often set to a multiple of the page size, the preload library only produces
complete zero pages rather than additional partial zero pages.

2. Each application has different memory allocation and deallocation pattern.
Zeros that our approach writes in the application memory might get re-
allocated and used by the application.
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enabled and disabled.

4.4 Generalization of the approach

In this section we discuss the current limitations of the memory management
in the context of virtual machine migration/checkpointing. We reduce the size
of virtual machines by writing zeros in freed memory regions, which benefits
zero-page detection as well as compression schemes. However, freed memory
regions that have been filled with zeros might be reallocated and reused by the
application. For example, this is common for communication buffers of MPI im-
plementations. As these unnecessary zero writes only degrade the performance,
our future goal is to completely eliminate them.

Figure 4.14 shows the memory allocation stack ranging from the application
to the hardware level. The application allocates and deallocates memory using
the functions malloc(), free(), calloc(), and realloc() of glibc which is a shared
library in the application address space. It allocates and releases memory from
the guest operating system using the system calls brk(), sbrk(), and mmap().
The guest operating system obtains memory from the host operating system
through the virtualization layer.

Memory released by the application is returned to the glibc library. However,
there is no guaranteed time period in which the glibc library returns the memory
back to the guest operating system. In case of VM, this is aggravated by the
fact that the guest operating system never returns freed memory to the host
operating system. One way to return this memory to the host operating system
is to destroy the VM and create a new one. Of course, this should only be done
when the application running in the VM terminate.

A better solution is to use our approach and enhance it by a small modifi-
cation. The idea is to zero memory regions only when a migration or a check-
point is imminent and thus avoid unnecessary zero writes. The glibc library
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Figure 4.14: Memory allocation stack. The application accesses memory using
the glibc library which interacts with the guest operating system using system
calls. The glibc library is a shared library in the application address space. The
application and the guest operating system are included in the VM image.

needs to be modified to react upon migration/checkpoint requests (similar to
the approach for the migration of MPI applications in [PCL*16]). In doing so,
it would place zeros into freed memory regions before a migration/checkpoint
operation takes place. On the one hand, this would result in slightly higher
migration/checkpoint latencies as the zeroing would add to the overall migra-
tion/checkpointing time. On the other hand, the runtime overhead would be
reduced which is especially interesting for applications exhibiting a high memory
allocation / deallocation frequency, e. g., as is the case of mpiblast.

Instead of zeroing the memory regions, their addresses can also be recorded
and skipped during migration/checkpointing. However, this only affects free
regions which occupy full memory pages. Partially freed pages benefit only if
they are compressed and if zeros are written into them.

4.5 Conclusion

In this chapter, we have shown the limitations of the current memory manage-
ment in the context of virtual machine migration/checkpointing and have pre-
sented a prototype, in order to reduce the amount of data transmitted during
virtual machine migrations and to decrease the storage size of virtual machine
checkpoints. The approach places zeros in unused data regions such that zero-
page detection and compression schemes work more efficiently. The evaluation
reveals a positive effect on both, the migration time and the size of the ap-
plication image. In particular, we demonstrated the merit of our method for
HPC by choosing a set of test applications from this domain. Our approach
reduced the migration time by up to 10 % when it is applied alone and by up to
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60 % when it is combined with compression. We have shown that the overhead
of our approach is negligible for most applications. We have also shown that
our approach reduces the checkpoint size of our tested applications by up to
9% without compression and up to 94 % with compression. This reduces the
storage required for checkpoints.

In Section 4.4, we have explained how our prototype could be integrated in
a general-purpose operating system with even smaller overhead, in comparison
to our current solution.



Chapter 5

Deduplication Potential of
HPC Applications’
Checkpoints

The desire for more computing power introduces new issues. The increasing
number of nodes in clusters decreases the mean time between failures (MTBF).
While the MTBF was in the order of days [IMB*12], it will further decrease
for exascale systems [DBM ™11, BBCT08, GCR*07]. Therefore, HPC program-
mers must consider that their (long running) jobs will not finish without any
hardware or software failure. As a consequence, several programs integrate
checkpoint mechanisms [EAWJ02], where the application writes its state to
the storage backend and resumes its computation from this state after a node
failure. This checkpointing approach is called application-level checkpointing.
However, for legacy codes an integration of these mechanisms can be difficult
and often exceeds its benefits. Even for non-legacy programs, the integration
of checkpointing mechanisms is time consuming. Alternatively, system-level
checkpointing can be applied, where an external tool checkpoints the running
application without any assistance from the researcher.

Checkpointing leads to a new issue: most approaches do not scale well with
the number of nodes. Creating checkpoints for many processes puts high pres-
sure on the storage backend and on the network. Furthermore, the energy costs
of moving data will exceed the costs of local computation in exascale environ-
ments [RD14]. A possible solution to increase checkpointing scalability is to
apply data deduplication. Data deduplication systems have been introduced
to reduce the amount of stored data on disk-based backup systems and have
made these economically applicable. Most of these systems divide the data
into chunks, compute chunk fingerprints using a cryptographic hash function
like SHA-1, and identify redundant chunks by comparing the chunks’ finger-
prints [MKB13, XJFH11, BELL09, LEB* 09, ZLP08]. Besides backup, primary
storage also provides deduplication potential. Meister et al. showed a huge po-
tential for data deduplication in HPC storage systems that is not facilitated by
today’s HPC file systems [MKBT12]. Nicolae and Kulkarni et al. applied the
deduplication approach to the checkpointing use case and discussed systems to
reduce the I/O load during checkpointing [Nic13, KMI*12].

81
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However, there is little knowledge about the general deduplication potential
of HPC applications’ checkpoints. The study of a broad spectrum of applications
presented in this chapter give new insights into the applicability of checkpoint
deduplication in different application areas. The coupling of checkpointing and
deduplication for applications, which have a high deduplication rate, can defi-
nitely help to improve checkpointing scalability. Nevertheless, if an application
does not have enough redundancy, the deduplication process can decrease the
overall checkpointing performance. In addition, an improperly configured dedu-
plication process can waste deduplication potential. Our experiments show, for
example, that choosing the wrong chunking process alone can alter the volume
of the data after deduplication by 10%.

In this study, we investigate the deduplication behavior of a wide range of
HPC applications. For each application we show its deduplication potential for
different deduplication configurations. Since not all applications provide built-in
checkpointing, we use DMTCP for system-level checkpointing [AAC09]. Using
this type of checkpointing, we show that there is a high potential for saving
data sent to disk and for increasing checkpointing performance. Furthermore,
we show where redundancies occur and how they can be exploited best.

5.1 Related Work

Reducing an application’s checkpoint size is a potential source of improving
the performance and the scalability of a checkpointing process. In addition to
storage reduction, a smaller checkpoint means smaller dumping time, smaller
bandwidth consumption, and less I/Os.

The simplest checkpoint approach is a memory core dump of the computa-
tion status, which is called system-level checkpointing. It can be implemented in
the kernel space in case of BLCR (Berkeley Lab Checkpoint/Restart) [Due03]
or in the user space in case of DMTCP (Distributed MultiThreaded Check-
Pointing) [AACO09]. The advantage of system-level checkpointing is that it is
transparent to the application and the checkpoint can be taken at arbitrary
points. However, those tools produce relatively large checkpoints, as they in-
clude data that is not required for restarting the computation.

Application-level checkpointing was introduced to provide smaller-sized check-
points by adding more complexity. The programmer exploits the knowledge of
the structure and the behavior of a given application to find the useful data
structures that should be included in the checkpoint and encodes this knowl-
edge in the application’s source code.

Library and compiler support have been proposed to simplify the complex-
ity of application-level checkpointing. The Libckpt library provides trans-
parent checkpoint/restart, but it requires user directives to mark the check-
points’ locations and data [PBKL95]. Bronevetsky et al. provide a source to
source compiler tool that can automatically instrument the code to save and re-
store its own status. The tool coordinates checkpoints and restarts for parallel
OpenMP [BPS06,BMP*04] and MPI programs [SBF*04,BMPS03b, BMPS03a].

Compression techniques [TAB*12] and incremental checkpointing [NC13]
were introduced to decrease the checkpoint size. They are applied to the raw
checkpoint data. Incremental checkpointing only save the differences between
checkpoints instead of saving the complete checkpoints.



CHAPTER 5. DEDUP. POTENTIAL OF HPC APPS’ CHECKPOINTS 83

Differences between checkpoints also can be created by tracking writes to
memory pages. Only these pages are included in the checkpoint [VMHRI11,
GSjP05]. The disadvantage of this approach is that it requires kernel-level
support.

Fingerprinting-based deduplication is also used to find differences between
checkpoints. The data is partitioned into non-overlapping data blocks (chunks).
A cryptographic hash function is used to obtain a unique identifier (hash value)
for each chunk. The chunks’ hash values are compared against each other so
that repeated chunks are only written once.

Data chunks can have a fixed size (static chunking, SC) or variable size
(content-defined chunking, CDC). SC is simple and fast, but it fails to detect
duplicates in near identical, but shifted data streams. Cores et al. combine SC
hashing-based deduplication with incremental application-level checkpointing
[CRMG12]. CDC finds the boundaries of chunks based on their content and
therefore overcomes the data shifting problem [MCMO1]. The chunks generated
by CDC have variable chunk sizes within an upper and lower limit [MCMO1].

Kulkarni et al. [KMIT12] describe a deduplication-based file system to check-
point HPC applications. The system is evaluated using checkpoint dumps of
five proxy implementations of real HPC applications and three dumps of full
applications. While the experiments show a great variation in the deduplication
ratio, there is no analysis of how precisely the proxies reflect the deduplication
potential of the respective full applications.

5.2 Deduplication of Checkpoints

A system designer faces several challenges and design decisions when he creates
a deduplication system for HPC checkpoints. The overall goal is to perform
deduplication fast while detecting as much redundancy as possible and keeping
the resource requirements low. One major choice is the chunking method and
the chunk size. Content-defined chunking can allow better redundancy detection
than fixed-size chunking, but induces a higher computation overhead.

The chunk size is a vital parameter because it influences the quality of re-
dundancy detection and the number of chunks and thus the processing time:
the smaller the chunk size, the more fine-grained the detection and the longer
the processing. We will investigate these correlations in Section 5.4.1.

Another disadvantage of small chunks is that the size of critical data struc-
tures grows with the number of chunks. For example, each deduplication sys-
tem holds an index mapping chunks to the storage location of their raw data.
The size of an index entry typically ranges from 24 B to 32 B, including hash
value, storage location, and counters and pointers for the index implementation;
therefore, each stored terabyte of unique checkpoint data requires 4 GB of extra
memory if we assume 20 B SHA1 hashes and 8 KB chunks, which allows the
deduplication system to hold the full index in memory. Consequently, no disk
I/Os are required in the deduplication process except for writing new chunks to
disk.

Finally, the system designer must consider scaling properties. The probably
best scaling approach is to let each compute node perform its own deduplication
and store raw chunk data on local storage. However, all checkpoints for that
node would be lost in case of a hardware failure. On the other side, a single
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deduplication instance can easily become a performance bottleneck in the pres-
ence of thousands of processes and nodes performing checkpoints. Therefore, it
is advisable to replicate chunk data to other nodes, which reduces the savings
achieved by the deduplication process.

5.3 Methodology

In this section, we describe the applications, checkpointing and data dedupli-
cation tools used in our study. We also show how we perform the checkpoint
generations and the data deduplication chunking scheme that we used.

5.3.1 Applications

We evaluated applications from different scientific areas like physics, chemistry,
material science, meteorology, and biology to understand the deduplication be-
havior across a broad range of applications and user bases. Our study used the
applications described in Section 4.2.3 in addition to the following applications.

pBWA [PLQL12] is an MPI implementation of BWA [LD09], a popular soft-
ware package for mapping low-divergent sequences against a large refer-
ence genome, such as the human genome. The data distribution among
the available processors consists mainly of two parts: index distribution
and sequences distribution. First an index file is generated as BWA. This
file is read by a master process and then broadcast to all available pro-
cessors. After that pBWA distributes the sequences and computes the
alignments on each process. In our experiments, we let pPBWA compute
the alignments of 38 million short reads against a human genome.

bowtie computes alignments of DNA sequences similar to pPBWA and mpi-
blast but is specialized in short read sequences. It conducts a quality-
aware, greedy, randomized, depth-first search through the space of possible
alignments [LTPS09]. bowtie itself is a serial program, which is often
used in parallel fashion. An MPI-based tool called pMap [Pma] is used
to parallelize the execution of bowtie. The parallelization performed by
pMap is conceptually similar to the one of pPBWA. The index file, which is
associated with the reference genome, is replicated on every processor and
the reads contained in the input file are distributed among the processors.
In our experiments, we let bowtie compute the alignments of 38 million
short reads against a human genome.

ray [BLC10] is a parallel de novo genome assembler for next-generation se-
quencing data. It takes a FASTA file as input. In our experiments, the
input FASTA file contained 9,650,581 sequences. The sequences were dis-
tributed among the available MPI ranks and each rank got an equal num-
ber of sequences assigned to it.

Espresso++ [HBL'13] is a software framework targeted at the simulation of
soft matter systems. We ran a simulation that used an adaptive resolution
scheme (AdResS) in which regions of the simulation box had different
levels of chemical details. It took an input file which contained a list of
particles that make up the system under study. The cubic simulation



CHAPTER 5. DEDUP. POTENTIAL OF HPC APPS’ CHECKPOINTS 85

box in our evaluation contained 20,004 particles for which initial position
coordinates, velocities, and other information were provided. Espresso++
uses domain decomposition to distribute the data among the available
processors.

nwchem [VBG™10] is a software used for computational chemistry simula-
tions. The chosen benchmark applies the density functional theory (DFT)
on the Cyy9 molecular system. The input file contained the coordinates
of all 240 carbon atoms as well as the steps to be performed in the simu-
lation. nwchem uses domain decomposition to distribute the data among
the available processors.

CP2K [HISV14] is an open source framework written in Fortran that enables
users to perform molecular simulations based on the density functional the-
ory (DFT). In our experiments, we ran a molecular dynamics simulation
of a system of 128 water molecules constituting a periodic volume box of
dimensions (15.6404, 15.6404, 15.6404) at the pressure of 1 bar and at the
temperature of 300 K. The simulation produced positions, velocities and
forces at each time step for every atom.

Quantum ESPRESSO (QE) [GBB™109] is a set of codes written in For-
tran used to calculate electronic structures and to model materials. In
our experiments, we used a code called CP which performs a variable-cell
Car-Parrinello molecular dynamics simulation. The system under study
was a set of 512 water molecules. In particular, the system was a Triclinic
lattice for which the crystallographic constants were specified. Among
other things, the input file contained the atomic species, their characteris-
tics, and the positions in the crystal of all the 1,536 atoms (512 O atoms
+ 2512 H atoms). QE implements parallelization at different levels to
use the available processors for the simulation.

eulag [PSWO08] (Eulerian/semi-Lagrangian fluid solver) is a numerical solver
for geophysical flows written in Fortran. In our experiments, we ran a
Large-Eddy simulation using the Smagorinsky subgrid-scale model and
used PnetCDF [LkLC103] as a parallel I/O library. The model grid size
was (160, 96, 60) and domain grid decomposition was used to map the
model grid to the available processors.

echam [SGE™13] is a climate model which simulates atmospheric general cir-
culation. In our experiments, we used ECHAMS5, which was written in
Fortran, and simulated weather conditions starting from January 1998.
The dataset consisted of many files containing the initial state of the
weather grid. The data was distributed via domain grid decomposition to
the processors.

openfoam [JJTO07] is a toolbox of numerical solvers for computational fluid
dynamics problems. Our tests followed a standard user workflow including
preprocessing steps before calling the final numerical solver. Preprocessing
consisted of domain decomposition (decomposePar), allocating the sub-
domains to processors and checking the validity of the mesh produced.

As in a standard user workflow, we performed some pre-processing steps
before calling the final numerical solver. First we used the decomposePar
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utility, which performed domain decomposition by splitting mesh and
fields into sub-domains which are allocated to the different processors.
We then checked the validity of the mesh produced. The mesh involved
in the simulation had the following main parameters: nPoints=>528, 732,
nCells=498, 350, nFaces=1, 524,519, nlnternalFaces=1, 465, 581. Finally,
we ran the icoFoam solver, which is a transient solver for incompressible,
laminar flow of Newtonian fluids.

5.3.2 Checkpoint Generation

In this study, we use the DMTCP tool [AAC09] to generate the applications’
checkpoints. We chose DMTCP because it does not require root privileges and
is independent from the kernel version. DMTCP provides checkpointing at
system-level. These checkpoints can be compressed during creation. We dis-
abled this feature for our analysis since a compression before the redundancy
detection of the deduplication destroys the latter. Deduplication systems typ-
ically use compression after the chunk identification when they write the raw
chunk data to disk. Unlike application-level checkpointing, system-level check-
pointing is transparent to the applications and can be done at arbitrary points.
Tools for system-level checkpointing also allow the checkpointing of legacy codes,
which cannot be modified. On the other hand, system-level checkpoints gener-
ate relatively large checkpoints in comparison to application-level checkpoints.
As system-level checkpointing includes more redundant data, it is expected that
these process images also have a higher deduplication potential than application-
level checkpoints. However, system-level checkpointing offers more freedom in
choosing the checkpoints’ locations transparently to the application.

DMTCP generates one checkpoint image for each MPI process. The image is
composed of a global header section, a header for each contiguous memory area
(contains address range, permissions, etc.), and the data section (memory pages)
for the different contiguous memory areas. The header section consists of 4 KB
or one memory page. The first memory address of a continuous memory block
is always a multiple of 4,096. Therefore, all checkpoint images are page-aligned.

We generate checkpoints every ten minutes. Almost all applications perform
their computations for two hours. Only bowtie (after 50 minutes) and pBWA
(after 110 minutes) finished earlier. The computations are distributed among 64
processes for all applications. The checkpointing period, the total applications’
execution time, and the number of processes are chosen based on the possibility
of having comparable characteristics between a large set of applications. How-
ever, we vary the number of used processes in Section 5.4.3. Table 5.1 shows
the different sizes of the checkpoints.

5.3.3 Deduplication

We analyzed each checkpoint with the FS-C deduplication tool suite [Meill],
which has already been applied in several deduplication studies [MKB*12,
KMBS15]. We used fixed-sized chunking and content-defined chunking (CDC)
as chunking methods. For CDC, the suite uses Rabin’s fingerprinting [Rab81]
to determine chunk boundaries and computes the SHA1 chunk fingerprints. For
each checkpoint, we generated traces with an (average) chunk size of 4, 8, 16,
and 32KB.
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Table 5.1: Checkpoint size statistics for all applications, each running on 64

processes.

| Application || avg [ sum | min [ 25% [ 75% | max |
pBWA 132GB | 1.4TB | 35GB | 52GB | 184GB | 185GB
mpiblast 33GB | 405GB | 33GB | 33GB | 33GB | 33GB
ray 75GB | 902GB | 37GB | 70GB | 89GB | 93GB
bowtie 94GB | 470GB | 1.2GB | 656GB | 134GB | 175GB
gromacs 34GB | 418GB | 34GB | 34GB | 34GB 34GB
NAMD 10GB | 120GB | 10GB | 10GB 10GB 10GB
Espresso++ 17GB | 213GB | 13GB | 18GB 18GB 18GB
nwchem 42GB | 511GB | 29GB | 43GB 43GB 43GB
LAMMPS 52GB | 631GB | 52GB | 52GB 52GB 52GB
eulag 35GB | 428GB | 35GB | 35GB | 35GB | 35GB
openfoam 17GB | 213GB | 3.2GB | 19GB 19GB 19GB
phylobayes 39GB | 473GB | 39GB | 39GB | 39GB | 39GB
CP2K 43GB | 518GB | 37GB | 43GB | 43GB | 43GB
QE 99GB | 1.2TB | 74GB | 88GB | 109GB | 109GB
echam 18GB | 227GB | 18GB | 18GB 18GB 18GB

Memory deduplication usually uses fixed-size chunking with a chunk size
equal to the physical memory page size [BWSS12, MFR*13]. We generate the
same page alignment for fixed sized chunking and 4 KB chunks since the em-
bedded process images are page-aligned.

5.4 Evaluation

The deduplication potential of data contains different aspects. We first show
general deduplication properties of the applications, i.e., the general deduplica-
tion ratio. Then, we analysis the main source of redundancy (Section 5.4.2).
Finally, in Section 5.4.3, we investigate the deduplication behavior of the ap-
plications’ checkpoints with increasing the number of the computing processes.

All experiments were run on nodes of the HPC cluster Mogon of the Johannes
Gutenberg University Mainz. Each of the nodes is equipped with four AMD
Opteron 6272 processors and at least 128 GB RAM. Each processor has 16 cores.
All nodes have access to a local scratch and a global GPFS file system.

5.4.1 General Deduplication

For each application, we ran a computation that was distributed among 64
cores. For each computation, we created checkpoints every 10 minutes for a
total computation time of two hours. Next, we deduplicated all checkpoints and

computed the overall deduplication ratio, which is defined as 1 — w =
otal capacity

%#?;“y. A deduplication ratio of 80% denotes that 80% of the data

could be removed by a deduplication system and 20% of the original data would
be stored. Figure 5.1 shows the deduplication ratios for all applications for fixed-
size chunking (upper subfigure), content-defined chunking (lower subfigure), and
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Table 5.2: Deduplication ratio and zero chunk ratio for all applications. The
values for single denote ratios for the single checkpoint. All values were collected
for a 64 processes run and fixed-sized chunking with a chunk size of 4 KB.

. single

Application 20 min 60min 120 min
PBWA 0% (17%)  92% (17%)

mpiblast 99% (92%) 99% (92%) 99% (91%)
ray 97% (77%)  39% (34%) 37% (32%)
bowtie 4% (23%)

gromacs 99% (88%) 99% (88%) 99% (88%)
NAMD 81% (31%) 81% (31%) 81% (31%)
Espressot+ || 79% (13%)  79% (13%) 79% (12%)
nwehem 66% (12%) 80% (12%) 89% (12%)
LAMMPS || 97% (77%) 97% (77%) 97% (77%)
eulag 97% (88%) 97% (85%) 97% (84%)
openfoam || 80% (13%) 89% (13%) 89% (13%)
phylobayes 95% (79%)  95% (79%) 95% (78%)
CP2K 81% (32%) 81% (32%) 80% (32%)
QF 65% (56%) 57% (38%) 57% (38%)
echam 93% (10%) 92% (10%) 92% (10%)

different (average) chunk sizes. The values above the bars indicate the absolute
total volume of the redundant datal.

Except for ray, all applications show a deduplication ratio of more than 84%.
Smaller chunks enable better redundancy detection. For fixed-size chunking, the
maximum difference between 4 KB and 32 KB chunks for the same application
is 9.8%. For CDC, the difference is 8.3%.

The white bars show the ratio of the zero chunk, i. e., the chunk that contains

. o hunk capaci .
only zeroes. This ratio is defined as Zerechunk capacity = 1) their HPC study
total capacity ’

Meister et al. found that between 3.1% and 24.3% of their HPC data at best
consisted of zero chunks [MKB'12]. In our case, the zero chunk is the most
used chunk and is the main source of redundant data for every application and
chunk size, except CDC with an average chunk size of 32 KB. Note that the zero
chunk has the property of always having the maximum chunk size, if content-
defined chunking is used. In our setting, this size is four times the (average)
chunk size, i.e., a zero chunk for CDC, 16 KB ranges over 64 KB = 16 memory
pages. Note that the zero chunk ratio for 16 KB and CDC is smaller than for
4 KB and fixed-size chunking because CDC does not preserve page alignment.

Next, we investigated how the zero chunk ratio and the deduplication poten-
tial vary over time. We determined the deduplication ratio and the zero chunk
ratio for single checkpoints after 20min, 60min, and 120min. These values are
shown in Table 5.2. The parenthesized values denote the zero chunk ratio. The
zero chunk ratio is constant for 13 applications. Only for ray and QE we see a
significant drop from 77% to 34% and 55% to 38%, respectively.

1Note that we ignored the last checkpoint in the figure so that pPBWA could be included.
Therefore, the values for the saved amount of data should not be compared to Table 5.1 which
displays values for all available checkpoints.
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Table 5.3: Comparison of application-level and system-level checkpoint sizes for
a subset of the tested applications.

Application H sys-lvl (+dedup) ‘ app-lvl (+dedup) %
NAMD 10GB (559MB) | 15MB (15 MB) 37
gromacs 34GB (83MB) | 65KB (65KB) 1328
LAMMPS 52GB (1.4GB) | 1.5MB (1.5MB) 955
openfoam 17GB (513MB) | 56 MB (55.0 MB) 12
CP2K 43GB (5.4GB) | 21 MB (21 MB) 263
ray 75GB (28GB) | 30GB (20.6GB) 0.93

Overall, the zero chunk is the biggest single source of deduplication such
that a zero chunk deduplication alone saves at least 10% of the checkpoint data.

Application-Level vs. System-Level Checkpointing Many HPC appli-
cations provide their own checkpointing. These checkpoints can be significantly
smaller because programmers know best which data is necessary to represent a
computation’s state. Table 5.3 compares the average checkpoint sizes of system-
level checkpointing and and application-level checkpointing for a subset of the
test applications. The last column in Table 5.3 displays the factors by which
system-level and application-level checkpoints differ after deduplication.

For almost all applications, the average system-level checkpoint size is sev-
eral orders of magnitude larger than the application-level checkpoint. However,
the storage requirements for system-level checkpoints decrease significantly. In
case of ray, the new storage capacity requirements is even lower than for the
application-level checkpoint. Therefore, deduplicating system-level checkpoints
can outperform application-level checkpointing.

There is a high deduplication potential in every application. The difference
between fixed-size and content-defined chunking is small. The zero chunk is the
dominant source of redundancy.

5.4.2 Stability of the Input

In this section, we take a closer look at the source of the redundancy, besides
the zero chunk. In detail, we investigate whether the redundancy is defined by
the input data or by data generated during the computations.

As input data, we define the content of the heap at the point the application
closes the input file(s) the last time. This follows the intuition that the full state
of the process up to that point contains data from initialization and the input
but is untouched by the core computation.

For this, we ran single-process computations of QE, pBWA, NAMD, and
gromacs and paused the computation after the last close call of the input file(s),
as well as after every 10 minutes of computation afterwards. We choose these
applications because of their different memory footprints. At each interruption,
we created a checkpoint by copying the full process image via the /proc file sys-
tem. We are interested in the part of the image, which includes the input data
and will contain most of the new generated data over time. Therefore, we ex-
tracted the heap part of the image and removed the data of shared libraries and
the application’s object code because this data is static or defined by external



CHAPTER 5. DEDUP. POTENTIAL OF HPC APPS’ CHECKPOINTS 91

100%
g 80%
=
S 60%
2]
< 40%
S
<
U 20%
0, i i 1 ]
0% close ckptO ckptl ckpt2 ckpt3
100%
o 80%
c
©
2 60%
S
D 40%H ¥ PBWA |- T e ]
- =8 NAMD : : :
O 20%F 0 pe e B RAARRRREREEEREEE e
»—x gromacs 3 3 3
0% i ; ; ;
Q & QJ %
\{_Qv» \{_Qx \{_Qx \&&
o o° 0’0 0(,
2 xS
S o = =

Figure 5.2: Upper plot: relative volume of the input data in the following check-
points. Lower plot: the input data’s share of the redundancy in the (windowed)
deduplication.
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libraries. Next, we chunked and fingerprinted the heap with fixed-size chunking
with a chunk size of 4 KB. Hence, every chunk corresponds to a memory page.
We refer to the checkpoint that only includes the input data as close-checkpoint.

Next, we computed the input data’s share of the later checkpoints by check-
ing each chunk of a later checkpoint whether it already existed in the close-
checkpoint. The upper plot of Figure 5.2 shows the resulting relative volumes
(chunk sharing). All shares are 100% for the close-checkpoint since a checkpoint
shares every chunk with itself. As can be seen, the shares of NAMD and QE
are near constant at 24% and 38%, respectively, while the share of gromacs de-
creases from 89% to 84%. pBWA input data’s share increases from 2% to 10%.
This is counterintuitive because applications generate data, which increase the
checkpoint sizes and, therefore, should reduce the input data’s share. A closer
look showed that pBWA’s checkpoints do not shrink; therefore, pPBWA generates
the share increase by copying parts of the input data internally.

However, the shared data has a big impact on the deduplication ratio. Next,
we determined the input data’s share of all redundant chunks. For this, we
took each two consecutive checkpoints, determined the redundant chunks, and
checked for each one whether it already existed in the input data. We did not
use single checkpoints because this would ignore inter-checkpoint redundancy.
A share value of 80% denoted that 80% of the redundant chunks also existed in
the input and, therefore, that 80% of the redundancy is based on the input. The
lower plot in Figure 5.2 shows the shares for the applications. In general, more
than 48% of the redundancy is based on the input data. For all applications,
the share decreases over time as they generate new data which is redundant
among the checkpoints.

Besides the zero chunk, more redundancy originates from input data than
from data generated during the computations.

5.4.3 Scaling Effects

In all experiments mentioned above, the number of processes was set to 64. Now
we vary the number of processes and consequently also the distribution of input
data and computation over the processes.

For this analysis, we selected applications from different domains, namely
mpiblast, NAMD, and phylobayes, and also added ray because of its relatively
low deduplication potential. We applied fixed-size chunking with a chunk size
of 4KB. For better scalability support, we changed the DMTCP version (2.4.0
instead of 2.3.1) and the MPI library (Open MPI 1.8.1 instead of MPICH 3.1)
compared to the previous experiments. For this reason, the deduplication ratio
in Figure 5.3 should not be compared to Table 5.2. Figure 5.3 shows the accu-
mulated deduplication ratio and the zero chunk ratio for a different number of
processes.

The deduplication ratio of all tested applications but ray increases with the
number of processes until 64 processes are reached. Beyond this number —
which also marks the number of cores per node in our test system — we see three
different behaviors: the ratios of mpiblast and phylobayes decrease, the ratio of
NAMD increases after an initial drop, and the ratio of ray remains at the same
level after an initial drop.

The deduplication potential is high, independent of the number of processes.
The zero chunk is the dominant source of redundancy, even for a large number
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Figure 5.3: Upper plot: deduplication ratio for a different number of processes.
Lower plot: zero chunk ratio for the same experiments.

of processes.

5.5 Conclusion

In this work, we studied the deduplication potential of system-level checkpoints
for a broad range of HPC applications. We can summarize that all applications
show significant savings potential independent of their domain and their under-
lying computation model; the potential ranges from 37% to 99%. The results
suggest that some applications sustain a high potential for a larger number of
nodes. The evaluation further shows that even rather simple deduplication ap-
proaches can eliminate most of the redundant data. For example, removing the
most frequent chunk, the zero chunk, reduces the checkpoint data by 10-92%.

In our experiments, deduplication could reduce the storage requirements of
system-level checkpointing by several orders of magnitude, but application-level
checkpointing, with one exception, still required at least one order of magnitude
less storage space.

Due to the given page structure, fixed-size chunking is a natural choice. In
contrast to traditional deduplication systems, content-defined chunking does not
detect redundancy better.

We hope that this study provides a solid foundation for the design of future
checkpoint deduplication systems. In the next Section, we show our vision for
this system.
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5.6 Scalable Checkpoint for HPC

A checkpoint approach is scalable at a certain system size if the overhead of
checkpointing is affordable at that size, i.e., can be neglected. Decreasing the
checkpoint overhead is key to achieve better scalability. A smaller checkpoint
has less processing time and storage which means less overhead.

In this chapter, we have shown the potential of applying data deduplication
on HPC applications checkpoints to reduce their sizes. Data deduplication ex-
poses the redundancy between application processes checkpoints to reduce their
storage size. Islam et al. explore the same redundancy to reduce the checkpoint
size by relying on metadata semantic in the checkpoint files [IMB*12]. This is
what they call data-aware checkpoint compression.

Our contribution, in this chapter, can be combined with other techniques
in the literature, like multi-level checkpointing [MMBdAS14, MBMS10], asyn-
chronous checkpointing [MMdS12], and cooperative checkpointing [ORS06b,
ORSO06a] to design a better scalable checkpointing scheme. As an extension
of our work, we propose the design of a new checkpointing system that is built
on our contribution and make use of other checkpoint enhancement techniques.

Our proposed system is similar to Sant et al. which is a nonblocking check-
pointing system that combines the benefits of asynchronous checkpointing, multi-
level checkpointing and data staging [SMM™*12]. However, we would like to en-
hance this system with checkpoint deduplication and cooperative checkpointing.

Our proposed system is shown in Figure 5.4. The system is composed of
two node sets: computing node and staging-deduplication nodes. Applications
execute on the computing nodes and perform multi-level checkpointing with
the Scalable Checkpoint/Restart (SCR) library [MMBdAS14, MBMS10]. The
checkpoint levels include checkpointing to the local node memory, the neighbor
node memory, and the Parallel File System (PFS).

Checkpointing to the PFS is performed through the staging-deduplication
nodes. They read checkpoints from the computing nodes using Remote Direct
Memory Access (RDMA). In this way, applications running on the comput-
ing nodes are not blocked by the checkpointing operations. Every staging-
deduplication node is responsible for collecting checkpoints from a group of
computing nodes.

Collected checkpoints on the staging-deduplication nodes are deduplicated
together, and then they are sent asynchronously to the PFS. Applying data
deduplication on the checkpoints before sending them to the PFS, can signif-
icantly reduce the checkpoint size. We also recommend that the deduplicated
checkpoints should belong to the same application processes to have a better
chance of reducing the checkpoint size.

Asynchronous sending data to PFS can be tuned to decrease the effective
load on the PFS [MMdS12]. Cooperative checkpointing can also be employed in
this checkpointing scheme by giving the system the possibility to accept or deny
a checkpoint operation based on the system resources’ status, expected failures,
scheduling strategies, Quality of service guarantees, etc. [ORS06b, ORS06a].

Finally, we hope that our vision for a scalable checkpoint system inspires
system developer to design an optimal system.
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Chapter 6

Conclusions

Application checkpointing and migration are key solutions to enhance fault tol-
erance and to balance workloads between computing nodes in order to avoid
resource congestion. However, applying them to a large exascale environment
introduces new challenges. In this thesis, we addressed parts of these challenges.

In Chapter 3, we consider checkpointing for load balancing between different
resources on a heterogeneous node. It is connected to context switching between
the host’s memory and the accelerator’s memory. We presented the tool collec-
tion ConSerner that automatically identifies, gathers, and serializes the context
of an original CPU kernel and migrates it to an accelerator’s memory where an
accelerator kernel is executed with this data. The overhead introduced by our
tool could be compensated by exploiting the advantages of the accelerator over
the ordinary CPU. In our contributions to the state of the art, we showed by
integrating ConSerner in a resource-aware scheduler, we were able to balance
workload between computing cores and accelerators in a heterogeneous node.
This way, we are able to use all the resources on the heterogeneous node more
efficiently.

In Chapter 4, we proposed an approach to accelerate VM migration and
reduce VM checkpoint size in the HPC context by a reduction of the VM im-
age size. This approach overwrites unused data with zeros, so that zero-page
detection and compression schemes work more efficiently. In our evaluation, we
demonstrated that our approach is suitable for HPC environments by testing
it with parallel applications encapsulated in virtual machines. We showed that
our approach reduced the migration time by up to 10 % when it is applied alone
and by up to 60 % when it is combined with compression. We have also showed
that our approach reduced the checkpoint size of our tested applications by up
to 9 % without compression and up to 94 % with compression.

Finally, in Chapter 5, we considered the challenges associated with check-
pointing. We studied the deduplication potential of system-level checkpoints for
a broad range of HPC applications. We could summarize that all tested applica-
tions have shown significant saving potential independent of their domain and
their underlying computation model; the potential ranged from 37% to 99%.
The results revealed that some applications sustain a high potential even for a
larger number of nodes.

Reducing the checkpoint storage requirements helps to improve scalability.
We hope that this study provides a solid foundation for the design of future
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deduplication systems. In this chapter, we have also proposed our vision for a
scalable checkpointing system.

Finally, these contributions to the state of the art are just a few steps on
the road to the exascale era, and there are more steps to go. We hope that
this work will help other researchers to add more contributions. We end this
thesis with a couple of quotes. Humanity strive for perfection has no end and
will never be reached. Every beginning has an end, and every end is just a new
beginning. This is the end of this thesis.



Appendix A

ConSerner

ConSerner is publicly available under https://version.zdv.Uni-Mainz.DE/
anonscm/git/conserner/conserner.git
Inside conserner folder you find the following:

conserner_lib contains ConSerner dynamic library. Use the makefile to com-
piler the library. You may need to modify the makefile to fit to your
system. You also need CUDA installed on your system.

llvim3.5_modified _conserner ICDCS2014 contains the source code for our
modified LLVM compiler with clang. It is based on LLVM version 3.5.
ConSerner compiler plugin is already integrated in this modified copy.
Follow the instruction here http://11lvm.org/docs/GettingStarted.html
to compile.

organizedSamples contains ConSerner sample examples. You may need to
modify the makefile to fit on your system.
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Appendix B

Zeroing Preload Library

The zeroing preload library that we have developed in Chapter 4 is publicly avail-
able under https://version.zdv.Uni-Mainz.DE/anonscm/git/memory-zeroing/
memory-zeroing.git.
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